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PDSF instantaneous load on ~2300 CPUs
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Haswell nodes:
32 CPUs & 123 GB RAM

Shifter queues Possible load: ~32
Achieved load
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PDSF load - RAM profile of running jobs
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Haswell nodes 
(~50% of PDSF)

123 GB/32 CPUs =3.8 

Diversity of jobs (and users) 
allows for better utilization of 
nodes
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PDSF - delivered CPU hours per experiment

4

‘Oversubscribe 
resources’ 
mode → lot of 
node crashes

‘Be honest’ w/ Slurm mode → stable hardware operation

Adjusting queues definition  and working w/ users → 
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PDSF Retirement Schedule

5

PDSF user service model will change significantly after its hardware is retired
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Cori - NERSC CRAY Workhorse 
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2,004 Xeon "Haswell" nodes
● 32 cores (64 vCores)
●   120 GB RAM 

9,300 Xeon Phi "Knight's Landing" 
nodes (KNL) 
● 68 cores  (272 vCores)
● 96+32 GB RAM 

Regular
1776 nodes

Debug
193 nodes

Shared
60 nodes

Resrv
3 nodes

Partitions (aka queues)

/project/projectdirs/star,...
(GPFS)User Home:40 GB

(GPFS)

$SCRATCH  
20TB/user
(Luster)
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BFC tasks per node

STAR event rate vs. task density (Haswell)
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16

32
40

50

plotYield, num jobs 13
70  m done= 685 totT/h=21.9  rate/h=31.31
16  m done= 306 totT/h=21.6  rate/h=14.15
16  m done= 311 totT/h=21.9  rate/h=14.22
32  m done= 559 totT/h=22.0  rate/h=25.40
40  m done= 589 totT/h=21.9  rate/h=26.86
50  m done= 655 totT/h=22.0  rate/h=29.79
40  m done= 608 totT/h=22.0  rate/h=27.63
60  m done= 681 totT/h=21.9  rate/h=31.15
32  m done= 555 totT/h=22.0  rate/h=25.22
70  m done= 679 totT/h=21.6  rate/h=31.44
50  m done= 636 totT/h=22.0  rate/h=28.92
60  m done= 691 totT/h=22.0  rate/h=31.39
80  m done= 670 totT/h=21.6  rate/h=30.96

60,70,80

Best utilization 
31 BFC/node/hour
1.9 tasks per phys core

1 task per 
phys core

Cori/Haswell
x 

1.
24

half of phys 
cores idle

Haswell: 32 phys cores, 
64 vCores, 125 GB RAM
Code; janNersc/starExp/Bfc-effi-multiThreads
PATH_DAQ=/project/projectdirs/mpccc/balewski/star_daq_2016
STAR_VER=SL17d
BFC_String="DbV20161216,P2016a,StiCA,mtd,mtdCalib,btof,PxlHit,IstHit,SstHit,beamline
3D,picoWrite,PicoVtxVpd,BEmcChkStat,-evout,CorrX,OSpaceZ2,OGridLeak3D,-hitfilt"
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Running on Cori at scale(1) - highway analogy
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Interactive usage : salloc Submit 1-core job(s) to shared queue

Throughput: ~10  CPU hours/day

● code debugging

Throughput: ~10k  CPU hours/day
20 nodes* 30 tasks *20 h

● Equivalent to  PDSF queues, RCF queues
● Management of 10k jobs is non-trivial 
● Only 60 nodes accessible (3% of Cori)  
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Running on Cori at scale(2) - highway analogy
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Full node jobs: 30 to 50 BFC/node, regular queue Multi-node jobs  w/ ephemeral DBs

Throughput: ~100k  CPU hours/day
200 nodes* 30 tasks *20 h

● Equivalent to  10x PDSF compute power
● 90% of Cori is (potentially) accessible
● Management of BFC inside SLURM ← new layer
● job start/stop reduces utilization
● IO bottleneck - need optimization
● External DBs not able to handle concurrency

Throughput: ~1M  CPU hours/day
2000 nodes* 30 tasks *20 h

● HPC compute power
● Single 30-nodes job w/ local DB creates 

PDSF-like microcosm lasting 2 days
● Requires expert understanding of Cori
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Example: 20-node 1000 root4star Slurm job
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Use taskFramer for BFC 
management

Multiple ‘waves’ of BFC 
in one job

Duration 16 wall hours

NO local DB →  lower utilization

export THREADS=50
export NUM_EVE=100
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CVMFS on Cori
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Aries Interconnect

Compute Node
Compute Node

Compute Node
Compute Node

Compute Node
Compute Node

Compute Node
Compute Node

Compute Node
Compute Node

DVS

DVS

DVS

DVS

CVMFS
NFS

GPFS

I/O

DVS does I/O forwarding and caching data
Cori has 32 DVS servers, 4 of those are dedicated to CVMFS
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Scalable CVMFS on Cori - ATLAS workflow
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Atlas user source 2 scripts at the start of any ATLAS job
● software and condition-DB delivered via CVMFS
● Test duration : 6h wall time
● It was simulation task

4-node job,
32 tasks/node , 
130 concur. tasks
No failures

99-node job,
32 tasks/node , 
3,200 concur. tasks

Failure rate: 2e-5
1 crash/60,000

1. atlasLocalSetup:  finds base code 
on CVMFS , takes ~3 seconds

 (e.g.: $GROUP_DIR/star_cshrc.csh)

2. Asetup, scans CVMFS tree for 
specific version of libs, 
takes ~7 seconds
(e.g.:  starver SL18b )

3. Run simulation (athena.py). 
3 events/simu, 15 min/simu,
 60,000 simu tasks per 1 slurm job
(root4star BFC.C(...) ) 

setup1 setup2 Simulation task

Problem:  ‘find’ used by asetup pulls meta-data from CVMFS which are  not cached by DVS 
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1,500 STAR tasks as 1 Slurm job on Cori
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Use taskFramer for  root4star micro-managing inside 2-days long x 31-nodes one Slurm job

STAR binary 
dump of 
CHOS=sl64

2 Shifter 
images

balewski/mysql
51-balewski:c

Head node 
- mySql DB
- DB monitor
-  taskFarmer

worker node #1
-runs THREADS=50
root4star concurrent tasks

worker node #2
-runs THREADS=50
root4star concurrent tasks

worker node #30
-runs THREADS=50
root4star concurrent tasks

. . .

. . .

input data files

/project 

Local DB requests

output data files

CORI $SCRATCH

Task list
muDst1
muDst2
...

STAR DB 
dump 
clone

$SCRATCH

STAR DB 
dump

/project


