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AGLT2 Numbers
The ATLAS Great Lake Tier-2 (AGLT2) is a distributed LHC Tier-2 for ATLAS spanning 

between UM/Ann Arbor and MSU/East Lansing. Roughly 50% of storage and compute 

at each site

10680 logical cores

MCORE slots 1134 (dynamic) + 10 (static)

Additional 936 Tier-3 job slots usable by Tier-2 

Average 10.69 HS06/slot

6.9 Petabytes of storage

Total of 117 kHS06

Tier-2 services virtualized in VMware 5.5 (upgrading to 6.5, really!!)

2x40 Gb inter-site connectivity, UM has 100G to WAN, MSU has 10G to WAN, lots of 

10Gb internal ports and 20 x 40Gb ports, 32x100G/40G or 64x50G/25G ports

High capacity storage systems have 2 x 50Gb or 2 x 100Gb bonded links

40Gb link between Tier-2 and Tier-3 physical locations
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Personnel Updates
As noted in the spring meeting, Bob Ball our Tier-2 Manager since 

we started in 2006, plans to retire at the end of the month 

Bob is completing a phased retirement that started May 1 and 

will be fully retired in a few weeks (November 1).  He will be 

missed!

Wenjing Wu has been hired into AGLT2 at UM and began in 

September, overlapping with Bob for two months.

Philippe Laurens will be increasing his involvement at AGLT2 MSU 

and will be ramping up to 85% on AGLT2 (from 40% currently)

by February 2019
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Hardware Additions
• We are late on our FY18 hardware purchasing

– We have revived the Dell ATLAS portal for USATLAS sites
• Only R640 and R740 for compute though…not most cost-effective
• Storage and networking options also included

– Likely will go with C6420 (4 servers in 2U) sometime soon ($s just arrived)

• Focus for rest of FY18 funds is on computing (rather than storage)
– Anticipate adding ~14 kHS06 of CPU to AGLT2 in November 2018 (1k job slts)

• We did buy VMware storage for MSU
– SAS attached MD3460, 20x1.2TB 10K SAS disks plus 40x6TB 7.2K NL-SAS
– MSU added a third VMware ESXi host (repurposed a WN)

• Both MSU and UM sites purchased some addition switch capacity (10G)
• Overall dCache storage will stay around 6.9 PB till our next purchase in 

spring 2019
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Software Updates Since Last Mtg
• dCache updated  to 4.2.6 and Postgresql 9.5->10.5

• HTCondor running version 8.6.12
– Problems using 8.8.x, possibly kernel+our config?

• OSG CE updated to 3.4.15

• Have not completed VMware update to 6.5/6.7

• Various switch firmware updates applied 

• Monitoring updates: OMD/check_mk to 1.4.0p35

• Lustre is now running 2.10.4 on ZFS 0.7.11
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Lustre at AGLT2
• Lustre at AGLT2 is used for “local” users (Tier-3)

– About 1.5 PB of space running on SL7/Lustre 2.10.4/ZFS 
0.7.11 and “old” hardware.

– ZFS 0.7.11 on the OSS, ldiskfs on MGS/MGT

• 20Gb/s bonded Ethernet on each OSS
• Lustre Re-Exported to MSU WN via NFS from Lustre

SL7.4 client
– Same OS and kernel as on the OSS

• Has been working well but we are seeing increased 
disk failures from very old disks (2TB and 3TB disks)
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Networking Updates

• We have most of our systems dual-stacked now 
(worker node and servers)

– No issue observed (yet)

• We have implemented two kinds of additional 
network monitoring since the Spring HEPiX
meeting:  Bro/MISP and ElastiFlow
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Optical Splitter / Bro / MISP

Was inexpensive to enable (~$1.2K). Splitter and shelf was $300, Intel XL710-Q2 40G 
nics $400 x2, $100 in cables (reused worker node for server)
Currently Bro has been running continuously since August 10th

63,115,662,766 packets captured and 266,317,103 packets lost (0.4%)

bro.aglt2.org
misp.aglt2.org
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ELK at AGLT2
• AGLT2 has been using Elasticsearch, Logstash and Kibana for a 

few years, primarily to host a central syslogging service
• Currently we have a 3 node (all VM) cluster running 

Elasticsearch 6.4.2.
– The VMs are hosted on VMware 
– The primary node (atgrid) has 16GB of RAM and 8 cores and runs Logstash and 

Kibana (avg load 0.66)
– The secondary nodes (es-1, es-2) are only running Elasticsearch and have 12 GB of 

RAM and 4 cores
– Total space available is 868 GB (55% in use)

• Elastic search has 187 indices, 375 million documents and 807 primary 
and replica shards

• The main data sources are 1) syslogging from all our devices, 2) dCache
logs and 3) Netflow/Sflow
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Netflow/Sflow Monitoring via ELK

• In addition to Bro monitoring we wanted to have 
better visibility into our network traffic.

• Because we already had an ELK stack, when we 
heard about ElastiFlow we were intrigued
– https://github.com/robcowart/elastiflow

• It was pretty easy to setup.  Some challenges getting the sflow-codec 
and the Kibana elastiflow index imported.
– Contact me if you want details!

• Once it was setup we just needed to point our Juniper router to it

https://github.com/robcowart/elastiflow
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Netflow/Sflow Monitoring via ELK (2)
sflow {

agent-id 10.10.1.2;
polling-interval 1;
sample-rate {

ingress 100;
egress 100;

}
source-ip 10.10.1.2;
collector 10.10.1.9 {

udp-port 6343;
}
interfaces xe-0/0/3.0 {

polling-interval 1;
sample-rate {

ingress 100;
egress 100;

}
}

• Setting up our Juniper EX9208 
was pretty simple

• The configuration on the right 
is the bulk of what is needed

• Add additional interfaces as 
need (those interfaces that 
connect to the WAN)



AGLT2 Site Report 12

ElastiFlow @ AGLT2 Examples
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ElastiFlow @ AGLT2 Examples
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ElastiFlow @ AGLT2 Examples



AGLT2 Site Report

Near Term Plans
• Participating  in  SC18

– Will demo use of OSiRIS storage service: sign up on the floor and use the storage during SC17 
and possible use of object store for ATLAS

– Demo of SLATE capabilities (containers) to deploy workflows for other demos
– AGLT2 DTN use between SC18 and Michigan as well as our partner booths at SC18

• Experimenting with SDN/NFV/OVS in our Tier-2 and as part of 
LHCONE point-to-point testbed. 
– This has been delayed but still planning to work with KIT and MWT2 once they have OVS on 

their production storage

• Update to VMware soon: new version (5.5->6.5, then to 6.7), new 
configuration for HA, new ESXi host at MSU

• Will begin testing dCache on Ceph using AGLT2 and OSiRIS
• Have students engaged in creating new dashboards for AGLT2 that 

leverage ELK for syslogs and dCache
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Summary

• Monitoring stabilized, update procedures working well
• New network monitoring with Bro and ElastiFlow

providing us with new info we need to incorporate into 
our operations

• Tier-2 services and tools are evolving.  Site continues to 
expand and operations are smooth.

• FUTURE: SDN/NFV testing, SC18, dCache over Ceph

Questions ?
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AGLT2 Monitoring
AGLT2 has a number of monitoring components in use
As shown before we have:
• Customized “summary” page ------->
• OMD (Open Monitoring Distribution) at both 

UM/MSU
• Ganglia
• Central syslog’ing via ELK: Elasticsearch, Logstash, 

Kibana
• SRMwatch to track dCache SRM status
• GLPI to track tickets (with FusionInventory)

We find this set of tools indispensable for proactively 
finding problems and diagnosing issues.
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VMware Update


