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Deep Learning: the 
collider experience



๏ This talk is not an extensive review of all the collider-physics 
deep-learning related ideas 

๏ Given limited time, will give you some hint of idea of what people 
are doing 

๏ Will mainly use jet physics as a proxy (majority of papers are 
about jets) and show example of how we use: 

๏ computing vision techniques (Conv NNs) 

๏ natural language processing (Recurrent NNs) 

๏ generative models (Generative Adversarial Networks & Variational 
Autoencoders) 

๏ anomaly detection (Autoencoders) 

๏ Graph networks

Talk Outline
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Why do we need Machine 
Learning?



HL-LHC: elephant in the room

๏ Flat budget vs. more needs = 
current rule-based reconstruction 
algorithms will not be sustainable 

๏ Adopted solution: more granular and 
complex detectors ! more computing 
resources needed ! more problems 

๏ Modern Machine Learning might be 
the way out

!4

‣ ~200 collisions/event 
‣ ~minute/event processing time(*) 
‣ (at best)Same computing resources as 
today

This is when the R&D has to 
happen

‣ ~40 collisions/event 
‣ ~10 sec/event processing time 
‣ (at best)Same computing resources as 
today

Today

(*)With nowadays software development 

Tracking 

• High luminosity means high pileup 
• Combinatorics of charged particle tracking become 

extremely challenging for GPDs 
• Generally sub-linear scaling for track reconstruction 

time with m 

• Impressive improvements for Run 2, but we need to go 
much further 
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The HGCAL Cells geometry
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To cope the irradiation / PU:
! η-dependent depletion of Si
! η-dependent cell size

Hexagonal 6” Si wafer (256 or 512 channels

Mechanics: HGC-HCAL 
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! Bolted Brass mechanical structure (follows the current CMS HE)

! 60° Brass plates machined to insert 30° (single-side) cassettes (grey in the drawings)



๏ Too many data, too large data -> need to filter online

The LHC Big Data Problem
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High-Level  

Trigger
L1 

trig
ger

1 KHz  
1 MB/evt

40 MHz

100 KHz

๏ The solution to the HL-LHC problem: modern Machine 
Learning as a fast shortcut between the data and the 
right answer (the outcome of our traditional & slow 
algorithms)



Faster Particle Reconstruction 
With Computer Vision



๏ Future detectors will 
be 3D arrays of 
sensors with regular 
geometry 

๏ Ideal configuration 
to apply 
Convolutional Neural 
Network 

๏ speed up 
reconstruction at 
similar performances 

๏ and possibly improve 
performances

Particle reconstruction as image detection
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Deep Learning for Imaging Calorimetry

Vitoria Barin Pacela,⇤ Jean-Roch Vlimant, Maurizio Pierini, and Maria Spiropulu
California Institute of Technology and

CMS

We investigate particle reconstruction using Deep Learning, based on a dataset consisting of single-

particle energy showers in a highly-granular Linear Collider Detector calorimeter with a regular 3D

array of cells. We perform energy regression on photons, electrons, neutral and charged pions, and

discuss the performance of our model in each particle dataset.

I. INTRODUCTION

One the greatest challenges at the LHC at
CERN is to collect and analyse data e�ciently.
Sophisticated machine learning methods have
been researched to tackle this problem, such as
boosted decision trees and deep learning. In
this project, we are using deep neural networks
(DNN) [1] [2] to recognize images originated by
the collisions in the Linear Collider Detector
(LCD) calorimeter [3] [4], designed to operate
at the Compact Linear Collider (CLIC).

Preliminary studies have explored the possi-
bility of reconstructing particles from calorimet-
ric deposits using image recognition techniques
based on convolutional neural networks, using
a dataset of simulated hits of individual par-
ticles on the LCD surface. The dataset con-
sists of calorimetric showers produced by sin-
gle particles (pions, electrons or photons) hit-
ting the surface of an electromagnetic calorime-
ter (ECAL) and eventually showering within
a hadronic calorimeter (HCAL). This project
aimed at reconstructing the energy of particles
through regression.

The code used for defining the mod-
els and training the DNNs is hosted at
https://github.com/vitoriapacela/NotebooksLCD,
and analysis tools are hosted at
https://github.com/vitoriapacela/RegressionLCD.

⇤ vitoria.barinpacela@helsinki.fi

FIG. 1. Visualization of the data. Charged pion

event displayed in the ECAL and HCAL. Every hit

is shown in its respective cell in each of the calorime-

ters. Warmer colors (like orange and pink) repre-

sent higher energies, as 420 GeV, whereas colder

colors, like blue, represent lower energies, as 50

GeV.[5]

II. METHODS

The datasets were simulated as close as pos-
sible to real collision data, using a preliminary
version of the CLIC detector design, imple-
mented in the DDhep software framework [3].
They consist of 3D arrays representing energy
values in the cells of the ECAL and HCAL, and
the true energy of the particle. The ECAL data
arrays have shape 25 x 25 x 25, whereas the
HCAL data arrays have shape 4 x 4 x 60. Events
are of discrete, integer-valued energies over the
range 10-510 GeV, and fixed direction, so that
they impact the center of the calorimeter bar-
rel, with an impact angle of 90�. The datasets
for each particle are stored in the Hierarchical
Data Format (HDF5) [6], which is designed to
store and organize large amounts of data. Each
HDF5 file contains 10 000 events, and there are
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14Modern Deep NN’s for Classification

Deep Convolutional Architectures for  
Jet-Images at the Large Hadron Collider

Introduction 
The Large Hadron Collider (LHC) at CERN is the largest and most powerful particle accelerator in 
the world, collecting 3,200 TB of proton-proton collision data every year. A true instance of Big 
Data, scientists use machine learning for rare-event detection, and hope to catch glimpses of new 
and uncharted physics at unprecedented collision energies.  

Our work focuses on the idea of the ATLAS detector as a camera, with events captured as 
images in 3D space. Drawing on the success of Convolutional Neural Networks in Computer 
Vision, we study the potential of deep leaning for interpreting LHC events in new ways.

The ATLAS detector 
The ATLAS detector is one of the two general-purpose experiments at the LHC. The 100 million 
channel detector captures snapshots of particle collisions occurring 40 million times per second. 
We focus our attention to the Calorimeter, which we treat as a digital camera in cylindrical space. 
Below, we see a snapshot of a 13 TeV proton-proton collision.

LHC Events as Images 
We transform the ATLAS coordinate system (η, φ) to a rectangular grid that allows for an image-
based grid arrangement. During a collision, energy from particles are deposited in pixels in (η, φ) 
space. We take these energy levels, and use them as the pixel intensities in a greyscale analogue. 
These images — called Jet Images — were first introduced by our group [JHEP 02 (2015) 118], 
enabling the connection between LHC physics event reconstruction and computer vision.. We 
transform each image in (η, φ), rotate around the jet-axis, and normalize each image, as is often 
done in Computer Vision, to account for non-discriminative difference in pixel intensities.  

In our experiments, we build discriminants on top of Jet Images to distinguish between a 
hypothetical new physics event, W’→ WZ, and a standard model background, QCD.  

Jet Image

Convolution Max-Pool Convolution Max-Pool Flatten

Fully  
Connected 
ReLU Unit

ReLU Dropout ReLU Dropout
Local 

Response 
Normalization

W’→ WZ event

Convolutions
Convolved  

Feature Layers

Max-Pooling

Repeat

Physics Performance Improvements 
Our analysis shows that Deep Convolutional Networks significantly improve the classification of 
new physics processes compared to state-of-the-art methods based on physics features, 
enhancing the discovery potential of the LHC.  More importantly, the improved performance 
suggests that the deep convolutional network is capturing features and representations beyond 
physics-motivated variables.  

Concluding Remarks 
We show that modern Deep Convolutional Architectures can significantly enhance the discovery 
potential of the LHC for new particles and phenomena. We hope to both inspire future research 
into Computer Vision-inspired techniques for particle discovery, and continue down this path 
towards increased discovery potential for new physics.

Difference in average 
image between signal 

and background

Deep Convolutional Networks 
Deep Learning — convolutional networks in particular — currently represent the state of the art in 
most image recognition tasks. We apply a deep convolutional architecture to Jet Images, and 
perform model selection. Below, we visualize a simple architecture used to great success.  

We found that architectures with large filters captured the physics response with a higher level of 
accuracy. The learned filters from the convolutional layers exhibit a two prong and location based 
structure that sheds light on phenomenological structures within jets. 

Visualizing Learning 
Below, we have the learned convolutional filters (left) and the difference in between the average 
signal and background image after applying the learned convolutional filters (right). This novel 
difference-visualization technique helps understand what the network learns.

2D  
Convolutions 
to Jet Images

Understanding Improvements 
Since the selection of physics-driven variables is driven by physical understanding, we want to be 
sure that the representations we learn are more than simple recombinations of basic physical 
variables. We introduce a new method to test this — we derive sample weights to apply such that 

meaning that physical variables have no discrimination power. Then, we apply our learned 
discriminant, and check for improvement in our figure of merit — the ROC curve.

Standard physically motivated 
discriminants — mass (top)  
and n-subjettiness (bottom)

Receiver Operating Characteristic

Notice that removing out the individual effects of 
the physics-related variables leads to a likelihood 
performance equivalent to a random guess, but 
the Deep Convolutional Network retains some 
discriminative power. This indicates that the deep 
network learns beyond theory-driven variables — 
we hypothesize these may have to do with 
density, shape, spread, and other spatially driven 
features.

Luke de Oliveiraa, Michael Aaron Kaganb, Lester Mackeyc, Benjamin Nachmanb, Ariel Schwartzmanb 

 
aStanford University, Institute for Computational and Mathematical Engineering (ICME), bSLAC National Accelerator Laboratory,  cStanford University, Department of Statistics 

Subsequent 
developments:

de Oliviera et al. 1511.05190

G. Kasieczka et al. 1701.08784 (top-tagging)

J. Barnard et al. 1609.00607 (W-tagging)
P. Komiske et al. 1612.01551 (q/g-tagging)

P. Baldi et al. 1603.09349 (W-tagging)

Convolved Feature Layers



๏ First LHC application of Deep 
Learning 

๏ Immediately demonstrated potential 
of computing vision for 
identification tasks at LHC 

๏ Tasks consist in finding jets 
originating from overlap of 
subjets as opposed to standard 
“one-prong” jets

Jet identification with ConvNN
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Figure 3

Example jet image inputs from the jet substructure classification problem described in Ref. (46).
The background jets (left) are characterized by a large central core of deposited energy from a
single hard hadronic parton, while the signal jets (right) tend to have a subtle secondary
deposition due to the two-prong hadronic decay of a high-pT vector boson. Use of image-analysis
techniques such as convolutional neural networks allow for powerful analysis of this
high-dimensional input data.

not perfectly regular; thus, some preprocessing is required to represent the jet as an image.

In addition, jet images are typically very sparse. The sparsity can be alleviated by enlarging

pixels, but the harsher discretization sacrifices resolution in ⌘ and �. Given that the jets

themselves are composed of a varying number of reconstructed constituents, each with well-

defined coordinates and parameters, jet tagging algorithms that can work with a variable

number of inputs are desirable.

Several flavor-tagging applications have made use of deep networks trained on variable

length arrays of track parameters. Guest et al. (54) investigated the need for feature-

engineering by defining low-level, mid-level, and high-level features, where the mid- and

high-level features were inspired by typical flavor-tagging variables and derived from a

strict subset of the low-level feature information. The authors found similar discrimination

using fixed-size, zero-padded networks and recurrent architectures, and that the best per-

formance came from using all three levels of features (Figure 4). Both ATLAS and CMS

have since commissioned flavor-tagging neural networks that rely on individual tracks or,

in the CMS case, particle-flow candidates. The ATLAS recurrent-network-based approach

reduces backgrounds by roughly a factor of two when combined with traditional high-level

variables (44,55). CMS’s DeepFlavor (56,57) neural network first embeds each flow candi-

date with a transformation that is shared across candidates, then combines the candidates’

high-level variables in a single zero-padded dense network.

Networks trained on variable-length arrays of jet constituents proved equally useful

in boosted top tagging. In one series of studies, a zero-padded dense network showed

promise (59), but backgrounds were halved by replacing the dense network with a recurrent

network (60). The CMS Collaboration experimented with two variants of the DeepJet (61)

algorithm. The first was similar to DeepFlavor, whereas the second replaced the dense

network with a recurrent neural network. In comparison to a baseline that combined high-

www.annualreviews.org • Deep Learning and Its Application to LHC Physics 11

Figure 1. Pictorial representations of different jet substructures at the LHC. Left: jets originating
from quarks or gluons produce one cluster of particles, approximately cone-shaped, developing
along the flight direction of the particle starting the shower. Center: when produced with large
transverse momentum, a heavy boson decaying to quarks would result into a single jet, made of 2
particle clusters (usually referred to as sub-jets). Right: In its full decay chain, a high-momentum
t ! Wb ! qqb results into a jet composed of three sub-jets.

In this work, we compare the typical performances of some of these approaches to what
is achievable with a jet identification algorithm based on an IN (JEDI-net). Interaction
networks [5] (INs) have been introduced to predict the evolution of physical systems under
the influence of forces, e.g. gravitational force, springs, etc. This is achieved by constructing
a graph network representing the system and learning the interaction between the nodes of
the graph. This results into a post-interaction representation of the system, which is used
to predict the evolution of the system. In our case, we are interested to INs as a tool to
learn a fixed-size jet representation, that is used to train a jet classifier. In this respect,
INs are interesting because the can learn a sparse representation with an architecture that
(at least in principle) is similar to the 2 ! 1 recombination procedure that is followed to
cluster jets. To a certain extent, INs (and graph networks in general) seem to be more
QCD-compliant than other network architectures. For instance (see section 4), INs process
jet-constituent four-momenta in pairs and can potentially learn the metrics typically used
for jet clustering, such as the anti-kt [3], kt [2], or Cambridge-Aachen [1] jet algorithms. In
this paper, we investigate if this structural affinity to jet clustering algorithms translates
into a better tagging performance.

This paper is structured as follows: we provide in section 2 a list of related works. We
describe in section 3 the utilized dataset. The structure of the JEDI-net model is discussed
in section 4. Section 5 briefly introduces alternative benchmark models, based on other
DL architectures, whose design and optimization are discussed in Appendix A. Results are
shown in section 6. We conclude with a discussion and outlooks of this work in section 8.

– 2 –

de Oliver et al. arXiv:1511.05190
Cogan et al., arXiv:1407.5675
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Figure 6: Left: ROC curves for individual physics-motivated features as well as three deep neural
network discriminants. Right: the DNNs are compared with pairwise combinations of the physics-
motivated features.
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Figure 7: ROC curves that combined the DNN outputs with physics motivated features for the
Convnet (left) and MaxOut (right) architectures.
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Language processing 
for particle physics
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FIG. 3. Jet classification performance for various input rep-
resentations of the RNN classifier, using kt topologies for the
embedding. The plot shows that there is significant improve-
ment from removing the image processing step and that sig-
nificant gains can be made with more accurate measurements
of the 4-momenta.

FIG. 4. Jet classification performance of the RNN classifier
based on various network topologies for the embedding (par-
ticles scenario). This plot shows that topology is significant,
as supported by the fact that results for kt, C/A and desc-pT
topologies improve over results for anti-kt, asc-pT and random
binary trees. Best results are achieved for C/A and desc-pT
topologies, depending on the metric considered.

further supported by the poor performance of the random
binary tree topology. We expected however that a simple
sequence (represented as a degenerate binary tree) based
on ascending and descending pT ordering would not per-
form particularly well, particularly since the topology
does not use any angular information. Surprisingly, the
simple descending pT ordering slightly outperforms the
RNNs based on kt and C/A topologies. The descending
pT network has the highest pT 4-momenta near the root
of the tree, which we expect to be the most important.
We suspect this is the reason that the descending pT out-
performs the ascending pT ordering on particles, but this
is not supported by the performance on towers. A similar
observation was already made in the context of natural
languages [24–26], where tree-based models have at best
only slightly outperformed simpler sequence-based net-
works. While recursive networks appear as a principled
choice, it is conjectured that recurrent networks may in
fact be able to discover and implicitly use recursive com-
positional structure by themselves, without supervision.
d. Gating The last factor that we varied was

whether or not to incorporate gating in the RNN. Adding
gating increases the number of parameters to 48,761, but
this is still about 20 times smaller than the number of
parameters in the MaxOut architectures used in previ-
ous jet image studies. Table I shows the performance of
the various RNN topologies with gating. While results
improve significantly with gating, most notably in terms
of R✏=50%, the trends in terms of topologies remain un-
changed.
e. Other variants Finally, we also considered a num-

ber of other variants. For example, we jointly trained
a classifier with the concatenated embeddings obtained
over kt and anti-kt topologies, but saw no significant
performance gain. We also tested the performance of
recursive activations transferred across topologies. For
instance, we used the recursive activation learned with
a kt topology when applied to an anti-kt topology and
observed a significant loss in performance. We also con-
sidered particle and tower level inputs with an additional
trimming preprocessing step, which was used for the jet
image studies, but we saw a significant loss in perfor-
mance. While the trimming degraded classification per-
formance, we did not evaluate the robustness to pileup
that motivates trimming and other jet grooming proce-
dures.

B. Infrared and Collinear Safety Studies

In proposing variables to characterize substructure,
physicists have been equally concerned with classification
performance and the ability to ensure various theoretical
properties of those variables. In particular, initial work
on jet algorithms focused on the Infrared-Collinear (IRC)
safe conditions:

• Infrared safety. The model is robust to augmenting
e with additional particles {vN+1, . . . ,vN+K} with

Q C D - I N S P I R E D  R E C U R S I V E  N E U R A L  N E T W O R K S

15

kt

anti-kt

• choice of jet 
algorithm matters 

• GRU “gating” 
improves 
performance

anti-ktkt

LHC events & language processing
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๏ PF reco is not the best match for computing vision 
techniques (e.g., convolutional neural networks) don’t 
work  

๏ one would have to convert the particles to a pixelated 
images, loosing resolution 

๏ Instead, list of particles can be processed by Deep 
Learning architectures designed for natural language 
processing (RNN, LSTMs, GRUs, …) 

๏ particles as words in a sentence 

๏ QCD is the grammar



๏ Conv NN work ok but 
assumes that 
detector = regular 
array of sensor 

๏ This is NEVER the 
case 

๏ So people say “use a 
grid reflecting your 
angular resolution”

The big advantage
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top efficiency (@60%)

20

0 0.2 0.4 0.6 0.8 1
Top efficiency

4−10

3−10

2−10

1−10

1

Q
C

D
 m

ul
tij

et
 e

ffi
ci

en
cy

 (13 TeV)

CMS
Simulation Preliminary

BDT (w/o b-tag)
BDT (Full)
DNN (Particle kinematics)
DNN (Particle full)

| < 1.5η < 1400 GeV, |
T

1000 < p
Top vs QCD multijet

CMS-DP-2017-049

better

Figure 4

(left) A comparison (54) of the jet-flavor-tagging performance of deep networks with varying levels
of feature engineering. The lowest-level data (labeled Tracks) contain all of the information and
perform well, but networks that are also given vertices or higher-level features (labeled Verticies
and Expert) still show some improvement. (right) A comparison (58) of the performance of two
boosted decision tree (BDT) taggers and two particle-based deep neural network (DNN) taggers
in simulated events of four top jets as signal and QCD multijets as background.

x1 x2 x3 x4

hjet
1

v1(x1 · · ·x4)

x5 x6 x7

hjet
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hjet
M

vM (xN�1 · · ·xN )

hevent

Event embedding

... fevent({xi})

Classifier

Figure 5

A schematic showing the hierarchical composition of a deep learning model following the outline
of traditional high-energy physics data pipeline. The lowest-level detector inputs are represented
by xi (diamonds), which are then fed into recurrent networks (lower boxes) to form jet
embeddings hjet

1 . These are augmented by jet-level features vi. The jet embeddings are processed
by a network to form a final event-level embedding hevent, which is then fed into a classifier,
leading to the output fevent({xi}). The entire network can be learned jointly, or individual
components can be pre-trained. Adapted from (62).

level variables in a boosted decision tree, QCD multijet misidentification was reduced by a

factor of approximately four at 60% top-tagging e�ciency (Figure 4) (58).

Recurrent networks act on sequences, requiring an ordering of the particles. While sev-

12 Guest • Cranmer • Whiteson

๏ But angular resolution is a function of energy and direction. Imagine a 
digital camera whose pixel size depends on color of incoming light 

๏ Instead, RNN geometry allows to abstract from the detector geometry 

๏ Not by chance, the first two DeepNN jet taggers used on real data are 
RNNs



Example: b-tag at ATLAS
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reconstructed. Although not pictured, JetFitter su�ers from a similar maximum e�ciency. Despite their
limited e�ciency, however, the vertex-based algorithms clearly complement the IP-based algorithms as
illustrated by the superior performance of MV2c10, which combines JetFitter, SV1, and IP3D in a BDT.
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Figure 3: The light-jet (left) and c-jet (right) rejection versus b-tagging e�ciency for jets with pT > 20 GeV and
|⌘ | < 2.5. The statistical error on the curve is less than 3%. MV2c10 is a high level BDT tagger which integrates
IP3D outputs outputs with additional vertex information from JetFitter and SV1.

To factorize the gains from the recurrent network from those provided by the additional variables, Figure 4
compares the performance of an RNN trained on only the IP3D inputs to one which uses the additional
�R(track, jet) and pfrac

T inputs. A network using exactly the same inputs as IP3D improves light-jet
rejection by a factor of 1.7 and c-jet rejection by a factor 1.05, even in the absence of any additional
variables.

bεb-jet efficiency, 
0.6 0.65 0.7 0.75 0.8 0.85 0.9 0.95 1

lε
lig

ht
-je

t r
ej

ec
tio

n,
 1

/

1

10

210

310
R)Δ Frac, 

T
, category, p

z0
, S

d0
RNNIP(S

 Frac)
T

, category, p
z0

, S
d0

RNNIP(S

, category)
z0

, S
d0

RNNIP(S

IP3D

ATLAS Simulation Preliminary
t=13 TeV, ts

|<2.5η>20 GeV, |
T

p

bεb-jet efficiency, 
0.6 0.65 0.7 0.75 0.8 0.85 0.9 0.95 1

cε
c-

je
t r

ej
ec

tio
n,

 1
/

1

10

R)Δ Frac, 
T

, category, p
z0

, S
d0

RNNIP(S

 Frac)
T

, category, p
z0

, S
d0

RNNIP(S

, category)
z0

, S
d0

RNNIP(S

IP3D

ATLAS Simulation Preliminary
t=13 TeV, ts

|<2.5η>20 GeV, |
T

p

Figure 4: The light-jet (left) and c-jet (right) rejection versus b-tagging e�ciency for jets with pT > 20 GeV
and |⌘ | < 2.5, for RNNs trained using various sets of input variables, and for IP3D. The RNN without pfrac

T and
�R(track, jet) uses only the inputs available to IP3D.

In order to understand how the tagging performance depends on jet kinematics, the b-tagging e�ciency
versus jet pT is shown in Figure 5. To isolate the e�ect of a changing b-tagging e�ciency from that of
the changing light-jet and c-jet rejection rejection, a flat-e�ciency 70% WP is examined. In this case, all
taggers have a 70% e�ciency across pT, and only the rejection is varying. The light- and c-jet rejection

8

RNN geometry + additional features 
to improve performance 

When same inputs used, improved 
background rejection by x1.7 factor



Example: b-tag at CMS
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NN approaches compared to DeepJet in Quark/Gluon discrimination [Quark:’light’]:

recurrent [inspired by arXiv:1702.00748]: Input: relative !"/#/$, and PUPPI (Pileup Per Particle Identification) weight (arXiv:1407.6013) 
of charged (fed to one recurrent layer of 100 nodes - LSTM) and neutral PF cand. (fed to identical layer). LSTM output then merged 
with global* variables in a dense NN [1 layer of 200 nodes, 5 of 100].

convolutional: Jet treated as image on # − $	 plane. 3rd dimension - color: (separate study for charged and neutral PF cand.) relative 
!" and particle multiplicity within the pixel. This input info fed to a CNN (Convolutional NN) [as in arXiv:1612.01551], then merged with 
the global* variables in a dense layer of 128 nodes.

2. Key features of b jets
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Ø DeepCSV already been 
applied and improved 
sensitivity  in the analysis 
on the search for:
H( → h	 → bb, + p/	0122 ,
4 b jets in the final state

[200 nodes]
Change existing
only in DeepJet

1. Motivation

Jet flavour tagging using Deep Learning in the CMS experiment
Anna Stakia (CERN)

on behalf of the CMS Collaboration

CMS PAS SUS-16-044
cds.cern.ch/record/2256648bData/Simulation SF
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3. b and c taggers
CSVv2: ‘Combined* SV, version 2’ [updated CSV for Run2]
• Neural Network (NN) instead of likelihood ratio
- Input: info on tracks & SV (=‘combined’)

cMVAv2: ‘combined* Multivariate Algorithm, version 2’
• Boosted Decision Tree (BDT)
- Input: info on tracks, SV (combined) & soft leptons in the jet
as the output of the taggers:
→ Jet Probability (JP), Jet B Probability (JBP)
→ CSVv2 
→ Soft Electron (SE), Soft Muon (SM)

ctagger: c jet identification algorithm against b (CvsB) and 
light (CvsL) jets
• Gradient Boosting Classifier (GBC)
- Input: info on tracks, SV (combined) & soft leptons in the jet

This Report is part of a project that has received funding from the European Union’s Horizon 2020 research and innovation programme under grant agreement No 675440

~70
input

variables 

~700
input

variables

gluon jet misid. (as a light jet) prob.

correct light jet identification prob.

*Jet variables: 
jet p//η, 
#(charged PF cand.), 
#(neutral PF cand.), 
#(SV within the jet)

[Jets originating from gluon splitting to 
bb or cc not considered as gluon jets] Ø Similar performance among DeepJet and 2 alternative approaches

c-jet efficiency
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

ud
sg

-je
t m

is
id

. p
ro

ba
bi

lit
y

3−10

2−10

1−10

1

CSVv2
cMVAv2
DeepCSV CvsL
c-tagger CvsL

=13 TeV, 2016s
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AK4 jets

18%

22% (60%)16% (89%)

37%

~0.9% (90%)

Ø Significant gain in efficiency of DeepFlavour w.r.t DeepCSV
in all p/ regions, especially in high p/
⇒ can lead to improved sensitivity for analyses with highly 

energetic b jets in the final state

78%

~0.4% (40%)

4% (5%)5% (10%)

0.6%

Ø Removing the convolutional layers degrades performance, 
even with larger input and deeper NN

Ø Improvement w.r.t. DeepCSV comes from both larger 
input and a better NN model (i.e. exploiting input structure)

DeepJet CMS DP 2017-027
cds.cern.ch/record/2275226

Ø DeepCSV significantly better than CSVv2 in ~every b jet 
efficiency value, vs both light and c jet misid. (as b jet) prob.

Ø DeepCSV efficiency equal or better than (i) cMVAv2 and 
(ii) ctagger (in most cases), despite not containing lepton info. 
(ii) also shows DeepCSV as a multi-classifier 
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Absolute (relative) 
gain in efficiency 

Absolute (relative) 
less misid. prob. 

~0.7% (70%)

Ø Similar Scale Factors 
between CSVv2 and
DeepCSV⇒ better 
performance for 
DeepCSV in data too

Methods for the b tagging 
efficiency measurement

DeepCSV CMS DP 2017-005
cds.cern.ch/record/2255736

DeepFlavour CMS DP 2017-013
cds.cern.ch/record/2263802

NN structure

DeepCSV

DeepFlavour

NN structure

DeepJet

The identification of jets 
originating from heavy flavour
quarks (b/c ‘tagging’) is crucial 
in various studies at the Large 
Hadron Collider, in both New 
Physics searches and Standard 
Model processes.

• Long lifetime ⟹ large displacement of Secondary Vertex (SV)
• Mass of 5-10 GeV ⟹ large decay angle ⟹ large d0
• Possible decay to leptons [BR ≈ 42%]
• ~5 charged tracks per decay

b quarks typically hadronise
in B hadrons forming the b jets

BRb-mesons >	BRb-baryons

b hadrons: distinctive features with detectable particularities:

[QCD] At high p/ , very 
likely that 2 B are inside 
the same AK4 jet

‘light’

‘light’

‘light’

Same input as CSVv2 but based on 
more tracks, deep NN, multi-classification

Larger input, deeper NN, 
+convolutional, recurrent layers

features 
regarding the jet

Part of figure from arXiv:1612.01551

of a light 
(or c) jet 
as a b jet

CSVv2T DeepCSVT

CSVv2M

CMS Collaboration, CMS DP -2017/027, 

Based on parallel (through Conv1D) 
and sequential (through RNN) 

processing of a list of particles
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Performance of the DeepJet multi classification algorithm, the recurrent and the convolutional 
approach, demonstrating the probability for gluon jets to be misidentified as a light quark (uds) jet, 
as a function of the efficiency to correctly identify light quark jets. The curves are obtained on 
simulated QCD events with p̂T between 80 and 120 GeV and using jets with a pT above 70 GeV. 
The absolute performance in this figure serves as an illustration since the light quark jet 
identification efficiency depends on the pT and η distribution of the jets, the event topology, the 
flavour composition of the sample, and the generator used. All curves are obtained using Pythia8. 
Jets that originate from a gluon splitting to cc or bb quarks are not considered gluon jets.
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http://cds.cern.ch/record/2275226/files/DP2017_027.pdf


Generating large datasets 
with small resources



Particle shower generation
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• Start from random noise

• Works very well with images

• Applied to electron showers in digital calorimeters as a 
replacement of GEANT

Some images

13

Preliminary

¤ Slice energy spectrum

¤ Start with photons & electrons

GAN generated electrons

14

Shower longitudinal section
Geant4
GAN generated

a
.u

.

Y

Geant4
GAN generateda

.u
. Shower transverse section

Geant4
GAN generated a

.u
.

X

XY

Y

Z

a
.u

. Geant4
GAN generated

Geant4
GAN generated

Preliminary

GAN generated electrons

14

Shower longitudinal section
Geant4
GAN generated

a
.u

.

Y

Geant4
GAN generateda

.u
. Shower transverse section

Geant4
GAN generated a

.u
.

X

XY

Y

Z

a
.u

. Geant4
GAN generated

Geant4
GAN generated

Preliminary

Vallecorsa et al., presented at DLPS 
workshop at NIPS in 2017

see also de Olivera, Paganini, and Nachman 
https://arxiv.org/abs/1712.10321

https://dl4physicalsciences.github.io/files/nips_dlps_2017_15.pdf
https://dl4physicalsciences.github.io/files/nips_dlps_2017_15.pdf
https://arxiv.org/abs/1712.10321
https://arxiv.org/abs/1712.10321


Generating full jets
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• Start from random noise

• Works very well with images

• Applied to electron showers in digital calorimeters 
as a replacement of GEANT

where Ii, ⌘i, and �i are the pixel intensity, pseudorapidity, and azimuthal angle, respectively. The
sums run over the entire image. The quantities ⌘a and �a are axis values determined with the one-pass
kt axis selection using the winner-take-all combination scheme [42].

The distributions of m(I), pT(I), and ⌧21(I) are shown in Fig. 6 for both GAN and Pythia images.
These quantities are highly non-linear, low dimensional manifolds of the 625-dimensional space in
which jet images live, so there is no guarantee that these non-trivial mappings will be preserved under
generation. However this property is desirable and easily verifiable. The GAN images reproduce many
of the jet-observable features of the Pythia images. Shapes are nearly matched, and, for example, signal
mass exhibits a peak at ⇠ 80GeV, which corresponds to the mass of the W boson that generates the
hadronic shower. This is an emergent property - nothing in the training or architecture encourages
this. Importantly, the generated GAN images are as diverse as the true Pythia images used for training
- the fake images do not simply occupy a small subspace of credible images.

Figure 6: The distributions of image mass m(I), transverse momentum pT(I), and n-subjettiness
⌧21(I). See the text for definitions.

We claim that the network is not only learning to produce samples with a diverse range of m, pT
and ⌧21, but it’s also internally learning these projections of the true data distribution and making use
of them in the discriminator. To provide evidence for this claim, we explore the relationships between
the D’s primary and auxiliary outputs, namely P (real) and P (signal), and the physical quantities that
the generated images possess, such as mass m and transverse momentum pT .

The auxiliary classifier is trained to achieve optimal performance in discriminating signal from
background images. Fig. 7 confirms its ability to correctly identify the class most generated images
belong to. Here, we can identify the response’s dependence on the kinematic variables. Notice how
D is making use of its internal representation of mass to identify signal-like images: the peak of the
m distribution for signal events is located around 80 GeV, and indeed images with mass around that
point have a higher P (signal) than the ones at very low or very high mass. Similarly, low pT images
are more likely to be classified as background, while high pT ones have a higher probability of being
categorized as signal images. This behavior is well understood from a physical standpoint and can be
easily cross-checked with the m and pT distribution for boosted W and QCD jets displayed in Fig. 6.
Although mass and transverse momentum influence the label assignment, D is only partially relying
on these quantities; there is more knowledge learned by the network that allows it, for example, to
still manage to correctly classify the majority of signal and background images regardless of their m
and pT values.

– 9 –

Figure 2: In the simplest (i.e., all-square) case, a convolutional layer consists of N filters of size F⇥F
sliding across an L ⇥ L image with stride S. For a valid convolution, the dimensions of the output
volume will be W ⇥W ⇥N , where W = (L� F )/S + 1.

Figure 3: A locally connected layer consists of N unique filters applied to each individual patch of
the image. Each group of N filters is specifically learned for one patch, and no filter is slid across
the entire image. The diagram shows the edge case in which the stride S is equal to the filter size F ,
but in general patches would partially overlap. A convolution, as described above, is simply a locally
connected layer with a weight sharing constraint.

distribution. Both batch normalization [37] and label flipping [4, 35] were also essential in obtaining
stability in light of the large dynamic range.

In summary, a Location Aware Generative Adversarial Network (LAGAN) is a set of guidelines
for learning GANs designed specifically for applications in a sparse regime, when location within the

– 5 –

de Olivera, Paganini, and Nachman 
https://arxiv.org/pdf/1701.05927.pdf

https://arxiv.org/pdf/1701.05927.pdf


๏ Simulation step =  1/2 of the CPU 
load when running Monte Carlo 
production 

๏ Its output needs to be digitised 
(emulation of detector electronics) 
to look like recorded data 

๏ The digitised event is then 
processed by standard 
reconstruction code (as heavy as 
the simulation step) to then be 
used in analysis 

๏ With GANs, one can jump directly to 
the last step, by training on 
RECONSTRUCTED events

Simulation is half of the problem

 18

GENERATION

SIMULATION

RECONSTRU
CTION

GEANT

Tracking+clust
ering+…

+ParticleFlow
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SPECIFIC 
DATASET

Selection



๏ Reconstruction involves more 
than one detector (e.g., tracker 
+ calorimeter) and produces (at 
least in CMS) a list of 
particles 

๏ GANs were proved to be useful to 
emulate the SIM+RECO step in one 
goal 

๏ jets out of full particle 
reconstruction emulated in a 
GAN 

๏ trained on actual SIM+RECO 
synthetic data by CMS 

Simulation is half of the problem
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6 Pasquale Musella, Francesco Pandolfi

Fig. 6 Distribution of high level variables used for quark/gluon
discrimination (first two rows) and merged jets tagging (last row).
Blue histograms are obtained from the input data, while red ones
are obtained using the generative model.

the evolution of distribution of the aggregated pixel in-
tensities as a function of the particle-level jet transverse
momentum. These results show that our set-up allows
good modelling of hadronic jet structure over more than
two orders of magnitude in jet transverse momentum.

We further investigate the goodness of the learned
model by evaluating its ability to reproduce high level
jet features that are typically used in physics analyses.
We concentrate, in particular on two sets of variables:

1. variables used in the context of quark/gluon discri-
mination;

2. jet substructure variables used in the context of
merged jets discrimination.

From the first set, we choose the so-called major
and minor axes, i.e. the eigenvalues of the ⌘-� covari-
ance matrix of the jet image, and the pTD variable,
i.e. the ratio between the square root of the second and
first non-central moment of the pixel intensities [40].
From the second set, we choose the ratio between the
2- and 1-subjettines [41] and that between the 2- and 3-
subjettiness. The subjettiness variables were computed
using the FastJet package [42,43], approximating each
jet as a set of mass-less particles with energies and direc-
tions obtained from the pixel intensities and positions.

Figure 6 shows the distribution of the quark/gluon
and merged jets discrimination variables that we con-
sidered aggregated over the test dataset, while figure 7

Fig. 7 Evolution of the quark/gluon (first two rows) discrimi-
nation and merged jet tagging (last row) variables as a func-
tion of the particle level jet transverse momentum. Solid lines
represent the median of the distribution, filled regions show the
inter-quartile range, while dashed lines mark the 10% and 90%
quantiles. Blue lines are obtained from the input data, while red
ones are obtained using the generative model.

shows the evolution of the distributions as a function
of the transverse momentum of the jet at particle level.
The level at which these variables are predicted by our
set-up is good, even though some mismodelling can be
observed for the quark-gluon discriminating variables.
In particular, the pTD distribution suggests that the
correlation between the number of non-empty pixels
and their energy sharing is not perfectly modelled. In
addition, the size of the major and minor axes is over-
estimated for jets with transverse momentum below
roughly 300GeV and it is underestimated above.

3.1 Discussion

The results that we discussed above represent a step
forward in terms of accuracy of fast simulation systems
proposed in the context of collider detector physics.
We believe that three main aspects which were not ex-
ploited in similar works contributed to this:

– the use a generative model that is designed to handle
well space correlations, and the use of a conditioning
space (i.e. that of particle-level images) that encodes
large amounts of spatial information;

– the explicit handling of the sparsity through the
soft-mask layer;

P. Musella & F. Pandolfi, arXiv:1805.00850

https://arxiv.org/abs/1805.00850


Anomaly Detection



๏ Autoencoders are compression-
decompression algorithms that learn to 
describe a given dataset in terms of 
points in a lower-dimension latent 
space 

๏ UNSUPERVISED algorithm, used for data 
compression, generation, clustering 
(replacing PCA), etc. 

๏ Used in particular for anomaly 
detection: when applied on events of 
different kind, compression-
decompression tuned on refer sample 
might fail 

๏ One can define anomalous any event 
whose decompressed output is “far” from 
the input, in some metric (e.g., the 
metric of the auto-encoder loss)

Autoencoders in a nutshell

 21



๏ Idea applied to tagging jets, 
in order to define a QCD-jet 
veto 

๏ Applied in a BSM search 
(e.g., dijet resonance) could 
highlight new physics signal 

๏ Based on image and physics-
inspired representations of 
jets  

 

Example: Jet autoencoders
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Farina et al., arXiv:1808.08992

Heimel et al., arXiv:1808.08979

Figure 2: Distribution of reconstruction error computed with a CNN autoencoder on test samples of
QCD background (gray) and two signals: tops (blue) and 400GeV gluinos (orange).

We see that the autoencoder works as advertised: it learns to reconstruct the QCD

background that it has been trained on (to be precise, we train on 100k QCD jets and

then we evaluate the autoencoder on a separate sample of QCD jets), and it fails to

reconstruct the signals that it has never seen before. This is further illustrated in Fig. 3,

which shows the average QCD, top and gluino jet image before and after autoencoder

reconstruction. We see by eye that the QCD images are reconstructed well on average,

while the others contain more errors.

By sliding the reconstruction loss threshold L > LS around, we can turn the his-

tograms in Fig. 2 into ROC curves. The ROC curves for the di↵erent autoencoder

architectures are shown in Fig. 4 for the top and gluino signals. For comparison we have

also included the ROC curve obtained by cutting on jet mass as an anomaly threshold.

While the three architectures have comparable performances it is clear there are some

important di↵erences. For tops, the CNN outperforms the others, while for gluinos the

situation is largely reversed. Surprisingly, for gluinos, the CNN is even outperformed

by the humble PCA autoencoder at all but the lowest signal e�ciencies! We will ex-

plore this in more detail in section 4.2, but a clue as to what’s going on is shown in

the comparison of the PCA ROC curve with the jet mass ROC curve. For gluinos,

they track each other extremely closely, suggesting that the PCA reconstruction error is

highly correlated with jet mass. We will confirm this in section 4.2. Evidently, the PCA

autoencoder (and to a lesser extent the dense autoencoder) has learned to reconstruct

7

Figure 1: The schematic diagram of an autoencoder. The input is mapped into a low(er) dimensional
representation, in this case 6-dim, and then decoded.

threshold.

For concreteness, we will focus in this work on distinguishing “fat” QCD jets from

other types of heavier, boosted resonances decaying to jets. Building on previous work

on top tagging [12], we will concentrate on machine learning algorithms that take jet

images as inputs. For signal, we will consider all-hadronic top jets, as well as 400 GeV

gluinos decaying to 3 jets via RPV. Obviously, this is not meant to be an exhaustive

study of all possible backgrounds and signals and methods but is just meant to be a

proof of concept. The idea of autoencoders for anomaly detection is fully general and not

limited to these signals. We will comment on other forms of inputs in section 5. Moreover

there are many other anomaly detection techniques that are not based on autoencoder

and/or on reconstruction (loss) which are worth exploring in future work. At the same

time autoencoders have been recently used in other high energy physics applications:

in parton shower simulation [28], for feature selection of a supervised classification [30],

and for automated detection of detector aberrations in CMS [31].

We will explore various architectures for the autoencoder, from simple dense neural

networks to convolutional neural networks (CNNs), as well as a shallow linear represen-

tation in the form of Principal Component Analysis (PCA). We will see that while they

are all e↵ective at improving S/B by factors of ⇠ 10 or more, they have important dif-

ferences. The reconstruction errors of the dense and PCA autoencoders correlate more

highly with jet mass, leading to greater S/B improvement for the 400 GeV gluinos com-

pared to the CNN autoencoder. While this may seem better at first glance, we discuss

how one might want to use an autoencoder that is decorrelated with jet mass, in order

to obtain data-driven side-band estimates of the QCD background and perform a bump

hunt in jet mass. Indeed, we show how cutting on the reconstruction error of the CNN

autoencoder results in stable jet mass distributions, and we show how this can be used

to improve S/B by a factor of ⇠ 6 in a jet mass bump hunt for the 400 GeV gluino
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tagger [13]. It starts from a set of measured 4-vectors sorted by transverse momentum

(kµ,i) =
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k2,1 k2,2 · · · k2,N
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1

CCA . (3)

Following the left panel of Fig. 1 we use N = 40 constituents, after checking that an increase
to N = 120 does not make a measurable di↵erence. For jets with fewer constituents we
naturally fill the entries remaining in the soft regime with zeros.

To remove all information from the jet-level kinematics we boost all 4-momenta into the
rest frame of the fat jet. This also improves the performance of our network. Inspired
by recombination jet algorithms we can add linear combinations of these 4-vectors with a
trainable matrix Cij , defining a combination layer

kµ,i
CoLa�! ekµ,j = kµ,i Cij with C =

0

BB@

1 1 0 · · · 0 C1,N+1 · · · C1,M... 0 1
... C2,N+1 · · · C2,M...

...
...

. . . 0
...

...
1 0 0 · · · 1 CN,N+1 · · · CN,M

1

CCA . (4)

We allow for M = 10 trainable linear combinations. These combined 4-vectors carry informa-
tion on the hadronically decaying massive particles. In the original LoLa approach we map
the momenta k̃j onto observable Lorentz scalars and related observables [13]. Because this
mapping is not easily invertible we do not use it for the autoencoder. Instead, we extend the
4-vectors by another component containing the invariant mass,

k̃j =

0

BB@

k̃0,j
k̃1,j
k̃2,j
k̃3,j

1

CCA
LoLa�!

0

BBBBBB@

k̃0,j
k̃1,j
k̃2,j
k̃3,jq
k̃2j

1

CCCCCCA
. (5)

This defines a set of 51 extended 4-vectors, which form the input to our neural network.
Again, we use Keras [35] combined with Tensorflow [36]. Its architecture is shown in
Fig. 3. The layer immediately after the LoLa contains 51 ⇥ (4 + 1) = 255 units. Between
the second layer after LoLa and the last layer, the autoencoder network is symmetric. The
final output consist of 40 4-vector-like objects, which can be compared with the corresponding

Figure 3: Architecture of the 4-vector-based autoencoder network. The 255 input units
correspond to 55 LoLa-vectors with 4+1 entries each. The output only consists of 160 units,
because the extended 4-vectors only carry four independent observables.
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(kµ,i) =

0

BB@

k0,1 k0,2 · · · k0,N
k1,1 k1,2 · · · k1,N
k2,1 k2,2 · · · k2,N
k3,1 k3,2 · · · k3,N

1

CCA . (3)

Following the left panel of Fig. 1 we use N = 40 constituents, after checking that an increase
to N = 120 does not make a measurable di↵erence. For jets with fewer constituents we
naturally fill the entries remaining in the soft regime with zeros.

To remove all information from the jet-level kinematics we boost all 4-momenta into the
rest frame of the fat jet. This also improves the performance of our network. Inspired
by recombination jet algorithms we can add linear combinations of these 4-vectors with a
trainable matrix Cij , defining a combination layer

kµ,i
CoLa�! ekµ,j = kµ,i Cij with C =

0

BB@

1 1 0 · · · 0 C1,N+1 · · · C1,M... 0 1
... C2,N+1 · · · C2,M...

...
...

. . . 0
...

...
1 0 0 · · · 1 CN,N+1 · · · CN,M

1

CCA . (4)

We allow for M = 10 trainable linear combinations. These combined 4-vectors carry informa-
tion on the hadronically decaying massive particles. In the original LoLa approach we map
the momenta k̃j onto observable Lorentz scalars and related observables [13]. Because this
mapping is not easily invertible we do not use it for the autoencoder. Instead, we extend the
4-vectors by another component containing the invariant mass,

k̃j =

0

BB@

k̃0,j
k̃1,j
k̃2,j
k̃3,j

1

CCA
LoLa�!

0

BBBBBB@

k̃0,j
k̃1,j
k̃2,j
k̃3,jq
k̃2j

1

CCCCCCA
. (5)

This defines a set of 51 extended 4-vectors, which form the input to our neural network.
Again, we use Keras [35] combined with Tensorflow [36]. Its architecture is shown in
Fig. 3. The layer immediately after the LoLa contains 51 ⇥ (4 + 1) = 255 units. Between
the second layer after LoLa and the last layer, the autoencoder network is symmetric. The
final output consist of 40 4-vector-like objects, which can be compared with the corresponding

Figure 3: Architecture of the 4-vector-based autoencoder network. The 255 input units
correspond to 55 LoLa-vectors with 4+1 entries each. The output only consists of 160 units,
because the extended 4-vectors only carry four independent observables.
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https://arxiv.org/pdf/1808.08992.pdf
https://arxiv.org/pdf/1808.08979.pdf


Figure 6: Distribution of the loss Loss (left) and of its two components Lossreco (center) and DKL
(right) for the validation dataset. For comparison, the corresponding distribution for the four separate
SM processes and the four benchmark BSM models are shown. The vertical line represents a lower
threshold such that XXX% of the SM events would be retained.
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๏ Use autoencoders to learn standard events processed by triggers 

๏ Cut on loss function to select potential anomalies 

๏ e.g., tune threshold to have ~ 30 events/day 

๏ tail could be enriched with New Physics events

New Physics Mining in Trigger

 23O.Cerri et al., arXiv:1811.10276

https://arxiv.org/abs/1811.10276
https://inspirehep.net/search?p=find+eprint+1811.10276


๏ Evaluate general 
discrimination power by 
ROC curve and area under 
curve (AUC) 

๏ clearly worse than 
supervised 

๏ but more general reach 
(one algorithm for all 
BSM scenarios) 

๏ competitive results 
considering unsupervised 
nature of the algorithm

Performances
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๏ Small efficiency but still much larger than for SM 
processes 

๏ Allows to probe 10-100 pb cross sections for reasonable 
amount of collected signal events

Performances

 25

Process
Efficiency for 
~30 evt/day

xsec for 100 evt/
month [pb]

xsec for S/B~1/3 
[pb]

a→4ℓ 2.8·10-3 7.1 27

LQ→τb 6.5·10-4 31 120

h→ττ 3.6·10-4 56 220

h±→τν 1.2·10-3 17 67



Some reference
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https://arxiv.org/pdf/1806.11484.pdf
https://www.nature.com/articles/s41586-018-0361-2
https://indico.fnal.gov/event/13497/
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๏ Consider a stream of data coming from L1 

๏ Passed L1 because of 1 lepton (e,m) 
with pT>23 GeV 

๏ At HLT, very loose isolation applied 

๏ Sample mainly consists of W, Z, tt & 
QCD (for simplicity, we ignore the 
rest) 

๏ We consider 21 features, typically 
highlighting the difference between 
these SM processes (no specific BSM 
signal in mind)

Anomaly Detection in Trigger

 28

• The total transverse momentum of these muons (pµ
T,TOT

).

• The number of selected electrons (Ne).
• The invariant mass of this set of electrons (Me).
• The total transverse momentum of these electrons (pe

T,TOT
).

• The number of reconstructed charged hadrons.
• The number of reconstructed neutral hadrons.

This list of HLF quantities is not defined having in mind a specific BSM scenario. Instead, it is
conceived to include relevant information to discriminate the various SM processes populating the
single-lepton data stream. On the other hand, it is generic enough to allow (at least in principle) the
identification of a large set of new physics scenarios.

Many SM processes would contribute to the considered single-lepton dataset. For simplicity, we
restrict the list of relevant SM processes to the four with highest production cross section, namely:

• Inclusive W production, with W ! `⌫ (` = e, µ, ⌧ ).
• Inclusive Z production, with Z ! `` (` = e, µ, ⌧ ).
• tt̄ production.
• QCD multijet production.2

These samples are mixed to provide a SM cocktail dataset, which is then used to train autoencoder
models and to tune the threshold requirement that defines what we consider an anomaly. The cocktail
is built scaling down the high-statistics samples (tt̄, W , and Z samples) to the lowest-statistics one
(QCD, whose generation is the most computing-expensive), according to their production cross-
section value (estimated at leading order with PYTHIA) and selection efficiency (shown in Tab. 1).
The equivalent integrated luminosity of the SM cocktail sample corresponds to XXX fb�1.

Table 1: Acceptance and trigger efficiency of SM processes and corresponding values for BSM
benchmark models. The monthly event yield is computed assuming an average integrated luminosity
of 5 fb�1 per month, corresponding to 8 months of data taking and a total integrated luminosity of
⇠ 40 fb�1, as in 2016. For BSM models, we compute the production cross section corresponding to
100 selected events.

Standard Model processes
Process Acceptance Trigger Cross Events Event

efficiency section [nb] fraction /month
W 55.6% 68% 58 59.2% 110M

QCD 0.08% 9.6% 1.6 · 105 33.8% 63M
Z 16% 77% 20 6.7% 12M
tt̄ 37% 49% 0.7 0.3% 0.6M

BSM benchmark processes
Process Acceptance Trigger Total Cross-section

efficiency efficiency 100 events/month
Z 0 31% 29% 9.1% 219 fb
W 0 48% 62% 29.7% 67 fb

LQ ! b⌧ 19% 62% 12.0% 166 fb
a ! 4` 5% 98% 4.6% 436 fb

In addition, we consider the following BSM models to benchmark the anomaly-detection capabilities:

• A leptoquark with mass 80 GeV, decaying to a b quark and a ⌧ lepton.
• A Higgs scalar boson with mass 50 GeV, decaying to two off-shell Z bosons, each forced to

decay to two leptons (for a total of four leptons in the final state).
• A Z 0 with mass 60 GeV, decaying to a pair of opposite-sign same-flavor leptons.

2To speed up the generation process for QCD events, we require
p
ŝ > 100 GeV, the fraction of QCD events

with
p
ŝ < 100 GeV and producing a lepton within acceptance being negligible but computationally expensive.

4

Figure 1: Distribution of the HLF quantities for the four considered SM processes. Black, red, blue
and gree represent respectively W, QCD, Z and tt̄. CAN WE PLOT THESE 3x7, so that we take
one page but we make them bigger? We can add the legend with keynote on top, or some such.

• A W 0 with mass 70 GeV, decaying to a lepton and a neutrino.

For each model, we consider any direct production mechanism implemented in PYTHIA8, including
associate jet production. We list in Tab. 1 the leading-order production cross section and selection
efficiency of each model.

Figures 1 and 2 show the distribution of HLF quantities for the SM processes and the BSM benchmark
models, respectively.

4 Model description

Autoencoders are trained on the SM cocktail sample described in Sec. 3, taking as input the 21 HLF
quantities listed there. The use of HLF quantities to represent events limits the model independence
of the anomaly detection procedure. While the list of features is chosen to represent the main physics

5



๏ VAE’s performances benchmarked 
against supervised classifiers 

๏ For each BSM model 

๏ take same inputs as VAE 

๏ train a fully-supervised 
classifier to separate signal 
from background 

๏ use supervised performances 
as a reference to aim to with 
the unsupervised approach 

๏ Done for our 4 BSM models 
using dense neural networks

Benchmark comparison
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๏ First post-training check consists in 
verifying encoding-decoding 
capability, comparing input data to 
those generated sampling from decoder 

๏ Reasonable agreement observed, with 
small discrepancy here and there 

๏ NOTICE THAT: this would be a 
suboptimal event generator, but we 
want to use it for anomaly detection 

๏ no guarantee that the best 
autoencoder is the best anomaly 
detector (no anomaly detection 
rate in the loss function) 

๏ pros & cons of an unsupervised/
semisupervised approach

Standard Model encoding

 30



๏  We consider four BSM benchmark models, 
to give some sense of VAEs potential 

๏ leptoquark with mass 80 GeV, LQ!bτ  

๏ A scalar boson with mass 50 GeV, 
a!Z*Z*!4ℓ 

๏ A scalar scalar boson with mass 60 
GeV, h!ττ 

๏ A charged scalar boson with mass 60 
GeV, h±!τv

Some BSM benchmark
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• The total transverse momentum of these muons (pµ
T,TOT

).

• The number of selected electrons (Ne).
• The invariant mass of this set of electrons (Me).
• The total transverse momentum of these electrons (pe

T,TOT
).

• The number of reconstructed charged hadrons.
• The number of reconstructed neutral hadrons.

This list of HLF quantities is not defined having in mind a specific BSM scenario. Instead, it is
conceived to include relevant information to discriminate the various SM processes populating the
single-lepton data stream. On the other hand, it is generic enough to allow (at least in principle) the
identification of a large set of new physics scenarios.

Many SM processes would contribute to the considered single-lepton dataset. For simplicity, we
restrict the list of relevant SM processes to the four with highest production cross section, namely:

• Inclusive W production, with W ! `⌫ (` = e, µ, ⌧ ).
• Inclusive Z production, with Z ! `` (` = e, µ, ⌧ ).
• tt̄ production.
• QCD multijet production.2

These samples are mixed to provide a SM cocktail dataset, which is then used to train autoencoder
models and to tune the threshold requirement that defines what we consider an anomaly. The cocktail
is built scaling down the high-statistics samples (tt̄, W , and Z samples) to the lowest-statistics one
(QCD, whose generation is the most computing-expensive), according to their production cross-
section value (estimated at leading order with PYTHIA) and selection efficiency (shown in Tab. 1).
The equivalent integrated luminosity of the SM cocktail sample corresponds to XXX fb�1.

Table 1: Acceptance and trigger efficiency of SM processes and corresponding values for BSM
benchmark models. The monthly event yield is computed assuming an average integrated luminosity
of 5 fb�1 per month, corresponding to 8 months of data taking and a total integrated luminosity of
⇠ 40 fb�1, as in 2016. For BSM models, we compute the production cross section corresponding to
100 selected events.

Standard Model processes
Process Acceptance Trigger Cross Events Event

efficiency section [nb] fraction /month
W 55.6% 68% 58 59.2% 110M

QCD 0.08% 9.6% 1.6 · 105 33.8% 63M
Z 16% 77% 20 6.7% 12M
tt̄ 37% 49% 0.7 0.3% 0.6M

BSM benchmark processes
Process Acceptance Trigger Total Cross-section

efficiency efficiency 100 events/month
h0 ! ⌧⌧ 9% 70% 6% 335 fb
h0 ! ⌧⌫ 18% 69% 12% 163 fb
LQ ! b⌧ 19% 62% 12% 166 fb
a ! 4` 5% 98% 5% 436 fb

In addition, we consider the following BSM models to benchmark the anomaly-detection capabilities:

• A leptoquark with mass 80 GeV, decaying to a b quark and a ⌧ lepton.
• A Higgs scalar boson with mass 50 GeV, decaying to two off-shell Z bosons, each forced to

decay to two leptons (for a total of four leptons in the final state).
• A Z 0 with mass 60 GeV, decaying to a pair of opposite-sign same-flavor leptons.

2To speed up the generation process for QCD events, we require
p
ŝ > 100 GeV, the fraction of QCD events

with
p
ŝ < 100 GeV and producing a lepton within acceptance being negligible but computationally expensive.
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