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DUNE Data and Computing Model workshops

● In August and September we have been having 
workshops on the Data Model and Computing 
Model 

● What do we need to do? 
● How are we going to do it? 
● What technologies to use? 
● How to map our requirements and workflows on to 

all that? 
● Touches on some basic questions. Like, how much 

to rely on spinning magnetic disks … 
● … and how much to use tape? At what sites?
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On the way to a meeting room we used …
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Overview

● This talk focuses on DUNE computing, rather than 
software 

● DUNE recap: protoDUNE, Near and Far Detectors 
● Timescales 
● Scale of the problem 
● DUNE in WLCG 
● Current computing status 
● Technologies
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DUNE recap

● “Make neutrinos at FNAL then detect some of them in 
South Dakota (and maybe supernovae and proton decays)” 

● Really 3 detectors: protoDUNE; Near and Far Detectors

Far 
Detector Near 

Detector

protoDUNE 
at CERN
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protoDUNE and Far Detector

● The eventual Far Detector will comprise four modules, 
each ~17000 tons of liquid argon 
● Time Projection chambers, either Single (SP) or Dual 

Phase (DP), plus photon detection for timing

Near 
Detector

● protoDUNE SP and DP at 
CERN are being used to test 
full size components 

● But much smaller than an FD 
module: only 800 tons of LAr 
● SP is still the largest 

monolithic LAr TPC
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Timescales

CERN protoDUNE-SP data taking with beam (and then cosmics) Autumn 
2018

CERN protoDUNE-DP installed and start cosmics Summer 
2019

CERN protoDUNE-II-SP and DP installed. Cosmics, and then 
beam

2021/22

S.Dakota DUNE FD #1 installed. Cosmics 2025

S.Dakota DUNE FD #2 installed. Cosmics 2026

S.Dakota DUNE FD #1 and #2 data taking with FNAL beam 2026
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protoDUNE events

● The TPC is continually sensitive, with triggering deciding 
what snapshots to record

Near 
Detector

● Quite like photographing a 
diffusion cloud chamber! 

● The picture shows a 
protoDUNE beam event 
causing a cascade but lots 
of cosmic background 
tracks 

● More like 3D images than 
hits in multiple sub 
detectors
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Event sizes

● protoDUNE raw events are each about 180 MB (70 
compressed) at 10-25Hz 
● Compare ~2 MB for ATLAS/CMS p-p 
● And ~8 MB for ALICE Pb-Pb  
● During data taking had to reduce time window to cope 

● The eventual Far Detector is 100x bigger than protoDUNE 
● We do just read out where the event has happened 
● But we also need to be able to record supernovae, with 

long time windows and event sizes up to TB 
● So we are similar to the astronomy projects that need some 

access to slots significantly larger than 4GB/processor



DUNE computing   -   Andrew.McNab@cern.ch   -   WLCG GDB, FNAL, Sept 2019
!10

Processing the data
● protoDUNE took about 2PB of raw data in 6 weeks of data 

taking with beam, leading to 1PB reconstructed data 
● Capping rate at 30PB/year raw data from eventual Far 

Detector 
● Near Detector data rate is likely to be larger  

● FNAL will act as a “Tier-0” source of raw data, with data from 
FD handled internally and then exported from FNAL 
● But need a distributed approach after that to provide 

sufficient resources to process and analyse the data 
● Experience of the LHC experiments and WLCG tells us that 

this is already manageable 
● Not trivial though of course
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DUNE in WLCG
● After the WLCG Workshop at JLab in March, DUNE was invited 

to attend the WLCG Management Board and Grid Deployment 
Board 
● So not full membership but de facto observer/associate 

status 
● DUNE was already  

● in the EGI VO ID database 
● Being recorded in the EGI APEL accounting database 

● DUNE has created a GGUS support unit 
● This is now being used to issue GGUS tickets to sites 
● Want to “look normal” to sites to minimise overhead in 

supporting DUNE
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Computing resources

● Started using local batch approach at FNAL and CERN 
● But have now moved well beyond that onto the grid 
● DUNE is operating at many WLCG sites 

● Using local storage based on dCache, EOS, DPM, Echo  
● Workload management is with GlideinWMS 

● So HTCondor-CE, ARC, CREAM are all ok 
● Able to use capacity provisioned by HEPCloud 

● Including a small amount of HPC resources being used  
● Vacuum style VMs for Vcycle/OpenStack and Vac validated 

and being authorized
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Last two weeks, excluding FNAL
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My impressions from this week
● We’re already going beyond SAM heritage 

● Data management is being shadowed by RUCIO 
● POMS manages all central production work 

● We probably won’t adopt the traditional Tier-1/Tier-2 WLCG 
distinction 
● We may not rely operationally on tape outside FNAL 

● (Even if we do have custodial tape elsewhere) 
● We may not request capacity with 24/7 support offsite 

●  We’re edging towards some novel requirements 
● May have to do event building offline: may prefer object 

storage over file-orientated storage to store the “chunks”
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DUNE and HPC
● One use case to emerge this week has been a positive need for HPC 

● Nova has already demonstrated this 
● Large CPU bound problems that are more efficiently done on a big 

machine with fast interconnects 
● So won’t just be using HPC in an HTC backfilling sort of way 
● Several use cases for GPUs have been identified too, which are far more 

common in volume at HPC sites 
● Provisioning for this is already working via HEPCloud 
● We also have suggestions to have multistage workflows in which jobs 

send outputs to the next stage’s jobs directly rather than via site storage 
● cf SKA and other astronomy workflows 
● Not necessarily at HPC sites, but co-ordination of jobs would need 

support from sites: OpenStack? Slurm?
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Summary

● DUNE has a series of milestones before the start of data 
taking with beam in 2026 
● Thanks to protoDUNE SP and DP we have real data to 

work with as we develop the computing model and 
systems 

● Process of moving to a distributed, grid model is already 
well underway 
● Many Tier-1/Tier-2 sites already recruited and more 

welcome 
● Step by step the data and computing models are emerging 
● We’re evolving the live system we use to process the 

protoDUNE data, and evaluating technology choices


