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What 1s an ATLAS Tier3?

Summary of ATLAS Tier3 workshop in January 2008 (https://
twiki.cern.ch/twiki/bin/view/Atlas/Tier3TaskForce)

These have many forms: No single answer
Size
O  Very small ones (one professor and two students)
O  Very large ones (regional/national centers)

Connectivity and Access to data

O A Tier3 next to a Tierl/2 looks different than a Tier3 in the middle of
nowhere

Basically represent resources not for general ATLAS usage
Some fraction of T1/T2 resources
Local University clusters
Desktop/laptop machines

Tier-3 task force provided recommended solutions (plural)

o http://indico.cern.ch/getFile.py/access?
contrlbId 30&sessionld=14&resld=0&materialld=slides&confld=22132
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What 1s an ATLAS Tier3?

O LHC Tiers (T0,T1 & T2) are governed by MoU with
experiments.

O Possible definition of a Tier3: “A facility for LHC analysis
without MoU with the experiment”.

An ATLAS Tier3 TaskForce could only provide advice

O Tier3 has Grid and local/interactive resources.
O The AODs are stored at Tier-2s
O The DPDs (10-20 times smaller than AOD) reside at Tier-3s,

and analyze with ROOT + AthenaROOTAccess
20 TB =100% of 10° events in 20KB/event DPD format (1 LHC year)

O Rough size estimate:

25 cores and 25 TB per analysis

0  To produce in one month all the DPDs (20KB/event) and Plotting in one
day

0  Multiply buy the number of analysis in your site
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What 1s an ATLAS Tier3?

O Operating System
ATLAS SW best supported for SL(C)(4-5)

O Installation depends on the size of your setup
Very few machines: Installation by hand

Large cluster: You need installation and maintenance
tools (i.e Quattor)

O PROOF: Parallel ROOt Facility to analyze DPDs

Exploiting intrinsic parallelism to analyze data in
reasonable times

Show good scalability: Will scale with the 5-10 average
user/analysis number of an institute
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What 1s an ATLAS Tier3?

O Storage System

m A Tier3 needs a reliable and scalable storage system that can hold the

users data, and serve it in an efficient way to users.

m A first sketch of a Storage system matrix:

Storage | Local
System | Protocol
NFS bad
Lustre Y

GPFS Y

xrootd Y
DPM Y

dCache Y

0  For your choice, consider what is available and check support!!

< < < z

=<

Y

e e e
Balancing | Secure Access | Namespace Load
Y low

N N

w/SRM Y Y medium

w/SRM Y Y high

w/SRM mkdir/rmdir Y medium
do nothing

Y special Y medium-high
commands

Y metadata Y high

=
Load

]
$0

high Y

medium Y $0
medium Y $$%
low partitions $0
low- partitions $0
medium

low- partitions $0
medium

0 Evaluation of different system on going at CERN, follow their work
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What 1s an ATLAS Tier3?

O Minimal Tier-3 requirements (from D. Barberis)

A Computing Element known to the Grid, in order to
benefit from the automatic distribution of ATLAS software
releases

A SRM-based Storage Element, in order to be able to
transfer data automatically from the Grid to the local
storage, and vice versa

The local cluster should have the installation of:
0 A Grid User Interface suite, to allow job submission to the Grid

0 ATLAS Distributed Data Management (DDM) client tools, to
permit access to the DDM catalogues and data transfer utilities

0 The Ganga/pAthena client, to allow the submission of analysis jobs
to all ATLAS computing resources
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prototype at IFIC
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A Tier3 site-located computing
infrastructure is needed as
Analysis Facility for the Spanish
ATLAS end-user physicists.

It could be used by users for
running jobs with few events or

storing private datasets and
DPDs.

The use of the Tier3 analysis
facility could be faster than the
grid-use for some kind of jobs.
However, Tier2-Tier3
interaction is necessary in order

to access AODs and DPD on
DDM
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Tier3 IFIC prototype: Step 1

a) To 1nstall some User Interfaces and at least one CE dedicated to the Tier3:
 To have the ATLAS software (production releases & DDM tools) installed automatically
* The user has to login in the UI’s and they can send jobs to the Grid
« Itis possible to ask for development releases installation
* In our case, every Ul can see “Lustre” (/lustre/ific.uv.es/grid) as a local file system (Useful to

read files).

b) Access to ATLAS software via Lustre as a local file system
/lustre/ific.uv.es/sw/atlas/releases (so far /opt/exp software/atlas/releases)
* local checks, to develop analysis code before submitting larger jobs to the Tier-1s-2s via Grid

c) The Ganga client is installed in AFS

source /afs/ific.uv.es/project/atlas/software/ganga/install/etc/setup-atlas.sh

d) The DDM client is installed in AFS

source /afs/ific.uv.es/project/atlas/software/ddm/DQ2Clients/setup.sh
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Storage Resources

Based on SUN:
X4500 + X4540
LUSTRE v1.8
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Storage Element system at IFIC-Valencia

O StoRM

m Posix SRM v2 (server on Lustre)
m Being used in our IFIC-Tier2.
» Endpoint: srm://srmv?2.ific.uv.es:8443:/
srm/managerv2
O Lustre in production in our Tier2
» High performance file system
» Standard file system, easy to use n

» Higher 10 capacity due to the cluster
file system

Used in supercomputer centers
Free version available

Direct access from WN it
www.lustre.org
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Ethernet

CISCO Catalyst 4500
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0 Hardware

m Disk servers:
o 6 SUN X4500
O 6 SUN X4540

o 316 TB net capacity Tier2
m Connectivity:
o Switch Gigabit CISCO Catalyst 6500

. [srm
m Grid Access:

o 1 SRM server (Dell poweredge 850
PD 3.2 GHz, GbE)

O 2 GridFTP servers (Dell poweredge
1435, Dual-Core AMD 2220, ( GB
RAM, GbE)

tuxdu0l

—>

m Lustre Server:

o 1 MDS (Dell poweredge 1959 111, 2
quadcore E5440@2.83 GHZ,16 GB
RAM, R1 disk)
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GSE10 (Sun X4500)

0STO0S (ificfs)
0STO004 (ificfs)
0STO003 (ificfs)
OSTO002 (ififs)

0ST0001 (ificfs)
0ST0000 (ificfs)

GSELL (Sun X4500)
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OST0006 (ificfs)
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The same test with DPD
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Tier3 IFIC prototype: Step 2 (Resources coupled to Tier2)

- Nominal:
a) ATLAS Collaboration Resources: TB (SE) y CPU (WN)

- Extra resources(Tier3):

a) WNs & SEs used by IFIC users and the collaboration
b) This assures free resources to “private” send jobs:

1) Private AOD and DPD productions

2) AOD analysis on the Grid
3) To store “private” data or interesting data for analysis
Good new: We still have 50% of the CPU Tier-2 for User Analysis

c) Using different/share queues

*Ganga is using my proxy certificate. WMS jobs, need a local/public queue

New Analysis queue in Panda?

*We can manage to filter queues, that means neither ATLAS Central Productions jobs nor user
outside our cloud
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Tier3 IFIC prototype: Step 3 (PC farm outside Grid)
(It is being deployed)

nteractive analysis on DPD/ntuples using
ROOT-PROOF

nstall PROOF in a PC farm:

Parallel ROOT facility. System for interactive
analysis of very large sets of ROOT (DPD) data
files.

Outside the Grid
~20-30 nodes
Fast Access to the data: Lustre and Storm

a) 10 use same technology as in our Tier2
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Tier3 IFIC prototype: Step 3 (PC farm outside Grid)

O We have just bought 4 machines to install PROOF
and make some tests with Lustre:

PE1950 III 2 Quad-Core Xeon E5430 2.66GHz/2x6MB
1333FSb

16 GB RAM (2GB per core; 8x2GB)
2 HD 146 GB (15000 rpm)

0O Under disk and CPU performance tests:

RAIDO (Data Stripping): distributes data across several
disks 1in a way which gives improved speed and full
capacity, but all data on all disks will be lost 1f any one
disk fails.

o Hardware y Software
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Tier3 IFIC prototype: Typical use of a Tier-3

O Interactive analysis on n-tuples (Root and/or Proof).

It does require LOCAL access to the data when these n-tuples are
generated (in our case using Lustre).

0 Development of analysis code.

This would motivate a local copy of a small number of data (AOD or
even ESD).

O Running small local test jobs before submitting larger jobs to the
Tier-1s or Tier-2s via the Grid.

This would motivate similar copies of the data as above.

O Running skimming jobs of the Tier-1 and Tier-2s via the Grid, and
copying the skimmed AOD back to the Tier-3 for further analysis.

The output of this skim must be a very small subset of the AOD.

O Analyzing the above skimmed data using the ATLAS framework
(Athena)

O Production of Montecarlo samples of special interest for the local
institution
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Storage in ATLAS

O Grid storage (Space tokens)

Managed by the ATLAS Distributed Data
Management system (DDM-DQ?2)

0  Should be accessed only with the official tools; dg2-*
commands, distributed analysis tools, official production system

o Accounting by DQ2
O Non Grid storage — Local Access
No access from grid = not know to DQ2
Accounting by local tools

In our case we are using Lustre
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Use Case

O

Jobs: Run on a grid site where input data are
available on DISK.

Output data: are stored on the SCRATCHDISK
space at the site temporarily (1 month)

The user should either:

Download (dg2-get) the data (to their local disk) and let
them removed from QD2

Or request for replication (DDM) (to permanent storage
orid LOCALGROUPDISK or GROUPDISK) to keep
them on DQ?2
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Storage 1 our Tier3 (60% Grid- 40% Non Gridy

O Grid storage

LOCALGROUPDISK
o 60%, (around 60 TB)
0 Under DDM, not quotas (but 2-3 TB per user)

O Non Grid storage

Local Access via Lustre and using our Uls
o 40%, (around 40 TB)

o To have between 1-2 TB per user

o With quotas
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Conclusions

0 At IFIC in Valencia we are proposing a possible Tier-3
configuration and software setup that matches the requirements
according to the DPD/ntuples analysis needs as formulated by the
ATLAS analysis model group.

Some local resources, beyond Tier-1s and Tier-2s, are required to do
physics analysis in ATLAS.

These resources could consist of workstations on each physicist’s desk or
computer farms, and could be operated as a shared facility provided by the
nstitution own resources.
O Support from the Tier-1s and Tier-2s to such Tier-3 centers in
term of expertise (installation, configuration, tuning,
troubleshooting of ATLAS releases and the Grid stack) and

services (data storage, data serving, etc.) 1s very important.
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Backup
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IFIC Valencia Analysis Facility -
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WN Tier-2

-Ways to submit our jobs to other grid sites

Desktop /Laptop -Tools to transfer data

dispatcher

|
/I\

-Work with ATLAS software

-User disk space

-Use of final analysis tools (i.e. root)
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ATLAS spaces en la Grid

s | |
I N

ATLASMCDISK official data from simulation 35% 25%

ATLASSCRATCHDISK temporary space for users 10%  20%

* Shares of the spaces are estimated for STEPQ9 following the ATLAS
computing model

* They will be adjusted with the real experience

+ ‘Official data’ can also be placed on ‘group’ spaces according to the
need of groups (but treated as group data)
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USE CASE:

Uploading data on the Grid

* Upload data
— Created using local batch (or interactive) system
— Upload on the SCRATCHDISK space at the site
temporarily
* Replicate data

— To the permanent space (GROUPDISK space, or
LOCALGROUPDISK)

En el futuro discutir mejor espacio no a la Grid (espacio del Tier3)
para guardar los datos
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