
Analysis Systems Kickoff
Institution(s): Everyone in AS

PI: Everyone in the AS



Overall R&D goal for Analysis Systems

• Develop sustainable analysis tools to extend the physics reach of the HL-LHC 

experiments by creating greater functionality, reducing time-to-insight, 

lowering the barriers for smaller teams, and streamlining analysis 

preservation, reproducibility, and reuse.
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Goals for 4 focus areas
• WBS2.1 Establish declarative specifications for analysis tasks and workflows 

that will enable the technical development of analysis systems to be 

decoupled from the user- facing semantics of physics analysis.

• WBS2.2 Leverage and align with developments from industry and the 

broader scientific software community to enhance sustainability of the 

analysis systems.

• WBS2.3 Develop high-throughput, low-latency systems for analysis for HEP.

• WBS2.4 Integrate analysis capture and reuse as first class concepts and 

capabilities into the analysis systems.
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Team 
Name Position IRIS% Experience, background, role

NYU

Kyle Cranmer Professor and PI 3% Expert in scheduling meetings

TBD Postdoc 50% ML for jet physics; LFI for EFT analysis; deep generative 
models for fast simulation; ONNX ML spec.

TBD Application Developer 25% Cyberinfrastructure (CI) components (in Sustainable Core) 
like CAP, REANA, INSPIRE, HEPData, RECAST, etc. with a 
focus on reproducibility and reinterpretation.

Illinois / NCSA

Mark 
Neubauer 

Professor and PI 4% Expert in attending meetings

Dan Katz Assist. Dir. for Scientific 
Software & Applications, NCSA

3% Sustainable software, analysis workflows (Parsl)

TBD Postdoc 50% Analysis systems/applications/workflows, CI (CAP/REANA)

Ben Galwesky Research Programmer 50% big data analytics, high-frequency trading platforms and 
Spark & Hadoop applications; R&D on analysis systems
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http://parsl-project.org/


Team
Name Position IRIS  % Experience, background, role

UW

Gordon Watts Professor and 
PI

14% Expert in ignoring meetings

Mason Proffit Student 50% Work on python language development and analysis integration

TBD Post-doc 100% Work on python language development, scalable analysis/big-data 
systems

Princeton

Jim Pivarski Scientist 75% Big data, high-performance Python, language development

Vassil Vassilev Professional 50% Core ROOT efforts

Cincinnati

Mike Sokoloff   2% Expert in commenting during meetings

Tim Evans Post-doc 50% Innovative algorithms for data analysis
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Goals / Milestones / Deliverables

• These are from the draft PEP
• We had a more detailed breakdown 

but then coarse-grained 
• Plan on iterating during breakouts



Example Projects & Risks
Short presentations per project



Project 1: Scikit-Hep (Pivarski)

• scikit-hep coherency: cross uproot with formulate (plot syntax), Boost 
histogram, and others

• histogram protocol: zero-copy sharing of histograms among Boost, 
histbook, physt, pyhf, tfCombine, etc.
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Project 2: Awkward Array (Pivarski)

• awkward array integration with uproot, Arrow, Pandas, Dask, Numba, blosc

• build Dask prototype of remote awkward-array analysis

• demonstrate CPU ↔ GPU independence with CuPy

• demonstrate mixed sources (e.g. ROOT for bulk data augmented by 
corrections in small arrays) in a remote analysis
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Risks (Princeton) - specific to your goals/milestones/deliverables

• Risk (1): focus on irrelevant directions; Risk (2): maintainer bottleneck
• Descriptions: (1) Insufficient interaction with working physicists;

(2) too successful in adoption, unsuccessful in collaboration

• Timeframe: (1) New directions need feedback in 6 months;
(2) Need to spread load in 1 year

• Probability: (1) Medium: manage “temperature” of experimentation;
(2) High: hard to dissociate library from its first developer

• Impact: (1) Too high effort/usefulness ratio; (2) Prevents new projects

• Monitoring and Trigger: (1) Adoption statistics; (2) Time tracking

• Mitigation: (1) Willingness to drop unproductive projects/change direction;
(2) Minimizing project scopes and maximizing common interfaces
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pyhf: python implementation of HistFactory (Cranmer)
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HistFactory v1 specification implemented in ROOT used widely in ATLAS. 
Similar to CMS Combine for binned models. Now implemented in pyhf.

M. Feickert Talk on pyhf at DIANA/HEP 

https://matthewfeickert.github.io/talk-DIANA-HEP-pyhf-2018/index.html?p=talk.md#5


HistFactory v2 (Cranmer)

• V1 of specification has weakness in 
dealing with systematic effects that 
interact / don’t factorize

• Plan for specification for v2 that can 
deal with arbitrary mesh of 
(systematic variation, response) pairs

• Proof-of-concept using Gaussian 
Processes for interpolating 
systematic variations (with uncert.)

12

proof-of-concept

• Also relevant for astrophysics 
community (recall Saul’s point)

• Lots of activity from ML community 
scalable Gaussian Processes

https://github.com/lukasheinrich/pyhf-gpsys


Risks (NYU)

• Fragmentation in specification of statistical models
• Description: Different experiments adopt incompatible specifications for statistical 

models. 

• Timeframe: 1 year / ongoing
• Probability: moderate/high
• Impact: can support multiple specifications, but will limit interoperability and add 

overhead to down-stream and higher-level tools for reinterpretation etc.

• Monitoring and Trigger: IRIS-HEP personnel monitoring practices in physics working 
groups, statistical forums, and development activities.

• Mitigation: Leverage positive outcomes of uniformity provided by RooFit/RooStats, 
emphasize specification over implementation.
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Analysis Database (Cranmer & Hildreth)

• Need database schema, implementation,  
and integration into cyberinfrastructure 
components INSPIRE/HEPData/CAP/REANA/RECAST/Rivet

• Many-to-many relationships:
• One paper may describe many “signal regions”
• One paper may have many interpretations of an 

analysis 

• One “signal region” may have multiple 
implementations (eg. Rivet, Checkmate, …)

• Glue to help unify several cyberinfrastructure 
components.
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UIUC Projects (Neubauer & Katz)

• R&D on Analysis Platforms

• Overarching goal is develop systems that are optimized specifically for end-user data 
analysis

• Low-latency, query-based systems, in close collaboration with Princeton (Jim P., where 
other projects he mentions in AS are targeted ultimately for this type of system)

• Developing use cases and metrics for such systems, across experiments

• Analysis-side of the Intelligent Data Delivery Service (iDDS) capability (see DOMA R&D, 
Brian’s talk)

• Smart systems that know the cache state of analysis data and can optimize for access and analysis of it. 

• Analysis workflows and cyberinfrastructure with preservation & reusability by design 
(working with Parsl and REANA teams, SCAILFIN)

IRIS-HEP Kickoff 15



Risks (UIUC) - specific to your goals/milestones/deliverables

Analysis Platforms
• (Example): Dependency on iDDS development in DOMA 
• The development of new optimized analysis platforms builds in assumptions on the 

development in the DOMA

• 12-18 months
• Probability: Medium
• Impact: Could cause reduced scope in the AS area on analysis platforms
• Monitoring and Trigger: Illinois has effort in both AS and DOMA so progress can be 

easily monitored.

• Mitigation: Strong and frequent connections with IRIS-HEP DOMA.
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UW Projects (Watts)
• Expressive analysis (specification)

• Allowing a physicist to express a physics question of the data in a succinct and readable way

• The system’s backend will translate this into low level code to run the question/query.

• Touches on a lot of projects

• Expressing physics efficiently in current systems (like RDataFrame & python, jagged arrays, etc.)

• Interfaces to back-end system, language for transmission, DOMA iDDS, etc.

• How to design a language that fits into the popular physics programming languages

• Ranging from laptop to cloud access, on the fly event generation, etc.

• Data preservation

• First steps/risks: Defining the project in a way that can yield results.
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Risks (UW)

• Adoption of user interface and declarative approach by community.
• While a prototype exists for the user interface end, it must now be converted into 

something that the HEP community is comfortable with, and then connected with 
back-end infrastructure. This is too big a project to take on at once. Need to define 
smaller projects that are also immediately useful stand-alone.

• 6-8 months after UW personnel are hired
• Probability: Medium
• Impact: High
• Monitoring and Trigger: Clearly defined project plan write-up from people at UW and 

collaborations that will be needed to effect this.

• Mitigation: Get people in place, interactions with rest of institute
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Cincinnati Projects (Sokoloff)

• Maintain and extend GooFit (GPU-friendly function evaluation engine  for 
fitting very large data sets quickly; ~1000x faster than single-core RooFit 
when running on an nVidia P100)

• Extend amplitude Decay Language developed to describe cascading decays of 
systems with integer spin to include initial and final states with half-integer 
spin.
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Collaborations & Suggestions



External Collaboration: SCAILFIN

• Not developing methodology, 
but implementing them in 
scalable distributed systems

• Theme = ML methods + 
Workflows and distributed 
systems

• Emphasis on use-cases that 
involve simulation+ML 
together and are iterative in 
nature (not static bulk 
processing)
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An example SCAILFIN project

• Reinterpretation campaigns 
can involve massive signal 
MC production due to scans 
over parameters of theory

• Usually done in naive grid.

• Active Learning / Bayesian 
Optimization can lead to a 
dramatic reduction in signal 
Monte Carlo 

• Requires high-level algorithm 
iteratively ordering Monte 
Carlo on-demand.
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Slides from K Cranmer, L Heinrich, G Louppe at 1st Reinterpretation Workshop [link]

https://indico.cern.ch/event/702612/contributions/2958660/attachments/1649620/2638023/Contours.pdf


Connections with Science Community Gateways Institute
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• Gateways are ideal for 
improving the 
Theory/Experiment interface

• Eg. Reinterpretation and 
“Recasting”

#papers in hep-ph using the term "Recast"  

http://inspirehep.net/search?ln=en&ln=en&p=find+primarch+hep-ph+and+fulltext+%22recast%22+and+date+2014&of=hb&action_search=Search&sf=&so=d&rm=&rg=25&sc=0


Connections with SSL
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https://youtu.be/2PRGUOxL36M?t=15m43s 

Containerd maintainer

https://youtu.be/2PRGUOxL36M?t=15m43s


Connections with OSG
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• Work to have interoperability between 
containerized end-user analysis jobs (that are 
natural with GitLab Continuous Integration and 
CAP/REANA) and GRID jobs.

• Common objective to solve image distribution at 
GRID scale (e.g: cvmfs containerd integration)

eg: See Blomer's ACAT Poster 

https://indico.cern.ch/event/567550/contributions/2627182/attachments/1510714/2355782/cvmfsgraph-acat2017.pdf


Collaborations 

• External
• Open Source Data Science Tools: Dask, Apache Arrow, pandas, Jupyter, …
• Statistics and ML-analysis tools: pytorch, tensorflow, mxnet, pyro, ONNX, ...
• Industry ML: FAIR, DeepMind, Amazon, nVidia, 
• SCAILFIN
• Astro. & Cosmo (via stats. & likelihood-free inference), Genomics (via workflows)
• Parsl, Common Workflow language, GitHub, etc.
• Scientific Gateways Institute
• INSPIRE, HEPData, CAP, REANA, …

• Internal
• SSL 
• Sustainable Core
• OSG
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Graveyard for slides



For Reference

WBS2 (Analysis Systems): Develop sustainable analysis tools to extend the physics 
reach of the HL-LHC experiments by creating greater functionality, reducing 
time-to-insight, lowering the barriers for smaller teams, and streamlining analysis 
preservation, reproducibility, and reuse.

– WBS2.1 Establish declarative specifications for analysis tasks and workflows that will 
enable the technical development of analysis systems to be decoupled from the user- 
facing semantics of physics analysis.

– WBS2.2 Leverage and align with developments from industry and the broader 
scientific software community to enhance sustainability of the analysis systems.

– WBS2.3 Develop high-throughput, low-latency systems for analysis for HEP.

–  WBS2.4 Integrate analysis capture and reuse as first class concepts and capabilities 
into the analysis systems.



ONNX

Project Brainwave, Microsoft’s FPGA-based deep learning 
platform for accelerating real-time AI, will also support 
ONNX in order to help customers accelerate models from a 
variety of frameworks. [link]

https://newsroom.intel.com/news/intel-accelerates-development-of-artificial-intelligence-solutions-with-open-neural-network-exchange-support/


● WBS.2.1 Management and Organization:
○ WBS.3.1.1: Organize area meetings, work plan, and workshops.  Corresponds to expenditure plan items 18.3.5.1.1 and 19.3.5.1.1
○ WBS.3.1.2: Coordinate with WLCG on direction of global DOMA activities.  Corresponds to expenditure plan items 18.3.5.1.1 and 19.3.5.1.1
○ WBS.3.1.3: Quarterly, meet and coordinate with representatives from the US LHC Operations programs that work on IO and data management.  Corresponds to expenditure plan items 18.3.5.1.1,19.3.5.1.1, 18.3.4.1, and 

19.3.4.1
○ WBS.3.1.4: Maintain web presence for DOMA area.  Corresponds to expenditure plan items 18.3.5.1.1, 19.3.5.1.1, 18.3.5.2, and 19.3.5.2.

● WBS.2.2 Diversification:
○ WBS.2.2.1: scikit-hep coherency: cross uproot with formulate and histbook and Boost histogram...
○ WBS.2.2.2: awkward array integration with Pandas, Numba, Arrow
○ WBS.2.2.3: integrate ROOT RForest I/O with python tools
○ WBS.2.2.4: gohep?
○ WBS.2.2.5: Complete python implementation of HistFactory specification
○ WBS.2.2.6: integrate histbook with python HistFactory
○ WBS.2.2.7 

● WBS.2.3 Functional and declarative programming:
○ WBS.2.3.1: Develop declarative specification for HistFactory v2 with support for arbitrary mesh of nuisance parameters
○ WBS.2.3.2: Develop declarative specification for equivalent to HistFitter integrating signal / control regions, systematic variations, etc. connecting to HistFactory specification
○ WBS.2.3.3: reference implementation of specification defined in WBS.2.3.1  
○ WBS.2.3.4: reference implementation of specification defined in WBS.2.3.2
○ WBS.2.3.5: review and evaluation of efforts towards declarative specification for analysis
○ WBS.2.3.6: Implementation of the ONNX machine learning specification into CMSSW
○ WGS.2.3.7 Implementation of the ONNX machine learning specification into Athena 
○ WGS.2.3.8 Implementation of the ONNX machine learning specification into ATLAS Analysis release

● WBS.2.4 high-throughput, low-latency systems :
○ WBS.2.4.1: build Dask prototype of remote awkward-array analysis
○ WBS.2.4.2: finalize interface to storage layer
○ WBS.2.4.3: develop cache-aware dispatch
○ WBS.2.4.4: scale up prototypes from single analysis case to multiple analysis cases

● WBS.2.5 Analysis preservation and reuse:
○ WBS.2.5.1: Integrate HistFactory specifications with HEPData data model
○ WBS.2.5.2: API and tools for upload / download of HistFactory spec to/from HEPData
○ WBS.2.5.3: Integrate tools in WBS.2.5.2 with CERN Analysis Preservation framework.
○ WBS.2.5.4: On-going contributions to REANA and CERN Analysis Preservation framework
○ WBS.2.5.5: Develop template for CAP/RECAST-ready ATLAS analysis 
○ WBS.2.5.6: Develop template for CAP/RECAST-ready CMS analysis 
○ WBS.2.5.7: Develop persistent ID / database key convention for theoretical models
○ WBS.2.5.7: develop analysis database schema relating papers, CAP entries, RECAST entry points / analysis implementation (eg. full-blown CAP implementation, Rivet, MadAnalysis, Checkmate, etc.), INSPIRE entries, 

HEPData entries, and Signal/Control regions, and corresponding HistFitter and HistFactory specifications
○ WBS.2.5.8: implement database using schema defined in WBS.2.5.7
○ WBS.2.5.9: Develop DOI metadata model for reinterpretation / RECAST requests, response data products, analysis implementations, and corresponding literature products stored in CAP, HEPData, and INSPIRE. 
○ WBS.2.5.10: Work with INSPIRE, HEPData, and CAP teams to implement WBS.2.5.9 


