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Overall R&D goals
1.  Develop community libraries and methodologies physicists to apply 

ML-based inference on FPGAs for “real-time” HEP applications 
(triggering & DAQ)

2.  Empower physicists to efficiently compute on heterogeneous 
systems such as those with FPGA coprocessors for HEP applications

Of course, the overarching goal for these activities is to improve our 
sensitivity to new physics in the HL-LHC era (IRIS-HEP science driver!)

A key element of our approach is to establish a collaboration between 
IRIS-HEP and HLS4ML, which is very active in this space. Additionally, 
seek to partner with others from CS/ECE and foster ties with industry 
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HLS4ML is a tool to port Machine Learning Algorithms to FPGAs

• Machine Learning algorithms converted to HLS (High-Level-Synthesis)
• High-Level-Synthesis is C-like code that can be translated to RTL(VHDL...)

  Overview



Libraries and Methodologies for ML inference on FPGAs

ML inference on FPGAs for very low latency requires additional tools:

QuantizationAlgorithmic Compression  Reuse Factor



HLS4ML currently supports Keras/Pytorch MLP/ConvNN/BDT/LSTM/GraphNN
Red is in beta-testing

QuantizationAlgorithmic Compression  Reuse Factor

For a 3-layer MLP that runs in 75ns

Libraries and Methodologies for ML inference on FPGAs



Have demonstrated HLS4ML on a few algorithms but we would like more

CMS Run 3: Muon pT determination 

CMS Run 3: Investigating calorimeter reconstruction/Id

ATLAS Run 3: Investigations on jet id with gFEX?

CMS Upgrade: Tau lepton Id, lepton isolation

CMS Upgrade: Jet substructure

CMS Upgrade: Muon reconstruction

?????

Existing Trigger Algorithms using HLS4ML 



For L1 trigger latencies (< 100μs) FPGAs are a unique domain

• Timescales are currently not of interest in industry 

For longer latencies(HLT/offline/other HEP) potential for Hardware accel.

• Industry-based solutions exist and we may benefit from them 

L1 Trigger OfflineHLT

1ns  1μs 1ms 1s

FPGAs only CPUs

GPUs & FPGA accelerators

Computing on Heterogeneous Resources



ML-as-a-service on FPGAs in Heterogeneous computing

ML Reco Algo
 (eg. Track reco)

FPGACPU Raw 
Inputs
(Hits)

Reco 
Inputs
(tracks)

FPGAs either on site or off-site can be pre-programmed for dedicated algos 

• For example: FPGA can be programmed to do ML track reconstruction
• Even with I/O limitations FPGAs far exceed CPUs and (in some cases) GPUs
• Usage of dedicated FPGAs lead to different structure in data model



Consider a benchmark using Resnet50 (Brainwave supports few models)

MS Azure
FPGA
based

CPU/GPU basedMS Azure Batch 1
NN inference = 1.8ms
On site time   = 10ms
Off site time   =  56ms

Local Setup Batch 1
1 CPU (3.7MHz) = 500ms
8 CPU (3.7MHz) = 180ms
1 GPU (1080Ti)  = 110ms

Testing on Industry-based Heterogeneous Resources



Heterogeneous computing resources are quickly coming online
• Azure/AWS/Google/... have FPGA accelerator resources
• Already useful for benchmarking and testing L1 Trigger in HLS4ML
• Have started investigations towards the feasibility in HLT and Offline

Regarding HLS4ML and Heterogeneous computing
• HLS4ML has targeted smaller latencies (Architecture is different)

There is potential to expand architecture to longer latencies

Industry based solutions currently have limited NN models

We would like the same freedom of NN architecture as in HLS4ML

 

 

Computing on Heterogenous Resources: Outlook



We aim to bridge 3 tiers of FPGA development
• Support of HLS4ML for algorithm development 

• Tools to enable low latency high throughput (L1 trigger-like) development
• Bank of example solutions for FPGA based ML physics algorithms

• Support for use of FPGA cloud resources for custom FPGA development
• For example development of a framework for use of AWS f1 instances
• Example testing of HLS4ML on AWS
• Example test of HLS4ML on SoC 

• Support for industry based solutions of ML in FPGAs
• Survey and benchmark of custom developments and example solutions
• Framework for testing ML Physics algorithms with industry tools 

 

 

From Custom FPGAs to Industry solutions



Team 

Name Position IRIS 
Fraction

Experience, background, role

MIT

Philip Harris Professor 
and PI

PH is convener of Particle Flow for CMS L1 Trigger upgrade 
PH is founder of HLS4ML group (along w/N. Tran @FNAL)

Dylan Rankin Postdoc 25% DR works on FPGA implementation of PF @ CMS L1 Trigger
DR working on FPGA accelerators with AWS f1 

UIUC

Mark Neubauer Professor 
and PI

FPGA-based electronics for trigger applications (SNO, ATLAS). 
MSN is Coordinator of the FTK Second-stage processing system
Actively working on ML in jet physics (booted WW(*) tagging)

Markus Atkinson Postdoc 
(planned)

50% Extensive firmware/electronics experience from ATLAS (FTK), 
Plan is to start 50% in this role early 2019 

TBD CS/ECE 
Master’s 
student

In progress. See slide on collaborations
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Goals, milestones, deliverables

Activity Type Time frame Description WBS 
area

Milestone 6-12 months Implementation of modern ML algos on FPGAs 4.1

Milestone 6-12 months Experimental testing of FPGA-based accelerators 4.1

Milestone 6-12 months Identify/Develop specific use cases within the experiments 4.1

Deliverable 6-12 months Integration of ONNX neural network exchange format specification in 
FPGA implementation

4.1

Milestone 12-18 months Topical workshop on ML in FPGAs 4.2

Deliverable 12-18 months Produce community libraries with documented examples 4.2

Milestone 12-18 months Demonstration of accelerated triggering processing with an experiment 4.2

Milestone 18-24 months Tested FPGA-accelerated processing ML-based tracking or clustering 4.2

Deliverable 18-24 months ML-as-a-service using FPGAs 4.2
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WBS4.1: Improve algos for trigger and event reco, for challenging high-rate/multiplicity  environments. 
WBS4.2: Pursue accelerator-based tracking and other aspects of trigger and event reconstruction. 
WBS4.3: Explore machine learning and other novel approaches to trigger and event reconstruction. 



Risks - specific to your goals/milestones/deliverables

•For HLS4ML : 
• Limitation to the extent that this is used inside trigger systems
• Code now exists to run many algorithms, but not as many algorithms

• This project needs to closely parallel algorithm development to succeed

•For heterogeneous computing there is the risk of alternative options 
• New architectures that exploit GPU/CPU can come online

• These have the potential to be cheaper and faster implement
• We mitigate these by ensure our software is sufficiently flexible to use all options

• Part of the aim of this work is to establish a model for using other processors
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Collaborations (in-place / expected / considered)

External
• HLS4ML  [in-place: Phil Harris (MIT) is a leader in that effort. Neubauer (UIUC) recently 

joined that group]
• Song Han (MIT EECS Prof.) [in-place: is a member of HLS4ML]

• Leader on ML Algorithm compression and FPGA implementations of ML algorithms
• Deming Chen (Illinois ECE Prof.) [~in-place: Deming is a leading expert in DNN inference on 

FPGAs. E.g. Deming’s group developed an automated tool to build high-performance DNN 
accelerators for FPGAs called DNNBuilder which won best paper award at ICCAD’18. 
Neubauer formalizing collaboration with ECE through 0% appt (paperwork..). Similar in CS.]

• Center for Cognitive Computing Systems Research (C3SR, Illinois) [considered]

Internal
• SSL on platforms for HLS/RTL development and testing? OSG for packaging and 

disseminating community libraries? (HLS4ML group has some in place, but IRIS-HEP could 
help out a lot here given its high community profile and focus on sustainable software)

• Connections with the AS area on heterogeneous computing 
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https://docs.wixstatic.com/ugd/c50250_77e06b7f02b44eacb76c05e8fbe01e08.pdf
https://www.c3sr.com


Full List

FNAL: Nhan Tran, Sergo Jindariani, Ben Kries, Javier Duarte 
UIC: Zhenbin Wu
CERN: Maurizio Pierini, Jennifer Ngadiuba, Vladimir Loncar
MIT: Philip Harris, Song Han, Dylan Rankin, Rinik Kumar
Hawkeye 360: EJ Kriener
Imperial: Sioni Summers
UIUC: Mark Neubauer, Markus Atkinson 
UW: Scott Hauk, Shih-Chieh Hsu, Dustin Warren,Risha Rao

Related work on accelerators : 
FNAL: Burt Holzman, Aris Tsaris, Kevin Pedro, Mia Liu

HLS4ML Collaboration 
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New



Suggestions - Let us know what you think

This work is depends on the development of ML-based algorithms for 
reconstruction

• We would like to closely couple this work w/ Innovative Algorithm 
development

HLS4ML is an existing project with no direct funding
• Relies on the people’s spare time and generosity 

• Many members are at labs(FNAL/CERN/...) (Not eligible for NSF funding)

• Q: Are ways to incorporate them going forward?

Would be good to have a Blueprint workshop around tools+algorithms 
(ML, ...) for accelerated computation on FPGA/GPU/… platforms

• This activity fits well into that broader area
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