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Overview

• Lecture I

• Basics

• Convolutional networks

• Recurrent Architectures

• Hybrid architectures
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• Lecture II

• Adversarial Training

• Weak Supervision / No Supervision

• Generative Networks



Lecture I
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Literature
• Publications on arXiv:

• stat.ml and cs.lg

• Prepare for O(100) papers/day

• Big conferences (outside physics)

• ICML, NIPS, 

• Inside physics:

• ML4Jet Physics, CERN IML, …
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Free online version:  
http://www.deeplearningbook.org/



Terminology
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Artificial Intelligence (AI)  
General term, since 1950s

Machine Learning (ML)
BDTs, shallow neural networks, since 

1990s

Deep Learning (DL)
Neural networks with many layers,  

unprocessed inputs, since 2010



• 2015 Image Classification:

• K. He et al (Microsoft Research), Delving Deep into Rectifiers: Surpassing Human-Level Performance on ImageNet Classification, 
1502.01852

• 2016 Go:

• Alpha Go (D. Silver et al, Mastering the game of Go with deep neural networks and tree search, Nature 529, pp484–489 and D. 
Silver et al Mastering the game of Go without human knowledge, Nature 550, pp354–359)

• 2016 Speech recognition:

• W. Xiong et al (Microsoft Research) Achieving Human Parity in Conversational Speech Recognition, 1610.05256

• 2017 Poker (heads-up no-limits Texas Hold’em):

• N Brown and T Sandholm, Superhuman AI for heads-up  
no-limit poker: Libratus beats top professionals,  
Science 359, Issue 6374, pp418-424

• 2018 Translation (Chinese-English)

• H H Awadalla et al (Microsoft AI & Research)  
Achieving Human Parity on Automatic Chinese  
to English News Translation

• 20?? Particle Physics

• to be seen

Humans vs Machines
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• 14M labelled images

• 20k categories

• http://image-net.org

ImageNet
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http://image-net.org


Neural network basics

y = f(f(x1)w1 + f(x2)w2)

f(x) = ⇥(x) · x

• Backpropagation + Gradient descent

• Pass inputs (x1, x2) to network

• Calculate output (y) and difference to true value (  ).  
This is the loss function.

• Calculate gradient of the loss

• Use gradient to update weighrs

L(y, ŷ) = (y � ŷ)2

w0
i = wi + ↵ · @L

@wi

ŷ

Example regression loss function:

towardsdatascience.com
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Complexity

2 weights

300 weights

25 million  
weights
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Physics
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• LHC: 27 km circumference
• Collide protons with a centre-of-mass energy of 13 TeV  

(99.999999% of speed of light)
• 40 Million collisions / second in ATLAS/CMS
• ~25 Petabyte collision data/year



CMS Experiment

!13



Physics at the LHC

We want to infer underlying physics from measurements in the detector.
How can deep neural networks assist us?

http://www.quantumdiaries.org/

!14



Structure
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Problem Data Information
What are we trying to achieve?
(Choice of appropriate loss function)

What is the inherent structure 
of the data?
(Choice of architecture)

What can we give the network 
to train?

What else is needed? 
Infrastructure



Problem: Classification
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Particles

Event Topologies

Distinguish a pair of classes (binary) or several (multi-class).

Galaxies



Classification
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• Minimizing cross entropy: For fixed p - minimise 
difference (KL-divergence) between q and p

H(p, q) = �
X

pi ln qi = H(p) +DKL(p||q)

• Minimizing cross entropy: Equivalent to 
maximising the likelihood

L =
X

Samples

�ys ln ŷs � (1� ys) ln(1� ŷs)

True class  
image is cat: 0
image is dog: 1

Predicted class  
DNN output between 0 and 1

1

N
ln⇧iq

Npi
i =

X

i

pi ln qi = �H(p, q)



Problem: Regression
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Reconstruct a numerical quantity.

Calorimeter  
prototype energy

• Other potential uses:

• Jet energy calibration

• Mass calibration

• Pile-Up subtraction

• …

•
L(y, ŷ) = (y � ŷ)2

w0
i = wi + ↵ · @L

@wi



Problem: Stability/Decorrelation
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be optimized like any other.
The classifier network in this experiment consisted

of eleven input features, three fully-connected hid-
den layers each with 300 nodes having hyperbolic
tangent activation functions, and a single logistic
output node with the binomial cross-entropy clas-
sification objective. The adversarial network con-
sisted of a single input, 50 nodes with hyperbolic
tangent activation functions, and a softmax output
layer with 10 classes corresponding to binned val-
ues of the jet invariant mass (each bin representing
one decile of the background), and the multi-class
cross-entropy classification objective.

Because the adversary is challenged with adapt-
ing to an ever-changing input as the classifier is
trained, and also because its task is relatively easy,
two strategies were used to train the adversary faster
than the classifier. First, the adversary was given
a head start at the beginning of training with 100
updates while the classifier was fixed. Second, the
adversary was trained with a larger learning rate of
1.0 compared to 10�3 for the tagger objective.

The data set used for experiments was divided into
training (80%), validation (10%, used for hyperpa-
rameter tuning), and testing (10%) subsets. Each
classifier input feature was log-scaled if the empirical
skew estimate was greater than 1.0, then standard-
ized to zero mean and unit variance. Model param-
eters were initialized from a scaled normal distribu-
tion [27].

Training was performed using stochastic gradient
descent, applied to mini-batches of 100 examples
from each class. During training, the event weights
were scaled so that the average weight for each class
was 1.0. However, in the adversarial loss function
Ladversary, the signal events were given zero weight,
rendering them invisible to the adversary.

Updates were made using a training momentum
term of 0.5; the learning rate decayed by a factor of
10�5 after each update. Training was stopped after
100 epochs, where an epoch was defined as a single
pass through the background samples (⇡ 400k train-
ing events). Models were implemented inKeras [28]
and Theano [29], and hyperparameters were opti-
mized on a cluster of Nvidia Titan Black processors.

IV. PERFORMANCE

We compare the discrimination power of five can-
didate classifiers: the NN trained without an ad-
versary, the adversarially-trained NN, the unmodi-
fied ⌧21, and the two DDT-modified variables ⌧ 021,
and ⌧ 0021. The performance can be characterized by

... ...X
fc(X)

fa(fc(X))

Lclassification Ladversary

Classifier Adversary

FIG. 3. Architecture of the neural networks in the ad-
versarial training strategy. The classifying network dis-
tinguishes signal from background using the eleven vari-
ables (X) described in the text. The adversarial network
attempts to predict the invariant mass using only the
output of the classifier, fc(X); note that the adversary
has multiple binary classification outputs, correspond-
ing to bins in jet invariant mass, rather than a single
regression output.

measuring the signal e�ciency and background re-
jection of various thresholds on these discriminators
(Fig. 4).

The variable ⌧ 021, which is modified to reduce cor-
relation with the mass, results in a modest decrease
in its classification power relative to the unmodified
⌧21 at mZ0 = 100 GeV, though note that these ef-
fects are mass-dependent for both ⌧ 021 and ⌧ 0021. Sim-
ilarly, the adversarial network does not match the
discrimination power of the traditional classification
network, due to the additional constraint imposed in
its optimization. However, both NNs are clearly able
to take advantage of the combined power of the sub-
structure variables, and o↵er a large improvement
in background rejection for similar signal e�ciencies
compared to classification based on ⌧21 alone.

The focus of this study, however, is to look be-
yond the pure discriminatory power of these tools
and study their e↵ect on the jet mass spectrum. In
Fig. 5, it can be seen that the adversarial network
output for background events has a profile which
is largely independent of jet mass, while the clas-
sifying network is strongly dependent on jet mass.
Similarly, ⌧ 021 and ⌧ 0021 have a lessened dependence
on jet mass, compared to ⌧21. Figure 6 shows the
e↵ect on the jet mass distribution of successively
stricter requirements on these variables. Note that
the adversarial network’s dependence on jet mass is
diminished, but not eliminated, as can be seen in
the contour plot of Fig. 5. This is a reflection of the
trade-o↵ inherent in balancing classification power
with jet mass dependence.

In Fig. 5, we also show the profile of the neural net-
work output versus jet mass, for various thresholds
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Adversarial Training

Data AugmentationStabilize against systematic uncertainty or other effect.

S Bollweg, BSc Thesis
1703.03507 1802.03325

on the jet pT, which shows some small pT-dependent
e↵ects, but no large features. As an alternative
strategy, we trained a network using an adversar-
ial strategy with respect to log(m/pT), which more
closely mimics the approach used in Ref. [9]; the
training succeeded in finding a network with a flat
response in log(m/pT), but the distortion in jet mass
was much more significant. In principle, it is possi-
ble to use the adversary to enforce a two-dimensional
decorrelation, but since the pT-dependence is not se-
vere here, we leave this for future study.
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FIG. 4. Signal e�ciency and background rejection
(1/e�ciency) for varying thresholds on the outputs of
several jet-tagging discriminants: traditional networks
trained to optimize classification, networks trained with
an adversarial strategy to optimize classification while
minimizing impact on jet mass, the unmodified ⌧21, and
the two DDT-modified variables ⌧ 0

21, and ⌧ 00
21. The signal

samples have mZ0 = 100 GeV for this example. Gener-
alization to other masses is shown in Sec. VII.

V. STATISTICAL INTERPRETATION

The ability to discriminate jets due the hadronic
decay of a boosted object from those due to a quark
or gluon is an important feature of a jet substruc-
ture tagging tool, but as discussed above it is not the
only requirement. Due to the necessity of accurately
modeling the background, it is desirable that the jet
tagger avoid distortion of the background distribu-
tion. Simpler background shapes are especially pre-
ferred because they allow for robust estimates that
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FIG. 5. Top left, relationship between jet mass and neu-
ral network output in background events for a network
trained to optimize classification compared to an adver-
sarial network trained to optimize classification while
minimizing dependence on jet mass. Top right, rela-
tionship between jet mass and jet substructure variable
⌧21 and the DDT-modified ⌧ 0

21 and ⌧ 00
21 which attempt

to minimize dependence on jet mass. Bottom left, pro-
file of neural network output versus jet mass for the ad-
versarial trained network with varying jet pT thresholds.
Bottom right, contour plot of neural network output ver-
sus jet mass in background events for the adversarially-
trained network. The signal sample used in training has
mZ0 = 100 GeV; generalization to other masses is shown
in Sec. VII.

are constrained by the sidebands; backgrounds that
can be modeled with fewer parameters and inflec-
tions avoid degeneracy with signal features, such as
a peak.

Fig. 5 shows qualitatively that the adversarial net-
work’s response is not strongly dependent on jet
mass. But a quantitative assessment is more dif-
ficult. Mass-independence is not in itself the goal;
instead, we seek reduced dependence on knowledge
of the background shape and reduced sensitivity to
the systematic uncertainties that tend to dilute the
statistical significance of a discovery.

However, our lack of knowledge of the true back-
ground model in general also makes it non-trivial to
rigorously define and estimate the background un-
certainty. In practice, experimentalists use an as-
sumed functional form, with parameters constrained
by background-dominated sidebands to predict the

5

Generating and refining particle detector simulations using the Wasserstein distance in adversarial networks 3

Noise

Label Generator

Loss

Data

CriticConstrainer

(a)

MC Data

Refiner

Critic

Loss

(b)

Fig. 1: Architectures of (a) the generator step of a
conditioned generative adversarial network (solid line),
and supervised training step of the constrainer network
(dashed line), (b) the refining adversarial network.

of real data x and generated data x̃ is used to calcu-
late the gradients of the critic network which are forced
by the loss to remain close to one. The randomly and
uniformly drawn value 0  "  1 samples the gradients
along connecting lines between x and x̃. � represents a
hyperparameter of the training.

The generator uses the gradient of the distance mea-
sure C1 (3) with respect to the parameters ✓ for train-
ing. In order to provide this measure we first update
the critic by subjecting m data events and m generated
events to the network represented by fw.

In this initial training step, the weights w of the
critic network are optimized to minimize the loss �C1+
C2 from eqs. (3, 4). During this step, the parameters ✓ of
the generator are frozen. In the adjacent training step,
the critic weights w are frozen temporarily, and the pa-
rameters ✓ of the generator network g✓ are adjusted.
By reducing the Wasserstein distance measure, which
is based on the output of the critic network, the gen-
erator g✓(z) is trained to generate more realistic data
samples. The critic is then trained again and the algo-
rithm starts from the beginning.

This iterative procedure is repeated until overall
convergence is achieved, leaving C1 (3) as our mea-
sure of similarity between generated and data events.
To provide an accurate gradient for the generator, the
critic is usually trained for ncritic > 1 iterations before
updating the generator once.

2.2 Physics conditioning of the generator

To enforce generated events to reflect certain proper-
ties of data events, the input to the generator can be
extended by physics labels ylabel in addition to the ran-
dom numbers z in eq. (1):

x̃ = g✓(z, ylabel) (6)

The required labels can, for example, be particle kine-
matics where the labels are obtained from correspond-
ing energy or angular distributions. To push the gen-
erator network training towards a label condition, an
additional term is introduced in the loss function. It
compares the value of an input label with the result of
an additional network a✓0 that reconstructs the corre-
sponding observable from the generated data:

C3 =  [ ylabel � a✓0(x̃) ]2 (7)

We will call this network a✓0 ‘constrainer’ network pa-
rameterized by the weights ✓0. The weight of the physics
label in the total loss function �C1 + C2 + C3 of the
generator network is controlled by the hyperparameter
. When using several physics labels in a conditioning
process, the loss function can be extended accordingly.

The constrainer network a✓0 is trained supervised
using data and their associated physics label ydata. Cor-
respondingly, the loss function denotes

C4 = [ ydata � a✓0(x) ]2 . (8)

In the adversarial training explained above, the con-
strainer network a✓0 is trained supervised after each
critic update. As the loss C4 will influence only the con-
strainer (critic and constrainer are separated networks),
both networks could also be trained simultaneously.

A similar term as eq. (7) has been used in the so-
called AC-GAN where images were generated using la-
bel conditioning [9]. Instead of the discrete classifier we
use a continuous label here, along with the WGAN con-
cept.

2.3 Generating signal patterns using an energy label

Signals observed in particle detectors originate from
physics-driven processes which lead to patterns dissim-
ilar from random patterns. For example, low-energy
events in a calorimeter typically exhibit signal patterns
with small signals and a small spatial extent, while
high-energy events cause signal patterns that can be
widely distributed.

To enforce the generator to respect this dependency,
we input an energy label Elabel in addition to the ran-
dom noise z to generate a signal pattern for the detec-
tors of our cosmic ray observatory. Therefore, the gen-
erator is modified to g = g✓(z, Elabel). The distribution
of the input Elabel follows the energy distribution of the
air shower simulation. In this way, generated patterns
are conditioned to follow the primary particle energy as
reconstructed by the constrainer network. The resulting
energy distribution of the generated events will cover a
similar phase space as the simulated data.

Refinement



Problem: Anomaly detection
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Find outliers.

https://towardsdatascience.com
Autoencoding



Problem: Generation
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Alternatives:
• Wasserstein GANs
• Sampling from auto encoder

Fast simulation of detector response or particle shower.

Generative Adversarial Networks



Structure
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Problem Data Information
Classification
Regression

Generation

Stability

Anomaly detection

What is the inherent structure 
of the data?

What can we give the network 
to train?



Data: High Level
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Simple solution with fully connected network. Equivalent to typical 
problem solved by classical neural network or boosted decision tree.



Data: Grid
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Train these weights

=

Analyse grid-like data with convolutional networks. Incredibly versatile.

9

Figure 4. Architecture [29] of our default networks for fully pre-processed images, defined in Tab. I.

classification is a parameter that allows to link the signal e�ciency ✏S with the mis-tagging rate of
background events ✏B.

In Sec. III we will use this trained network to test the performance in terms of ROC curves,
correlating the signal e�ciency and the mis-tagging rate.

Before we move to the performance study, we can get a feeling for what is happening inside
the trained ConvNet by looking at the output of the di↵erent layers in the case of fully pre-
processed images. In Fig. 5 we show the di↵erence of the averaged output for 100 signal and 100
background images. For each of those two categories, we require a classifier output of at least 0.8.
Each row illustrates the output of a convolutional layer. Signal-like red areas are typical for jet
images originating from top decays; blue areas are typical for backgrounds. The first layer seems
to consistently capture a well-separated second subjet, and some kernels of the later layers seem
to capture the third signal subjet in the right half-plane. However, one should keep in mind that
there is no one-to-one correspondence between the location in feature maps of later layers and the
pixels in the input image.

Figure 5. Averaged signal minus background for our default network and full pre-processing. The rows
correspond to ConvNet layers one to four. After two rows MaxPooling reduces the number of pixels by
roughly a factor of four. The columns indicate the feature maps one to eight. Red areas indicate signal-like
regions, blue areas indicate background-like regions.



Top Quark

+

• Measure particle energies in calorimeter
• Reconstruct jet from individual 

measurements
• Image preprocessing

• center, rotate, mirror, pixelate, trim, 
normalise

=

1 image

(jet images by C Daza)
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Top Quark

+

=
(jet images by C Daza)

• Measure particle energies in calorimeter
• Reconstruct jet from individual 

measurements
• Image preprocessing

• center, rotate, mirror, pixelate, trim, 
normalise

10 image average

 26



Top Quark

+

=
(jet images by C Daza)

• Measure particle energies in calorimeter
• Reconstruct jet from individual 

measurements
• Image preprocessing

• center, rotate, mirror, pixelate, trim, 
normalise

100 image average
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Top Quark

+

=
(jet images by C Daza)

• Measure particle energies in calorimeter
• Reconstruct jet from individual 

measurements
• Image preprocessing

• center, rotate, mirror, pixelate, trim, 
normalise

1000 image average
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Top Quark

+

=
(jet images by C Daza)

• Measure particle energies in calorimeter
• Reconstruct jet from individual 

measurements
• Image preprocessing

• center, rotate, mirror, pixelate, trim, 
normalise

10000 image average

 29



Top

+

• Reconstruct energy with calorimeter 
(improve resolution using tracker)

• Cluster energy deposits into jet
• Preprocess: 

(Overlay of 100k images)

(a) average over 100k images for images01 (include image)

(b) average over 100k images for images02 (include image)

(c) average over 100k images for images03 (include image)

3

(jet images by Michel Luchmann)

=
 30



Top

+

• Reconstruct energy with calorimeter 
(improve resolution using tracker)

• Cluster energy deposits into jet
• Preprocess: 

(Overlay of 100k images)

(a) average over 100k images for images01 (include image)

(b) average over 100k images for images02 (include image)

(c) average over 100k images for images03 (include image)

3

(jet images by Michel Luchmann)

=
 31



=
Top Quark  
 Jet

QCD Jet

=

• Binary classification task
• Fully supervised learning 

(using simulation)
• 40x40 Pixels, ET

 32



Convolutional Layer
That’s the weights we want to train

 33



Convolutional Network
• How to build a convolutional network

• Chain multiple conv layers

• Use multiple masks per layer

• Pooling

• Max Pooling

• Average Pooling

• Add a fully connected network in the end

 34
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Figure 4. Architecture [29] of our default networks for fully pre-processed images, defined in Tab. I.

classification is a parameter that allows to link the signal e�ciency ✏S with the mis-tagging rate of
background events ✏B.

In Sec. III we will use this trained network to test the performance in terms of ROC curves,
correlating the signal e�ciency and the mis-tagging rate.

Before we move to the performance study, we can get a feeling for what is happening inside
the trained ConvNet by looking at the output of the di↵erent layers in the case of fully pre-
processed images. In Fig. 5 we show the di↵erence of the averaged output for 100 signal and 100
background images. For each of those two categories, we require a classifier output of at least 0.8.
Each row illustrates the output of a convolutional layer. Signal-like red areas are typical for jet
images originating from top decays; blue areas are typical for backgrounds. The first layer seems
to consistently capture a well-separated second subjet, and some kernels of the later layers seem
to capture the third signal subjet in the right half-plane. However, one should keep in mind that
there is no one-to-one correspondence between the location in feature maps of later layers and the
pixels in the input image.

Figure 5. Averaged signal minus background for our default network and full pre-processing. The rows
correspond to ConvNet layers one to four. After two rows MaxPooling reduces the number of pixels by
roughly a factor of four. The columns indicate the feature maps one to eight. Red areas indicate signal-like
regions, blue areas indicate background-like regions.



Adding Color
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Deep learning in color: towards automated quark/gluon jet discrimination
PT Komiske, EM Metodiev, MD Schwartz
JHEP 01 (2017) 110

⌘ �

b
ea
m

pre-process

convolutional layer
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dense layer
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gluon jet

| {z }
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Figure 2: An illustration of the deep convolutional neural network architecture. The first

layer is the input jet image, followed by three convolutional layers, a dense layer and an

output layer.

The maxpooling layers performed a 2⇥2 down-sampling with a stride length of 2. The dense

layer consisted of 128 units.

All neural network architecture training was performed with the Python deep learning

libraries Keras [47] and Theano [48] on NVidia Tesla K40 and K80 GPUs using the NVidia

CUDA platform. The data consisted of the 100k jet images per pT -bin, partitioned into 90k

training images and 10k test images. An additional 10% of the training images are randomly

withheld as validation data during training of the model for the purposes of hyperparameter

optimization. He-uniform initialization [49] was used to initialize the model weights. The

network was trained using the Adam algorithm [50] using categorical cross-entropy as a loss

– 8 –

function with a batch size of 128 over 50 epochs and an early-stopping patience of 2 to 5

epochs.

Only moderate optimization of the network architecture and minimal hyperparameter-

tuning were performed in this study. This optimization included exploration of di↵erent

optimizers (Adam, Adadelta, RMSprop), filter sizes, number of filters, activation functions

(ReLU, tanh), and regularization (dropout, L2-regularization), though this exploration was

not exhaustive. Further systematic exploration of the space of architectures and hyperpa-

rameter values, such as with Bayesian optimization using Spearmint [51], might increase the

performance of the deep neural network.

3.3 Jet images in color

All implementations of the jet images machine learning approach that we know of take as

the input image a grid where the input layer contains the pre-processed energy or transverse

momentum in a particular angular region. This can be thought of as a grayscale image, with

only intensity in each pixel and all color information discarded. In computer vision one can

do better by training on color images, with red, green and blue intensities treated as separate

input layers, also known as channels. Thus, it is natural to try to apply some methods for

processing color to physics applications.

For particle physics, there are many ways the calorimeter deposits can be partitioned.

One could try to identify the actual particles: have one channel for protons, one for neutrons,

one for electrons, one for ⇡+ particles, one for KL’s, etc. Although it is not yet possible to

completely separate every type of metastable particle, advances in experimental techniques,

such as particle flow [52], indicate that this may not be too unrealistic. However, it is also

not clear that having 15 color channels would help and training with so many input channels

would be much slower. There are many options for a smaller set of channels. For example,

one could consider one channel for hadrons and one for leptons, or channels for positively

charged, neutral and negatively charged particles. To be concrete, in this study we take three

input channels:

red = transverse momenta of charged particles

green = the transverse momenta of neutral particles

blue = charged particle multiplicity

Each of these observables is evaluated on each image pixel. All channels of the image undergo

the following pre-processing: the images are normalized such that the sum of the red and

green channels is one; the zero centering and standardization are done for each pixel in each

channel according to I(k)ij ! (I(k)ij � µ(k)
ij )/(�(k)

ij + r). Here, I(k)ij is the intensity of pixel ij in

channel k of an image, and µ(k)
ij and �(k)

ij are the respective mean and standard deviation of

pixel ij in channel k in the training data.

The network architecture is designed to respect the overlay of the di↵erent color images.

That is, every image channel feeds into the same units in the network and the weights from

– 9 –



Data: Sequence
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Apply recurrent networks if there is a clear ordering. Inspired by 
language processing.

Example of LSTM (Long short-term memory architecture)



Recurrent

• Inspired by natural language processing

• Work with a sequence of inputs

• Inputs can change the state of the cell (Long Short Term Memory)

• Think of

• One input = One jet constituent

http://colah.github.io/  37



LSTM

http://colah.github.io/  38



http://colah.github.io/ 39

Decide what to forgetInput

Previous hidden state



http://colah.github.io/ 40

Decide which inputs to keep?



http://colah.github.io/ 41

update cell state

Previous cell state New cell state



http://colah.github.io/ 42

decide output

New hidden state



Data: Lorentz 4-vector
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Specialised networks that make use of physics structure.

Example of Lorentz Layer (LoLa) 
architecture.

Deep-learning Top Taggers & No End to QCD
A Butter, GK, T Plehn, M Russell

1707.08966



Data: Point Cloud
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Introduction Jet Physics Previous work Proposed model Experiments Conclusions

Graph neural networks

A
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Data: Hybrid
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Loukas Gouskos, CMS
https://indico.cern.ch/event/649482/contributions/2993213/

b Quark Identification in CMS

Combine data from multiple sources.

DP-2017-013

Blue: generic DNN (650 inputs)
Green: CMS tagger (~65 human made inputs)
Red: Physics inspired DNN (650 inputs)

Particle&Vertex based DNN performs best
18

Impact of DNN architecture



Structure

 46

Problem Data Information

Time series

High-level

Regular grid

Lorentz vectors

Classification
Regression

Generation

Stability

Anomaly detection

Point cloud

What can we give the network 
to train?



Information
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• What can we give the network to train?

Train
on MC simulation

or
Other source of labels

(humans)

Apply to Data

Supervised Weakly supervised Unsupervised
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Figure 1. An illustration of the CWoLa framework. Rather than being trained to directly classify
signal (S) from background (B), the classifier is trained by standard techniques to distinguish data as
coming either from the first or second mixed sample, labeled as 0 and 1 respectively. No information
about the signal/background labels or class proportions in the mixed samples is used during training.

Theorem 1. Given mixed samples M1 and M2 defined in terms of pure samples S and B

using Eqs. (2.3) and (2.4) with signal fractions f1 > f2, an optimal classifier trained to

distinguish M1 from M2 is also optimal for distinguishing S from B.

Proof. The optimal classifier to distinguish examples drawn from pM1 and pM2 is the likelihood

ratio LM1/M2
(~x) = pM1(~x)/pM2(~x). Similarly, the optimal classifier to distinguish examples

drawn from pS and pB is the likelihood ratio LS/B(~x) = pS(~x)/pB(~x). Where pB has support,

we can relate these two likelihood ratios algebraically:

LM1/M2
=

pM1

pM2

=
f1 pS + (1� f1) pB
f2 pS + (1� f2) pB

=
f1 LS/B + (1� f1)

f2 LS/B + (1� f2)
, (2.6)

which is a monotonically increasing rescaling of the likelihood LS/B as long as f1 > f2, since

@LS/B
LM1/M2

= (f1 � f2)/(f2LS/B � f2 + 1)2 > 0. If f1 < f2, then one obtains the reversed

classifier. Therefore, LS/B and LM1/M2
define the same classifier.

An important feature of CWoLa is that, unlike the LLP-style weak supervision in Sec. 2.2,

the label proportions f1 and f2 are not required for training. Of course, this proof only

guarantees that the optimal classifier from CWoLa is the same as the optimal classifier from

fully-supervised learning. We explore the practical performance of CWoLa in Secs. 3 and 4.

The problem of learning from unknown mixed samples can be shown to be mathematically

equivalent to the problem of learning with asymmetric random label noise, where there have

been recent advances [32, 40]. The equivalence of these frameworks follows from the fact that
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Figure 1. An illustration of the CWoLa framework. Rather than being trained to directly classify
signal (S) from background (B), the classifier is trained by standard techniques to distinguish data as
coming either from the first or second mixed sample, labeled as 0 and 1 respectively. No information
about the signal/background labels or class proportions in the mixed samples is used during training.

Theorem 1. Given mixed samples M1 and M2 defined in terms of pure samples S and B

using Eqs. (2.3) and (2.4) with signal fractions f1 > f2, an optimal classifier trained to

distinguish M1 from M2 is also optimal for distinguishing S from B.

Proof. The optimal classifier to distinguish examples drawn from pM1 and pM2 is the likelihood

ratio LM1/M2
(~x) = pM1(~x)/pM2(~x). Similarly, the optimal classifier to distinguish examples

drawn from pS and pB is the likelihood ratio LS/B(~x) = pS(~x)/pB(~x). Where pB has support,

we can relate these two likelihood ratios algebraically:

LM1/M2
=

pM1

pM2

=
f1 pS + (1� f1) pB
f2 pS + (1� f2) pB

=
f1 LS/B + (1� f1)

f2 LS/B + (1� f2)
, (2.6)

which is a monotonically increasing rescaling of the likelihood LS/B as long as f1 > f2, since

@LS/B
LM1/M2

= (f1 � f2)/(f2LS/B � f2 + 1)2 > 0. If f1 < f2, then one obtains the reversed

classifier. Therefore, LS/B and LM1/M2
define the same classifier.

An important feature of CWoLa is that, unlike the LLP-style weak supervision in Sec. 2.2,

the label proportions f1 and f2 are not required for training. Of course, this proof only

guarantees that the optimal classifier from CWoLa is the same as the optimal classifier from

fully-supervised learning. We explore the practical performance of CWoLa in Secs. 3 and 4.

The problem of learning from unknown mixed samples can be shown to be mathematically

equivalent to the problem of learning with asymmetric random label noise, where there have

been recent advances [32, 40]. The equivalence of these frameworks follows from the fact that
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Hardware Software

Great reduction in training time through 
Graphics Processing Unit (GPU).

Interplay with LHC Grid infrastructure?

FPGAs for fast evaluation at trigger level
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Problem Data Information

Weakly supervised
UnsupervisedTime series

High-level

Regular grid

Lorentz vectors

Classification
Regression

Generation

Supervised

Stability

Anomaly detection

Point cloud

Infrastructure: GPU computing & Software



Performance Measures
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(fraction of correct predictions)

ROC:
Receiver operation characteristic

AUC:
Area under curve

Background rejection at given  
signal efficincy

Accuracy

scikit-learn.org

https://photos.google.com/photo/AF1QipPDN7qLSqFaJs0XNcxnnOzh4k11O9RegV45tVMn
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Comparison Studies
• That’s A LOT of different approaches (and I probably missed something)

• How do they compare?

• Many aspects - let’s start with a very simple problem

• Top Jets vs QCD jets

• Only use four-vectors

• Ignore detector effects, pile-up and, uncertainties

• Provided 

• 1.2M training events, 400k events for validation, 400k events for testing

• AK8 jets with pT in [550,650], fully merged tops, Delphes simulation

• Up to 200 constituent 4-vectors, zero-padding

• This is NOT a challenge: 

• All datasets are available with truth labels.



Overview



No perfect correlation.
Improvement by 10% 
from meta-tagger



Lecture II
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Recap
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Neural network basics

y = f(f(x1)w1 + f(x2)w2)

f(x) = ⇥(x) · x

• Backpropagation + Gradient descent

• Pass inputs (x1, x2) to network

• Calculate output (y) and difference to true value (  ).  
This is the loss function.

• Calculate gradient of the loss

• Use gradient to update weighrs

L(y, ŷ) = (y � ŷ)2

w0
i = wi + ↵ · @L

@wi

ŷ

Example regression loss function:

towardsdatascience.com
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Standard Loss Functions
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Classification

Regression

• Minimizing cross entropy: For fixed p - minimise 
difference (KL-divergence) between q and p

H(p, q) = �
X

pi ln qi = H(p) +DKL(p||q)

L(y, ŷ) = (y � ŷ)2

• Precise choice matters!
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Time series

High-level Regular grid

Point cloud

Lorentz vectorsRepresentation



Adversarial Training
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Adding constraints
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Decorrelated Jet Substructure Tagging using 
Adversarial Neural Networks

C Shimmin, P Sadowski, P Baldi, E Weik, D 
Whiteson, E Goul, A Søgaard 1703.03507

be optimized like any other.
The classifier network in this experiment consisted

of eleven input features, three fully-connected hid-
den layers each with 300 nodes having hyperbolic
tangent activation functions, and a single logistic
output node with the binomial cross-entropy clas-
sification objective. The adversarial network con-
sisted of a single input, 50 nodes with hyperbolic
tangent activation functions, and a softmax output
layer with 10 classes corresponding to binned val-
ues of the jet invariant mass (each bin representing
one decile of the background), and the multi-class
cross-entropy classification objective.

Because the adversary is challenged with adapt-
ing to an ever-changing input as the classifier is
trained, and also because its task is relatively easy,
two strategies were used to train the adversary faster
than the classifier. First, the adversary was given
a head start at the beginning of training with 100
updates while the classifier was fixed. Second, the
adversary was trained with a larger learning rate of
1.0 compared to 10�3 for the tagger objective.

The data set used for experiments was divided into
training (80%), validation (10%, used for hyperpa-
rameter tuning), and testing (10%) subsets. Each
classifier input feature was log-scaled if the empirical
skew estimate was greater than 1.0, then standard-
ized to zero mean and unit variance. Model param-
eters were initialized from a scaled normal distribu-
tion [27].

Training was performed using stochastic gradient
descent, applied to mini-batches of 100 examples
from each class. During training, the event weights
were scaled so that the average weight for each class
was 1.0. However, in the adversarial loss function
Ladversary, the signal events were given zero weight,
rendering them invisible to the adversary.

Updates were made using a training momentum
term of 0.5; the learning rate decayed by a factor of
10�5 after each update. Training was stopped after
100 epochs, where an epoch was defined as a single
pass through the background samples (⇡ 400k train-
ing events). Models were implemented inKeras [28]
and Theano [29], and hyperparameters were opti-
mized on a cluster of Nvidia Titan Black processors.

IV. PERFORMANCE

We compare the discrimination power of five can-
didate classifiers: the NN trained without an ad-
versary, the adversarially-trained NN, the unmodi-
fied ⌧21, and the two DDT-modified variables ⌧ 021,
and ⌧ 0021. The performance can be characterized by

... ...X
fc(X)

fa(fc(X))

Lclassification Ladversary

Classifier Adversary

FIG. 3. Architecture of the neural networks in the ad-
versarial training strategy. The classifying network dis-
tinguishes signal from background using the eleven vari-
ables (X) described in the text. The adversarial network
attempts to predict the invariant mass using only the
output of the classifier, fc(X); note that the adversary
has multiple binary classification outputs, correspond-
ing to bins in jet invariant mass, rather than a single
regression output.

measuring the signal e�ciency and background re-
jection of various thresholds on these discriminators
(Fig. 4).

The variable ⌧ 021, which is modified to reduce cor-
relation with the mass, results in a modest decrease
in its classification power relative to the unmodified
⌧21 at mZ0 = 100 GeV, though note that these ef-
fects are mass-dependent for both ⌧ 021 and ⌧ 0021. Sim-
ilarly, the adversarial network does not match the
discrimination power of the traditional classification
network, due to the additional constraint imposed in
its optimization. However, both NNs are clearly able
to take advantage of the combined power of the sub-
structure variables, and o↵er a large improvement
in background rejection for similar signal e�ciencies
compared to classification based on ⌧21 alone.

The focus of this study, however, is to look be-
yond the pure discriminatory power of these tools
and study their e↵ect on the jet mass spectrum. In
Fig. 5, it can be seen that the adversarial network
output for background events has a profile which
is largely independent of jet mass, while the clas-
sifying network is strongly dependent on jet mass.
Similarly, ⌧ 021 and ⌧ 0021 have a lessened dependence
on jet mass, compared to ⌧21. Figure 6 shows the
e↵ect on the jet mass distribution of successively
stricter requirements on these variables. Note that
the adversarial network’s dependence on jet mass is
diminished, but not eliminated, as can be seen in
the contour plot of Fig. 5. This is a reflection of the
trade-o↵ inherent in balancing classification power
with jet mass dependence.

In Fig. 5, we also show the profile of the neural net-
work output versus jet mass, for various thresholds

4



on the jet pT, which shows some small pT-dependent
e↵ects, but no large features. As an alternative
strategy, we trained a network using an adversar-
ial strategy with respect to log(m/pT), which more
closely mimics the approach used in Ref. [9]; the
training succeeded in finding a network with a flat
response in log(m/pT), but the distortion in jet mass
was much more significant. In principle, it is possi-
ble to use the adversary to enforce a two-dimensional
decorrelation, but since the pT-dependence is not se-
vere here, we leave this for future study.
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FIG. 4. Signal e�ciency and background rejection
(1/e�ciency) for varying thresholds on the outputs of
several jet-tagging discriminants: traditional networks
trained to optimize classification, networks trained with
an adversarial strategy to optimize classification while
minimizing impact on jet mass, the unmodified ⌧21, and
the two DDT-modified variables ⌧ 0

21, and ⌧ 00
21. The signal

samples have mZ0 = 100 GeV for this example. Gener-
alization to other masses is shown in Sec. VII.

V. STATISTICAL INTERPRETATION

The ability to discriminate jets due the hadronic
decay of a boosted object from those due to a quark
or gluon is an important feature of a jet substruc-
ture tagging tool, but as discussed above it is not the
only requirement. Due to the necessity of accurately
modeling the background, it is desirable that the jet
tagger avoid distortion of the background distribu-
tion. Simpler background shapes are especially pre-
ferred because they allow for robust estimates that
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FIG. 5. Top left, relationship between jet mass and neu-
ral network output in background events for a network
trained to optimize classification compared to an adver-
sarial network trained to optimize classification while
minimizing dependence on jet mass. Top right, rela-
tionship between jet mass and jet substructure variable
⌧21 and the DDT-modified ⌧ 0

21 and ⌧ 00
21 which attempt

to minimize dependence on jet mass. Bottom left, pro-
file of neural network output versus jet mass for the ad-
versarial trained network with varying jet pT thresholds.
Bottom right, contour plot of neural network output ver-
sus jet mass in background events for the adversarially-
trained network. The signal sample used in training has
mZ0 = 100 GeV; generalization to other masses is shown
in Sec. VII.

are constrained by the sidebands; backgrounds that
can be modeled with fewer parameters and inflec-
tions avoid degeneracy with signal features, such as
a peak.

Fig. 5 shows qualitatively that the adversarial net-
work’s response is not strongly dependent on jet
mass. But a quantitative assessment is more dif-
ficult. Mass-independence is not in itself the goal;
instead, we seek reduced dependence on knowledge
of the background shape and reduced sensitivity to
the systematic uncertainties that tend to dilute the
statistical significance of a discovery.

However, our lack of knowledge of the true back-
ground model in general also makes it non-trivial to
rigorously define and estimate the background un-
certainty. In practice, experimentalists use an as-
sumed functional form, with parameters constrained
by background-dominated sidebands to predict the

5

Adding constraints
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Decorrelated Jet Substructure Tagging using 
Adversarial Neural Networks

C Shimmin, P Sadowski, P Baldi, E Weik, D 
Whiteson, E Goul, A Søgaard 1703.03507

be optimized like any other.
The classifier network in this experiment consisted

of eleven input features, three fully-connected hid-
den layers each with 300 nodes having hyperbolic
tangent activation functions, and a single logistic
output node with the binomial cross-entropy clas-
sification objective. The adversarial network con-
sisted of a single input, 50 nodes with hyperbolic
tangent activation functions, and a softmax output
layer with 10 classes corresponding to binned val-
ues of the jet invariant mass (each bin representing
one decile of the background), and the multi-class
cross-entropy classification objective.

Because the adversary is challenged with adapt-
ing to an ever-changing input as the classifier is
trained, and also because its task is relatively easy,
two strategies were used to train the adversary faster
than the classifier. First, the adversary was given
a head start at the beginning of training with 100
updates while the classifier was fixed. Second, the
adversary was trained with a larger learning rate of
1.0 compared to 10�3 for the tagger objective.

The data set used for experiments was divided into
training (80%), validation (10%, used for hyperpa-
rameter tuning), and testing (10%) subsets. Each
classifier input feature was log-scaled if the empirical
skew estimate was greater than 1.0, then standard-
ized to zero mean and unit variance. Model param-
eters were initialized from a scaled normal distribu-
tion [27].

Training was performed using stochastic gradient
descent, applied to mini-batches of 100 examples
from each class. During training, the event weights
were scaled so that the average weight for each class
was 1.0. However, in the adversarial loss function
Ladversary, the signal events were given zero weight,
rendering them invisible to the adversary.

Updates were made using a training momentum
term of 0.5; the learning rate decayed by a factor of
10�5 after each update. Training was stopped after
100 epochs, where an epoch was defined as a single
pass through the background samples (⇡ 400k train-
ing events). Models were implemented inKeras [28]
and Theano [29], and hyperparameters were opti-
mized on a cluster of Nvidia Titan Black processors.

IV. PERFORMANCE

We compare the discrimination power of five can-
didate classifiers: the NN trained without an ad-
versary, the adversarially-trained NN, the unmodi-
fied ⌧21, and the two DDT-modified variables ⌧ 021,
and ⌧ 0021. The performance can be characterized by

... ...X
fc(X)

fa(fc(X))

Lclassification Ladversary

Classifier Adversary

FIG. 3. Architecture of the neural networks in the ad-
versarial training strategy. The classifying network dis-
tinguishes signal from background using the eleven vari-
ables (X) described in the text. The adversarial network
attempts to predict the invariant mass using only the
output of the classifier, fc(X); note that the adversary
has multiple binary classification outputs, correspond-
ing to bins in jet invariant mass, rather than a single
regression output.

measuring the signal e�ciency and background re-
jection of various thresholds on these discriminators
(Fig. 4).

The variable ⌧ 021, which is modified to reduce cor-
relation with the mass, results in a modest decrease
in its classification power relative to the unmodified
⌧21 at mZ0 = 100 GeV, though note that these ef-
fects are mass-dependent for both ⌧ 021 and ⌧ 0021. Sim-
ilarly, the adversarial network does not match the
discrimination power of the traditional classification
network, due to the additional constraint imposed in
its optimization. However, both NNs are clearly able
to take advantage of the combined power of the sub-
structure variables, and o↵er a large improvement
in background rejection for similar signal e�ciencies
compared to classification based on ⌧21 alone.

The focus of this study, however, is to look be-
yond the pure discriminatory power of these tools
and study their e↵ect on the jet mass spectrum. In
Fig. 5, it can be seen that the adversarial network
output for background events has a profile which
is largely independent of jet mass, while the clas-
sifying network is strongly dependent on jet mass.
Similarly, ⌧ 021 and ⌧ 0021 have a lessened dependence
on jet mass, compared to ⌧21. Figure 6 shows the
e↵ect on the jet mass distribution of successively
stricter requirements on these variables. Note that
the adversarial network’s dependence on jet mass is
diminished, but not eliminated, as can be seen in
the contour plot of Fig. 5. This is a reflection of the
trade-o↵ inherent in balancing classification power
with jet mass dependence.

In Fig. 5, we also show the profile of the neural net-
work output versus jet mass, for various thresholds

4

• Classifer: Usual classification task (cross-entropy)

• Adversary: Try to learn initial mass from classifier decision

• The classifier is punished if the adversary does well



Adversaries

• Goal: distinguish SM Higgs boson 
from new physics in EFT 
approach (using Hjj events)

• Problem: SM scale uncertainty 
can look similar to signal

• Solution: Train network to be 
invariant to MC scale choice, 
again using adversarial approach

 63

Machine Learning Uncertainties with Adversarial Neural Networks
C Englert, P Galler, P Harris, M Spannowsky, 1807.08763



Caveats
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• Two competing networks, convergence not trivial

• Difficulty of interpreting loss function:

• Is the classifier too weak or the adversary too strong?

• Choice of adversary loss and inputs crucial

Adversarial Training

T Goldstein, 2015

Nash equilibrium 
noun 
noun: Nash equilibrium 
1. (in economics and game theory) a 

stable state of a system involving 
the interaction of different 
participants, in which no participant 
can gain by a unilateral change of 
strategy if the strategies of the 
others remain unchanged. 
 
 
 



NOT Adverserial Examples

• Attempt to trick an image classifying network

• A small amount of specifically crafted noise can greatly alter 
the prediction of a network

• Recent work shows even single pixel changes can matter

 65

Published as a conference paper at ICLR 2015

+ .007⇥ =

x sign(rxJ(✓,x, y))
x+

✏sign(rxJ(✓,x, y))
“panda” “nematode” “gibbon”

57.7% confidence 8.2% confidence 99.3 % confidence

Figure 1: A demonstration of fast adversarial example generation applied to GoogLeNet (Szegedy
et al., 2014a) on ImageNet. By adding an imperceptibly small vector whose elements are equal to
the sign of the elements of the gradient of the cost function with respect to the input, we can change
GoogLeNet’s classification of the image. Here our ✏ of .007 corresponds to the magnitude of the
smallest bit of an 8 bit image encoding after GoogLeNet’s conversion to real numbers.

Let ✓ be the parameters of a model, x the input to the model, y the targets associated with x (for
machine learning tasks that have targets) and J(✓,x, y) be the cost used to train the neural network.
We can linearize the cost function around the current value of ✓, obtaining an optimal max-norm
constrained pertubation of

⌘ = ✏sign (rxJ(✓,x, y)) .

We refer to this as the “fast gradient sign method” of generating adversarial examples. Note that the
required gradient can be computed efficiently using backpropagation.

We find that this method reliably causes a wide variety of models to misclassify their input. See
Fig. 1 for a demonstration on ImageNet. We find that using ✏ = .25, we cause a shallow softmax
classifier to have an error rate of 99.9% with an average confidence of 79.3% on the MNIST (?) test
set1. In the same setting, a maxout network misclassifies 89.4% of our adversarial examples with
an average confidence of 97.6%. Similarly, using ✏ = .1, we obtain an error rate of 87.15% and
an average probability of 96.6% assigned to the incorrect labels when using a convolutional maxout
network on a preprocessed version of the CIFAR-10 (Krizhevsky & Hinton, 2009) test set2. Other
simple methods of generating adversarial examples are possible. For example, we also found that
rotating x by a small angle in the direction of the gradient reliably produces adversarial examples.

The fact that these simple, cheap algorithms are able to generate misclassified examples serves as
evidence in favor of our interpretation of adversarial examples as a result of linearity. The algorithms
are also useful as a way of speeding up adversarial training or even just analysis of trained networks.

5 ADVERSARIAL TRAINING OF LINEAR MODELS VERSUS WEIGHT DECAY

Perhaps the simplest possible model we can consider is logistic regression. In this case, the fast
gradient sign method is exact. We can use this case to gain some intuition for how adversarial
examples are generated in a simple setting. See Fig. 2 for instructive images.

If we train a single model to recognize labels y 2 {�1, 1} with P (y = 1) = �
�
w>x+ b

�
where

�(z) is the logistic sigmoid function, then training consists of gradient descent on

Ex,y⇠pdata⇣(�y(w>x+ b))

where ⇣(z) = log (1 + exp(z)) is the softplus function. We can derive a simple analytical form for
training on the worst-case adversarial perturbation of x rather than x itself, based on gradient sign

1This is using MNIST pixel values in the interval [0, 1]. MNIST data does contain values other than 0 or
1, but the images are essentially binary. Each pixel roughly encodes “ink” or “no ink”. This justifies expecting
the classifier to be able to handle perturbations within a range of width 0.5, and indeed human observers can
read such images without difficulty.

2 See https://github.com/lisa-lab/pylearn2/tree/master/pylearn2/scripts/
papers/maxout. for the preprocessing code, which yields a standard deviation of roughly 0.5.

3

Explaining and Harnessing Adverserial Examples
IJ Goodfellow, J Shlens, C Szegedy 
ICLR Proc. 2015  
One pixel attack for fooling deep neural networks
J Su, D Vasconcellos Vargas, S Kouichi  
1710.08864

Published as a conference paper at ICLR 2015

• Shallow softmax regression models are also vulnerable to adversarial examples.

• Training on adversarial examples can regularize the model—however, this was not practical
at the time due to the need for expensive constrained optimization in the inner loop.

These results suggest that classifiers based on modern machine learning techniques, even those
that obtain excellent performance on the test set, are not learning the true underlying concepts that
determine the correct output label. Instead, these algorithms have built a Potemkin village that works
well on naturally occuring data, but is exposed as a fake when one visits points in space that do not
have high probability in the data distribution. This is particularly disappointing because a popular
approach in computer vision is to use convolutional network features as a space where Euclidean
distance approximates perceptual distance. This resemblance is clearly flawed if images that have an
immeasurably small perceptual distance correspond to completely different classes in the network’s
representation.

These results have often been interpreted as being a flaw in deep networks in particular, even though
linear classifiers have the same problem. We regard the knowledge of this flaw as an opportunity to
fix it. Indeed, Gu & Rigazio (2014) and Chalupka et al. (2014) have already begun the first steps
toward designing models that resist adversarial perturbation, though no model has yet succesfully
done so while maintaining state of the art accuracy on clean inputs.

3 THE LINEAR EXPLANATION OF ADVERSARIAL EXAMPLES

We start with explaining the existence of adversarial examples for linear models.

In many problems, the precision of an individual input feature is limited. For example, digital
images often use only 8 bits per pixel so they discard all information below 1/255 of the dynamic
range. Because the precision of the features is limited, it is not rational for the classifier to respond
differently to an input x than to an adversarial input x̃ = x+ ⌘ if every element of the perturbation
⌘ is smaller than the precision of the features. Formally, for problems with well-separated classes,
we expect the classifier to assign the same class to x and x̃ so long as ||⌘||1 < ✏, where ✏ is small
enough to be discarded by the sensor or data storage apparatus associated with our problem.

Consider the dot product between a weight vector w and an adversarial example x̃:

w>x̃ = w>x+w>⌘.

The adversarial perturbation causes the activation to grow by w>⌘.We can maximize this increase
subject to the max norm constraint on ⌘ by assigning ⌘ = sign(w). If w has n dimensions and the
average magnitude of an element of the weight vector is m, then the activation will grow by ✏mn.
Since ||⌘||1 does not grow with the dimensionality of the problem but the change in activation
caused by perturbation by ⌘ can grow linearly with n, then for high dimensional problems, we can
make many infinitesimal changes to the input that add up to one large change to the output. We
can think of this as a sort of “accidental steganography,” where a linear model is forced to attend
exclusively to the signal that aligns most closely with its weights, even if multiple signals are present
and other signals have much greater amplitude.

This explanation shows that a simple linear model can have adversarial examples if its input has suf-
ficient dimensionality. Previous explanations for adversarial examples invoked hypothesized prop-
erties of neural networks, such as their supposed highly non-linear nature. Our hypothesis based
on linearity is simpler, and can also explain why softmax regression is vulnerable to adversarial
examples.

4 LINEAR PERTURBATION OF NON-LINEAR MODELS

The linear view of adversarial examples suggests a fast way of generating them. We hypothesize
that neural networks are too linear to resist linear adversarial perturbation. LSTMs (Hochreiter &
Schmidhuber, 1997), ReLUs (Jarrett et al., 2009; Glorot et al., 2011), and maxout networks (Good-
fellow et al., 2013c) are all intentionally designed to behave in very linear ways, so that they are
easier to optimize. More nonlinear models such as sigmoid networks are carefully tuned to spend
most of their time in the non-saturating, more linear regime for the same reason. This linear behavior
suggests that cheap, analytical perturbations of a linear model should also damage neural networks.

2

weights input perturbation 



Systematic Uncertainties

• Simulate systematic differences 
between training MC and collision 
data

• Test network response under 

• global rescaling of 4-vector 
inputs (simimilar to jet energy 
scale) 

• and after adding Pile-Up

• Testing systematic mitigation with 
data augmentation/adversarial 
training/Bayesian networks

(plot by Sven Bollweg)

Pile-Up

Jet Energy Scale

 66



Weak Supervision

 67



No Labels

Weakly Supervised Classification in High Energy Physics
LM Dery, B Nachman, F Rubbo, A Schwartzman, 1702.00414  
Learning to Classify from Impure Samples
PT Komiske, EM Metodiev, B Nachman, MD Schwartz, 1801.10158  
Classification without labels: Learning from mixed samples in high energy 
physics, EM Metodiev, B Nachman, J Thaler, 1708.02949  68
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Figure 1. An illustration of the CWoLa framework. Rather than being trained to directly classify
signal (S) from background (B), the classifier is trained by standard techniques to distinguish data as
coming either from the first or second mixed sample, labeled as 0 and 1 respectively. No information
about the signal/background labels or class proportions in the mixed samples is used during training.

Theorem 1. Given mixed samples M1 and M2 defined in terms of pure samples S and B

using Eqs. (2.3) and (2.4) with signal fractions f1 > f2, an optimal classifier trained to

distinguish M1 from M2 is also optimal for distinguishing S from B.

Proof. The optimal classifier to distinguish examples drawn from pM1 and pM2 is the likelihood

ratio LM1/M2
(~x) = pM1(~x)/pM2(~x). Similarly, the optimal classifier to distinguish examples

drawn from pS and pB is the likelihood ratio LS/B(~x) = pS(~x)/pB(~x). Where pB has support,

we can relate these two likelihood ratios algebraically:

LM1/M2
=

pM1

pM2

=
f1 pS + (1� f1) pB
f2 pS + (1� f2) pB

=
f1 LS/B + (1� f1)

f2 LS/B + (1� f2)
, (2.6)

which is a monotonically increasing rescaling of the likelihood LS/B as long as f1 > f2, since

@LS/B
LM1/M2

= (f1 � f2)/(f2LS/B � f2 + 1)2 > 0. If f1 < f2, then one obtains the reversed

classifier. Therefore, LS/B and LM1/M2
define the same classifier.

An important feature of CWoLa is that, unlike the LLP-style weak supervision in Sec. 2.2,

the label proportions f1 and f2 are not required for training. Of course, this proof only

guarantees that the optimal classifier from CWoLa is the same as the optimal classifier from

fully-supervised learning. We explore the practical performance of CWoLa in Secs. 3 and 4.

The problem of learning from unknown mixed samples can be shown to be mathematically

equivalent to the problem of learning with asymmetric random label noise, where there have

been recent advances [32, 40]. The equivalence of these frameworks follows from the fact that
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Figure 2. The AUC for the LLP and CWoLa methods as a function of the signal fraction f1, for
training sizes Ntrain of (a) 100 events, (b) 1k events, and (c) 10k events. Here, the complementary
signal fraction is f2 = 1� f1. By construction, the AUC for full supervision is independent of f1. The
horizontal dashed line indicates the fully-supervised AUC with infinite training statistics. For Ntrain

su�ciently large and f1 su�cient far from 0.5, all three methods converge to the optimal case.

on the number of training events and the signal fraction f1. The full supervision does not

depend on the signal composition of M1 and M2 as it is trained directly on labeled signal and

background examples. As expected, the performance is poor when the number of training
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Distinguishing mixed samples is 
equivalent to signal/background 
classification!
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Figure 1. An illustration of the CWoLa framework. Rather than being trained to directly classify
signal (S) from background (B), the classifier is trained by standard techniques to distinguish data as
coming either from the first or second mixed sample, labeled as 0 and 1 respectively. No information
about the signal/background labels or class proportions in the mixed samples is used during training.

Theorem 1. Given mixed samples M1 and M2 defined in terms of pure samples S and B

using Eqs. (2.3) and (2.4) with signal fractions f1 > f2, an optimal classifier trained to

distinguish M1 from M2 is also optimal for distinguishing S from B.

Proof. The optimal classifier to distinguish examples drawn from pM1 and pM2 is the likelihood

ratio LM1/M2
(~x) = pM1(~x)/pM2(~x). Similarly, the optimal classifier to distinguish examples

drawn from pS and pB is the likelihood ratio LS/B(~x) = pS(~x)/pB(~x). Where pB has support,

we can relate these two likelihood ratios algebraically:

LM1/M2
=

pM1

pM2

=
f1 pS + (1� f1) pB
f2 pS + (1� f2) pB

=
f1 LS/B + (1� f1)

f2 LS/B + (1� f2)
, (2.6)

which is a monotonically increasing rescaling of the likelihood LS/B as long as f1 > f2, since

@LS/B
LM1/M2

= (f1 � f2)/(f2LS/B � f2 + 1)2 > 0. If f1 < f2, then one obtains the reversed

classifier. Therefore, LS/B and LM1/M2
define the same classifier.

An important feature of CWoLa is that, unlike the LLP-style weak supervision in Sec. 2.2,

the label proportions f1 and f2 are not required for training. Of course, this proof only

guarantees that the optimal classifier from CWoLa is the same as the optimal classifier from

fully-supervised learning. We explore the practical performance of CWoLa in Secs. 3 and 4.

The problem of learning from unknown mixed samples can be shown to be mathematically

equivalent to the problem of learning with asymmetric random label noise, where there have

been recent advances [32, 40]. The equivalence of these frameworks follows from the fact that
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Beyond Supervised 
Classification

• Exhaustive exclusion limits for BSM physics

• What if it is a model nobody thought of yet (or hides among 
QCD)  

• Machine learning is very powerful for classification

• Systematic uncertainties when going from simulation to data

• Can we solve both issues at once?

!70



Autoencoder

• Unsupervised learning

• Bottleneck (or latent space) with compressed representation

• Classical uses:

• Dimension reduction

• Denoising

f(x) g(f(x))

L = (ŷ � g(f(x)))2

kvfrans
deeplearningbook.org !71

http://deeplearningbook.org


Autoencoder for Physics

• Train on pure QCD light quark/gluon jets

• Train only on QCD events

• New physics identified as anomaly

• Tail of the loss function 

!72

Autoencoder

(a) average over 100k images for images01 (include image)

(b) average over 100k images for images02 (include image)

(c) average over 100k images for images03 (include image)

3

Input

(a) average over 100k images for images01 (include image)

(b) average over 100k images for images02 (include image)

(c) average over 100k images for images03 (include image)

3

Output

Xij eXij

L = (ŷ � g(f(x)))2

QCD or What? 
T Heimel, GK, T Plehn, JM Thompson, 
1808.08979
Searching for New Physics with Deep Autoencoders
M Farina, Y Nakai, David Shih, 1808.08992



Architecture I
• Reconstruct energy with calorimeter  

(improve resolution using tracker)
• Cluster energy deposits into jet
• Preprocess: 

(a) average over 100k images for images01 (include image)

(b) average over 100k images for images02 (include image)

(c) average over 100k images for images03 (include image)

3

Convolutional network

LAuto =
X

Pixels ij

⇣
Xij � eXij

⌘



Does it work?
• Train on QCD only

• Test on top vs QCD

• Cut on loss function as discriminator

• Large loss → autoencoding failure → anomaly

!74

Images



Combined Setup

 75

Autoencoder

(a) average over 100k images for images01 (include image)

(b) average over 100k images for images02 (include image)

(c) average over 100k images for images03 (include image)

3

Input

(a) average over 100k images for images01 (include image)

(b) average over 100k images for images02 (include image)

(c) average over 100k images for images03 (include image)

3

Output

Xij eXij

Adversary

fM

LAuto =
X

Pixels ij

⇣
Xij � eXij

⌘

LAdv = CCE
⇣
M, fM(Xij � eXij)

⌘

L = LAuto � �LAdv

Decorrelated Jet Substructure Tagging using 
Adversarial Neural Networks

C Shimmin, P Sadowski, P Baldi, E Weik, D 
Whiteson, E Goul, A Søgaard 1703.03507



Alternative: CWola Hunting
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Figure 1. An illustration of the CWoLa framework. Rather than being trained to directly classify
signal (S) from background (B), the classifier is trained by standard techniques to distinguish data as
coming either from the first or second mixed sample, labeled as 0 and 1 respectively. No information
about the signal/background labels or class proportions in the mixed samples is used during training.

Theorem 1. Given mixed samples M1 and M2 defined in terms of pure samples S and B

using Eqs. (2.3) and (2.4) with signal fractions f1 > f2, an optimal classifier trained to

distinguish M1 from M2 is also optimal for distinguishing S from B.

Proof. The optimal classifier to distinguish examples drawn from pM1 and pM2 is the likelihood

ratio LM1/M2
(~x) = pM1(~x)/pM2(~x). Similarly, the optimal classifier to distinguish examples

drawn from pS and pB is the likelihood ratio LS/B(~x) = pS(~x)/pB(~x). Where pB has support,

we can relate these two likelihood ratios algebraically:

LM1/M2
=

pM1

pM2

=
f1 pS + (1� f1) pB
f2 pS + (1� f2) pB

=
f1 LS/B + (1� f1)

f2 LS/B + (1� f2)
, (2.6)

which is a monotonically increasing rescaling of the likelihood LS/B as long as f1 > f2, since

@LS/B
LM1/M2

= (f1 � f2)/(f2LS/B � f2 + 1)2 > 0. If f1 < f2, then one obtains the reversed

classifier. Therefore, LS/B and LM1/M2
define the same classifier.

An important feature of CWoLa is that, unlike the LLP-style weak supervision in Sec. 2.2,

the label proportions f1 and f2 are not required for training. Of course, this proof only

guarantees that the optimal classifier from CWoLa is the same as the optimal classifier from

fully-supervised learning. We explore the practical performance of CWoLa in Secs. 3 and 4.

The problem of learning from unknown mixed samples can be shown to be mathematically

equivalent to the problem of learning with asymmetric random label noise, where there have

been recent advances [32, 40]. The equivalence of these frameworks follows from the fact that

– 5 –

Anomaly Detection for Resonant New Physics with 
Machine Learning

JH Collins, K Howe, B Nachman
1805.02664

• Assume signal is resonant in one variable

• Define signal region and sidebands

• Train classifier and look for excess



Spectrum of MC Reliance

!77

Fully Supervised 
Learning

Dependence on Simulation
Assumes a classifier trained 

on MC will be correct on data 
as well

Weak  
Supervision

Assume simulation is good. Do not 
depend on specific model  

(but still limited by which models 
are in the mix)

CWoLa
Fully Supervision,

Mixed signals Autoencoder

Assume MC gets the 
fractions of different classes 

right on average

Assume interpolation between 
phases spaces in data.

Assume that we can tune 
the adversarial setup such 
that an anomaly based on 

data is credible.



Variational 
Autoencoder
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Variational Autoencoder

f(x) g(f(x))

kvfrans  
!79

• We want to sample from latent space

• Split into mean and standard deviation

• Add penalty term (Kullback-Leibler divergence)  
so mean/std are close to unit Gaussian

towardsdatascience.com

http://towardsdatascience.com


Concrete

towardsdatascience.com !80

http://towardsdatascience.com


Variational 
Autoencoder

kvfrans  
!81

Reconstruction Loss Only KL Loss Only Combined Loss

towardsdatascience.com

L = (ŷ � g(f(x)))2

http://towardsdatascience.com


 
Latent Constraints: Learning to Generate Conditionally 
from Unconditional Generative Models, J Engel, M 
Hoffman, A Roberts, 1711.05772

!82



Generative Networks

Large Scale GAN Training for High Fidelity Natural 
Image Synthesis, A Brock, J Donahue, K 

Simonyan, 1809.11096
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Generators

wired.com

We have:
many images
(or collision events,  
or detector readouts, …)

We want: more images.

(Specifically: New examples that 
are similar to the examples, but 
not exact copies)

How to encode in  
neural net?

http://wired.com


!85

GeneratorNoise

Real Image

Fake Image

Discriminator

Alternating 
Training

Train Generator 
Freeze Discriminator
Then
Train Discriminator  
Freeze Generator
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GeneratorNoise
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Alternating 
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GeneratorNoise

Real Image
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Discriminator

Alternating 
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Freeze Generator



Generative Adverserial

Generative Adversarial Networks
IJ Goodfellow et al  
1406.2661  

Real Samples Generated Fake Samples



Does it work?

Progressive Growing of GANs for  
Improved Quality, Stability, and Variation
T Karras et al, 1710.10196

Published as a conference paper at ICLR 2018

4x4
G

D

4x4

8x8

Reals

4x4

4x4

Reals

8x8

4x4

Latent

Reals

4x4

…

Training progresses

LatentLatent

1024x1024

1024x1024

Figure 1: Our training starts with both the generator (G) and discriminator (D) having a low spa-
tial resolution of 4⇥4 pixels. As the training advances, we incrementally add layers to G and D,
thus increasing the spatial resolution of the generated images. All existing layers remain trainable
throughout the process. Here N ⇥N refers to convolutional layers operating on N ⇥ N spatial
resolution. This allows stable synthesis in high resolutions and also speeds up training considerably.
One the right we show six example images generated using progressive growing at 1024⇥ 1024.

Another benefit is the reduced training time. With progressively growing GANs most of the itera-
tions are done at lower resolutions, and comparable result quality is often obtained up to 2–6 times
faster, depending on the final output resolution.

The idea of growing GANs progressively is related to the work of Wang et al. (2017), who use mul-
tiple discriminators that operate on different spatial resolutions. That work in turn is motivated by
Durugkar et al. (2016) who use one generator and multiple discriminators concurrently, and Ghosh
et al. (2017) who do the opposite with multiple generators and one discriminator. Hierarchical
GANs (Denton et al., 2015; Huang et al., 2016; Zhang et al., 2017) define a generator and discrimi-
nator for each level of an image pyramid. These methods build on the same observation as our work
– that the complex mapping from latents to high-resolution images is easier to learn in steps – but
the crucial difference is that we have only a single GAN instead of a hierarchy of them. In contrast
to early work on adaptively growing networks, e.g., growing neural gas (Fritzke, 1995) and neuro
evolution of augmenting topologies (Stanley & Miikkulainen, 2002) that grow networks greedily,
we simply defer the introduction of pre-configured layers. In that sense our approach resembles
layer-wise training of autoencoders (Bengio et al., 2007).

3 INCREASING VARIATION USING MINIBATCH STANDARD DEVIATION

GANs have a tendency to capture only a subset of the variation found in training data, and Salimans
et al. (2016) suggest “minibatch discrimination” as a solution. They compute feature statistics not
only from individual images but also across the minibatch, thus encouraging the minibatches of
generated and training images to show similar statistics. This is implemented by adding a minibatch
layer towards the end of the discriminator, where the layer learns a large tensor that projects the
input activation to an array of statistics. A separate set of statistics is produced for each example in a
minibatch and it is concatenated to the layer’s output, so that the discriminator can use the statistics
internally. We simplify this approach drastically while also improving the variation.

Our simplified solution has neither learnable parameters nor new hyperparameters. We first compute
the standard deviation for each feature in each spatial location over the minibatch. We then average
these estimates over all features and spatial locations to arrive at a single value. We replicate the
value and concatenate it to all spatial locations and over the minibatch, yielding one additional (con-
stant) feature map. This layer could be inserted anywhere in the discriminator, but we have found it
best to insert it towards the end (see Appendix A.1 for details). We experimented with a richer set
of statistics, but were not able to improve the variation further. In parallel work, Lin et al. (2017)
provide theoretical insights about the benefits of showing multiple images to the discriminator.
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(CNN is then a special 
case with weight sharing)

Physics Application

L. de Oliveira, M Paganini, B Nachman:  
Learning Particle Physics by Example: Location-Aware Generative 
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LAGAN

• Generate: 
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20Timing

Generation Method Hardware Batch Size milliseconds/shower

GEANT4 CPU N/A 1772

1 13.1

10 5.11

128 2.19
CPU

1024 2.03

1 14.5

4 3.68

128 0.021

512 0.014

CALOGAN

GPU

1024 0.012

Table 2: Total expected time (in milliseconds) required to generate a single shower under

various algorithm-hardware combinations.
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GAN Problems
• Stability and convergence of learning

• Generator & Discriminator matching

• Vanishing gradient

• (use small momentum in training)

• Mode collapse

• Hard to interpret loss

• Not correlated to image quality

• Similar to issues with  adversarial training lilianweng 
Wasserstein GAN, M Arjovsky, S 
Chintala, L Bottou, 1701.07875

Will hear about 
GAN 

improvements in 
Friday



Problem Data Information

Weakly supervised
UnsupervisedTime series

High-level

Regular grid

Lorentz vectors

Classification
Regression

Generation

Supervised

Stability

Anomaly detection

Point cloud

Infrastructure: GPU computing & Software



Conclusions
• Deep learning and its applications to physics is a lively and 

exciting research area

• Images are a powerful tool to represent physics/detector 
information (although they are not perfect)

• Graph networks seem to be applicable to many different 
kinds of data

• Lots of progress in using networks for tasks beyond 
classification/regression

• WGANs are one option, but progress in many directions

• First steps towards asking qualitatively new kinds of 
questions
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Thank you!


