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Parallel Programming Models

* Programming models provide abstract machine models

* Models can be mapped on different types of systems

o\ e

’\;/
-

Shared Memory Model Distributed Memory Model Partitioned Global Address Space (PGAS)
SHMEM, DSM MPI (Message Passing Interface) Global Arrays, UPC, Chapel, X10, CAF, ...

Figure source: https://www.hpcadvisorycouncil.com/events/2012/Switzerland-Workshop/Presentations/Day_1/3_0SU.pdf
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Message Passing (MP) - model

« A process is (simplistically) a program counter and address space
- Processes may have multiple threads
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https://www.javamex.com/tutorials/threads/

« Interprocess communication:
- Movement of data from one process’s address space to another’s

 Synchronization
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Message Passing Interface (MPI)

- MPI = Standardized message passing library specification (IEEE)
for parallel computers, clusters and heterogeneous networks
. not a specific product
. with many implementations: OpenMPI, MPICH, LAM, IntelMPI, ...

« MPI specifies the API for message passing

- communication related routines

MPI Forum

- MPI allows the development of .
https://www.mpi-forum.org

- scalable
* portable

message passing programs.
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History

« Apr 1992: Workshop on Standards for Message Passing in a Distributed
Memory Environment, sponsored by the Center for Research on Parallel
Computing, Williamsburg, Virginia=> Preliminary draft proposal

« Nov 1992: Minneapolis. MPI draft proposal (MPI1) from ORNL presented.

« Nov 1993: Supercomputing 93 conference - draft MPI standard presented.

- May 1994: Final version of MPI-1.0 released

- MPI-1.1 (Jun 1995)

- MPI-1.2 (Jul 1997)

- MPI-1.3 (May 2008).

- 1998: MPI-2 picked up where the first MPI specification left off, and
addressed topics which went far beyond the MPI-1 specification.

- MPI-2.1 (Sep 2008)

- MPI-2.2 (Sep 2009)

- MPI-3.0 (Sep 2012)

« MPI-3.1 (Jun 2015)

- MPI-4
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POP - Performance Optimisation and Productivity
- A Centre of Excellence in HPC-

https://pop-coe.eu/blog/not-only-fortran-and-mpi-pops-view-of-hpc-software-in-europe (January 25, 2018)

over 150 investigations
of codes drawn from a
wide range of scientific
domains.

Types of parallelism used by the analysed codes.

* MPI is the most common form of parallelisation, with nearly 80% codes.
* Over a third of codes are hybrid (MPI+OpenMP).
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Closing a Gap between Big Data and Big Computing

Ecosystems™:
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MPI specification 1s both simple and complex

« Simple

+ Almost all MPI programs can be done using 6 MPI routines.
« Complex

« MPI has a total of more than 100 functions and a lot of concepts.
- Right size

« Offer opportunity for high level optimization -when it is required.

« One can start using it after learning the 6 routines.
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MPI execution model

 No shared memory. Using explicit communications whenever necessary.

- SPMD = Single Program Multiple Data

- The same program 1s executed by all the processes

- Separate (collaborative) processes are running all the time.

« MIMD - Multiple Instruction Multiple Data  could be easy simulated!!!
« MPMD - Multiple Programs Multiple Data
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The structure of an MPI program

Declarations, prototypes, efc.
Program Begins

Program Ends

CSC - Cluj-Napoca Sept. 2019

$ mpirun -np 16 a.out

9

The same a.out 1s executed on 16 processes

MPI Function Format ( C)

error = MPI Xxxxxx (parameter, ...);
MPI Xxxxxx( parameter, ... );
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Data and Work Distribution

- In order to intercommunicate mpi-processes need identifiers:
rank = identifying number

- all distribution decisions are based on the rank
« which process works on which data

rank=0 rank=1 rank=2 00000
data data data
Pl program program program

7 I \ N\

communication network
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Hello World

#include "mpi.h"

Compilation
#include <stdio.h> $ mpicc hello.c -o hello
int main( int argc, char ** argv ) Execution
{ $ mpirun -np 4 hello

int size, rank, rc;
rc = MPI Init( &argc, &argv );

MPI Comm size (MPI COMM WORLD, &size) ;
MPI Comm rank (MPI COMM WORLD, &rank) ;
printf( "Process %d / %d : Hello world\n", rank, size);

MPI Finalize()
return O;
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Hello World

#include "mpi.h"
#include <stdio.h> Compilation

$ mpicc hello.c -o hello
int main( int argc, char ** argv )

{

Execution

_ _ $ mpirun -np 4 hello
int size, rank, rc;

rc = MPI Init( &argc, &argv );
if (rc '= MPI SUCCESS) {

printf ("Error starting MPI program. Terminating.\n") ;
MPI Abort (MPI_COMM WORLD, rc);

}
MPI Comm size (MPI COMM WORLD, &size) ;
MPI Comm rank (MPI COMM WORLD, &rank) ;

printf( "Process %d / %d : Hello world\n", rank, size);

MPI Finalize()
return O;
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Communicators

- Communicator
- A parameter of most MPI functions
« A collection of processes working on some part of a parallel job.

 Processors within a communicator are assigned IDs from 0 to size-1.

- MPI_COMM_WORLD is automatically defined and includes all of the
processors in your job.

- Itis possible to create subsets of MPI_COMM_WORLD

=> new communicators

CSC - Cluj-Napoca Sept. 2019 MPI&OpenMP




MPI Data types

- Datatype handles are used to describe the type of the data in the
memory - why they are needed ? -> portability

- Predefined datatypes:
« MPL_FLOAT - C/C++ float
« MPI_DOUBLE - C/C++ double
« MPI INT - C/C++ integer
- Etc.

+ Derived datatypes:

 a contiguous array of datatypes

a strided block of datatypes

an indexed array of blocks of datatypes

an arbitrary structure of datatypes

There are MPI functions to construct custom datatypes, in particular ones for
subarrays
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Message passing

- Messages are packets of data moving between processes.

- Questions to be answered:
- To whom are the data sent?
- What is sent?
- How does the receiver identify the message?

Process O Process 1

Q —
sooee Send = Recv
il %

! < 8

Communication network
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Sending a Message (blocking send)

- int MPI Send(void *buf, int count, MPI Datatype datatype,
int dest, int tag, MPI_Comm comm)

- buf is the starting point of the message with count elements,
each described with datatype.

- dest is the rank of the destination process within the communicator comm.

- tag is an additional nonnegative integer information, additionally transferred
with the message. The tag is used to distinguish different messages.

When this function returns, the data has been delivered to the system
and the buffer referred by buf can be reused.
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Receiving a Message (blocking receive)

int MPI_Recv(void *buf, int count, MPI Datatype datatype,
int source, int tag, MPI Comm comm,
MPI Status *status)

buf/count/datatype describe the receive buffer.

Receiving the message sent by process with rank source in comm.
- MPI ANY SOURCE (a message from anyone)

tag is a tag to be matched on or MPI_ANY TAG

status contains further information (e.g. size of message, rank of the source)

Waits until a matching (both source and tag) message is received
from the system, and the buffer can be used.
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Requirements for Point-to-Point
Communications

-+ Sender must specify a valid destination rank.
- Receiver must specify a valid source rank.

- The communicator must be the same.

- Tags must match.

- Receiver’s buffer must be large enough.

- Message datatypes must match (at least for the predefined types).
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The Slmple MPI (six functions)

- The six functions that make most of programs work:
- MPI Init
- MPI Finalize
- MPI Comm size
- MPI Comm rank
- MPI Send
- MPI Recv

« Only MPI_Send and MPI_Recv are non-trivial.
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Example

PI approximation = / <

#define NUM_ITER 1000

//sequential computation

h =1.0 / (double) NUM_ITER;
sum = 0.0;
for (i=1;i <= NUML_ITER; i++) {
x =h *((double) i- 0.5);
sum +=4.0 / (1.0 + x*x);
}

my_pi = h * sum;

Cyclic distribution
[o] [o] [e] [o] [e] [o] [e] [¢] [e] [e]

rank 0
rank 1
rank 2
rank 3
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//parallel computation - MPI program
// - Init... Rank ... Size
h =1.0 /(double) NUM_ITER; sum =0.0;
for (i=rank +1;i<=NUM_ITER; i +=size) { //cyclic distribution
x =h * ((double)i - 0.5);
sum += 4.0 / (1.0 + x*x);
}
my_pi =h * sum;
if (rank ==0) {
for (i=1; i< size; i++) {
MPI_Recv(&tmp, 1, MPI_DOUBLE, i, 0, MPI_COMM_WORLD,
&status);
my_pi += tmp;
}
}

else
MPI_Send(&my_pi, 1, MPI_DOUBLE, 0, 0, MPI_COMM_WORLD);

//Finalize
23
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Collective Communication

Optimised Communication routines involving a group of processes

Collective action over a communicator, i.e. all processes must call the
collective routine.

Examples:
- Barrier synchronization
- Broadcast, Scatter, Gather
- Global sum, global maximum, etc.

All collective operations are blocking.
No tags.
Receive buffers must have exactly the same size as send buffers.
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Barrier Synchronization

int MPI Barrier (MPI_Comm comm)

Figure from: MPI course developed by Rolf Rabenseifner at the High-Performance Computing-Center Stuttgart (HLRS)
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Broadcast

int MPI Bcast(void *buf, int count, MPI Datatype datatype,
int root, MPI Comm comm)

* root process = the rank of the sending process
* must be given identically by all processes

Before hlely
Bcast

I root=1

After
Bcast
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Scatter

int MPI_ Scatter (void *sendbuf, int sendcount,
MPI Datatype sendtype, void *recvbuf,

int recvcount, MPI Datatype recvtype,

int root, MPI Comm comm)

the root process = the rank of the sending process

a|lblc|d|e
before
_ Scatter U
root=1 )
v
after
Scatter a|bjc|d|e

®» ® & @ €
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Gather

int MPI_ Gather (

void *sendbuf, int sendcount, MPI Datatype sendtype,
void *recvbuf, int recvcount, MPI Datatype recvtype,
int root, MPI Comm comm)

before b d |§|
gather
_—
root=1 1
‘ ==
after EI \/‘ 2 y c EI EI
gather a|blc|d|e

the root process = the rank of the receiving process
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Global Reduction Operations

d,od;0d,0d;0..0d,,0d,,

- d; =datain processranki
- single variable, or
* vector
- 0 = associative operation
- Examples:

+ global sum or product
+ global maximum or minimum
- global user-defined operation

CSC - Cluj-Napoca Sept. 2019

Predefined Operations

MPI Name Function
MPI_MAX Maximum
MPI_MIN Minimum
MPI_SUM Sum
MPI_PROD Product
MPI_LAND Logical AND
MPI_BAND Bitwise AND
MPI_LOR Logical OR
MPI_BOR Bitwise OR
MPI_LXOR Logical exclusive OR
MPI_BXOR Bitwise exclusive OR
MPI_MAXLOC | Maximum & location
MPI_MINLOC Minimum & location

MPI&OpenMP
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MPI _Reduce

MPI_Reduce (smy pi, &pi, 1, MPI DOUBLE, MPI SUM, 0, MPI COMM WORLD) ;

Instead of

if (rank == 0) {
for (i=1; 1< size; 1i++) |
MPI Recv (&tmp, 1, MPI DOUBLE, i, 0, MPI COMM WORLD, &status);
my pi += tmp;

}

else

MPI_Send (&my pi, 1, MPI DOUBLE, 0, 0, MPI COMM WORLD) ;
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many other functions...

non blocking send and receive!!!
sub-comunicators

safe parallel /0 operations
« one-sided operations (put/get)
- dynamic process management

non-blocking collective
MPI interaction with threads

More information on: http://www.mpi-forum.org
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Improve performance =>
MPI + Multithreading

- Pure distributed memory architectures vs hybrid

C

* Each MPI process could use multiple threads
in order to compute its tasks

SMP Node 0 SMP Node 1 SMP Node 2
MPI1 0 MPI 1 MPI 2
CPUO  CPU1  CPU2 CPUO  CPU1  CPU2 CPUO  CPU1  CPU2
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OpenMP

- A very simple alternative for define multithreading programs.

- De-facto standard Application Programming Interface (API) to write
shared memory parallel applications in C, C++, and Fortran.

« Consists of

- Compiler Directives, * From GCC 6.1, OpenMP 4.5 is fully supported
for C and C++.
* Compile with -fopenmp to enable OpenMP.

- Runtime routines and
- Environment variables

- OpenMP is ideally suited for multicore architectures.

- Specification maintained by the OpenMP Architecture Review Board
(http://www.openmp.org)
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The OpenMP Execution Model

Parallel
region

Parallel
region

Fork and Join
Model

Master
Thread

Worker
Threads

Synchronization

Worker
Threads

Synchronization

Figure source: Tutorial IWOMP 2011 - An Overview of OpenMP - Ruud van der Pas
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“Hello World1” Example

$ gcc -0 omp_helloc -fopenmp

#include “omp.h” omp_hello.c

#include <stdio.h> $ export OMP_NUM_THREADS=2
$ ./omp_helloc

int main(int argc, char *argv[]) { Hello World!
Hello World!

#pragma omp parallel

{
printf ("Hello World'\n"); ‘—\\\\5_; ‘N:::::>

} // End of parallel region

\
return (0) ;
}
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Setting the Number of Threads

- using the environment variable OMP_NUM_THREADS
- using the omp_set_num_threads() routine

- using num_threads clause in #pragma omp parallel
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Some OpenMP constructs

Parallel for

#pragma omp parallel shared(n,x,y) private(i)

{
#pragma omp for
for (i=0; i<n; i++)
x[1] += yI[i]:;
} /*-- End of parallel region --*/

The iterations are

split between threads

Parallel Sections

#pragma omp parallel num threads(2)
{
#fpragma omp sections
{
#pragma omp section
{ functionl(); }
#pragma omp section
{ function2(); }

The two functions are

executed in parallel
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some runtime
routines

other constructs

#pragma omp barrier * omp_set_num_threads
* omp_get_num_threads

#pragma omp single * omp_get_thread_num

#pragma omp master « omp._init_lock

* omp_destroy_lock
#pragma omp critical * omp_set_lock
 omp_unset_lock

#pragma omp task
#pragma omp taskwait
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Computing Pl -> MPI+ OpenMP

#include "mpi.h”
#include “omp.h”

int main( int argc, char ** argv ) {

int size, rank, rc; $mpicc —openmp pi_c -0 pi

MPI Init( &argc, &argv );
MPI Comm size (MPI COMM WORLD, &size) ;
MPI Comm rank (MPT COMM WORLD, &rank)
h = 1.0 / (double) NUM ITER; sum = 0.0;

#pragma omp parallel for private (i) shared(sum, a) reduction (+: sum)

{
for (i = rank +1 ; 1 <= NUM ITER; 1 += size) {
Xx = h * ((double)i - 0.5);
sum += 4.0 / (1.0 + x*x);

}

my pi = h * sum;

MPI Reduce(&my pi, &pi, 1, MPI_DOUBLE, MPI SUM, 0, MPI_COMM WORLD) ;
}
MPI Finalize();
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OpenMP - advantages

- Simple programming
- Data decomposition and communication handled by compiler directives

Requires little programming effort
- No major overwrite of the serial code

Allows the program to be parallelized incrementally

Portability

Performance
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MPI - advantages

Universality :

- MPI model fits well on the hardware of most of today’ s parallel
supercomputers as well as network of workstations.

- Matches slow/ fast network of separate processors but it could be also used
on many/multi-core machines.

Expressivity :
- MPI is accepted as a useful and complete model to express parallel
algorithms.

- Provides a very good control over the operations.
Performance
+ Allows real parallel programming.
- Allows good scalability.
 Could be combined with multithreading in order to improve performance.

Portability

- The MPI specification was designed such that to write portable message
passing programs while avoiding unacceptable performance degradation.
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MPI + OpenMP - advantages

- Avoid additional communication within the MPI node.
- OpenMP introduces fine-granularity.

- If the problem is suitable, the hybrid approach can have better
performance than pure MPI or OpenMP codes.

« MPI+OpenMP hybrid paradigm is the trend for clusters with SMP
architecture.

Still:
« The two-level parallelism could introduce other problems ...
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Resources

- MPI course by Rolf Rabenseifner at the High-Performance Computing-
Center Stuttgart (HLRS), University of Stuttgart in collaboration with the
EPCC Training and Education Centre, Edinburgh Parallel Computing
Centre, University of Edinburgh.

- MPI: Overview, Performance Optimizations and Tuning. By
Dhabaleswar K. (DK) Panda. A Tutorial at HPC Advisory Council
Conference, Lugano 2012

- Hybrid programming MPI-OpenMPby Gabriele Fatigati
Supercomputing Group (PRACE)

« Tutorial IWOMP 2011 - An Overview of OpenMP by Ruud van der Pas
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