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Welcome to UZH!

We are here!

Cafeteria
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Today: 

Morning session (09:30-12.15):  
HLS4ML 
Firmware implementation  
 
Coffee break at 10:30  
 
Afternoon session (14:00-16:30):  
 
Optimising FPGA design: quantisation, 
parallelisation and model compression 
 
Coffee break at 15:30

Program
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Physik - Institut

How to do ultrafast 
Deep Neural Network 
inference on FPGAs

6. February 2019  
Physik Institut - Universität Zürich

A key component in autonomous vehicle 
and low-latency triggering systems, learn 
how FPGAs do real-time DNN inference in 
this hands-on course. Topics include:  

- Model compression and quantization 
- High-level synthesis 
- Firmware implementation 
- Model acceleration on cloud FPGAs

Lecturers:  
Dr. Jennifer Ngadiuba (CERN) 
Dr. Dylan Rankin (MIT) 

Registration and further info at  
indico.cern.ch/e/FPGA4HEP 

Organizers: 
Thea Årrestad (UZH)  
Jennifer Ngadiuba (CERN) 
Dylan Rankin (MIT)  
Maurizio Pierini (CERN) 
Ben Kilminster (UZH) 
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Who are you? 
~35% PhDs, ~20% postdocs, ~15% professors,  

10% research associates, 10% industry, 10% engineers
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Gabriel (Indiana): ATLAS jet trigger

Kim (Lulea): Trigger for vertexing

Andrea (CEA): Read-out for x-ray radiation sensors

Lukas (ETH): Tracking for DUNE

Rene(EPFL) & Mitra (IBM): FPGA inference on embedded systems

Stefano (Milan): HEP theory! Fast PDF convolutions and R-T Boltzmann Machine implementations

Leonardo (Bari): Job routing for GRID access

Pieter (Imperial): HGCAL trigger

Tommaso (Bologna) & Sebastian (AT) & Lukasz (Bristol) & Ben (Pittsburgh) &Stefano++(Sapienza):  
L0/L1 trigger 

Lars: Trigger for anti-matter experiment

Alexey & Lukasz (Daedalean), Harleen (ETH): Autonomous flying

Jeremiah (Google): Accelerators beyond GPU/TPU

Gian (CERN): Online event reconstruction for ALICE 

Wolfgang (AT): Smart triggers for CMS!

Thomas (Imperial) & Wendi (BE) & Gabriel (UC London) & Loriano (Perugia) & Riccardo (Bologna):  
 Track triggers, fast track fitting at L0/L1

Prasenjit(UZH): Application for astronomical datasets

Balint(ETH): Dark Matter online pulse shape discrimination

Valentin (Cornell): CMS MLaaS 
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Lecturers
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Vladimir Loncar 

Research associate at 
Scientific Computing Laboratory,  

Institute of Physics Belgrade 
 

vladimir.loncar@cern.ch 

Jennifer Ngadiuba  

Postdoc/Fellow  
at CERN, Geneva 

 
jennifer.ngadiuba@cern.ch  

Dylan Rankin  

Postdoc/Research associate  
at MIT, Boston 

 
dylan.sheldon.rankin@cern.ch  

mailto:vladimir.loncar@cern.ch
mailto:jennifer.ngadiuba@cern.ch
mailto:jennifer.ngadiuba@cern.ch


All exercises will be on the Amazon Cloud 

- Morning: CPU (t2.2xlarge) Afternoon:  FPGA machines (f1.2xlarge) 

Go to this spreadsheet*  ( indico.cern.ch/e/FPGA4HEP → Connecting to the cloud ) 

- put your name down next to one of the CPU/FPGA instances. 

Download the key FPGA4HEP.pem and set permissions 

- chmod 700 FPGA4HEP.pem

Log in to the machine image 

- CPU:                  ssh -i "FPGA4HEP.pem" centos@your-IP.eu-west-1.compute.amazonaws.com  
Mount storage: sudo mount /dev/xvdf fpga4hep/

- FPGA exercise: ssh -i "FPGA4HEP.pem" centos@your-IP.eu-west-1.compute.amazonaws.com

Connecting to the cloud

https://docs.google.com/spreadsheets/d/1_OWrsM4W3hdISK87-XXXUu7NaOZHB-MXWwZpxz1-Hrg/edit#gid=0
http://indico.cern.ch/e/FPGA4HEP

