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WeinvestigateparticlereconstructionusingDeepLearning,basedonadatasetconsistingofsingle-

particleenergyshowersinahighly-granularLinearColliderDetectorcalorimeterwitharegular3D

arrayofcells.Weperformenergyregressiononphotons,electrons,neutralandchargedpions,and

discusstheperformanceofourmodelineachparticledataset.

I.INTRODUCTION

OnethegreatestchallengesattheLHCat
CERNistocollectandanalysedatae�ciently.
Sophisticatedmachinelearningmethodshave
beenresearchedtotacklethisproblem,suchas
boosteddecisiontreesanddeeplearning.In
thisproject,weareusingdeepneuralnetworks
(DNN)[1][2]torecognizeimagesoriginatedby
thecollisionsintheLinearColliderDetector
(LCD)calorimeter[3][4],designedtooperate
attheCompactLinearCollider(CLIC).

Preliminarystudieshaveexploredthepossi-
bilityofreconstructingparticlesfromcalorimet-
ricdepositsusingimagerecognitiontechniques
basedonconvolutionalneuralnetworks,using
adatasetofsimulatedhitsofindividualpar-
ticlesontheLCDsurface.Thedatasetcon-
sistsofcalorimetricshowersproducedbysin-
gleparticles(pions,electronsorphotons)hit-
tingthesurfaceofanelectromagneticcalorime-
ter(ECAL)andeventuallyshoweringwithin
ahadroniccalorimeter(HCAL).Thisproject
aimedatreconstructingtheenergyofparticles
throughregression.

Thecodeusedfordefiningthemod-
elsandtrainingtheDNNsishostedat
https://github.com/vitoriapacela/NotebooksLCD,
andanalysistoolsarehostedat
https://github.com/vitoriapacela/RegressionLCD.

⇤vitoria.barinpacela@helsinki.fi

FIG.1.Visualizationofthedata.Chargedpion

eventdisplayedintheECALandHCAL.Everyhit

isshowninitsrespectivecellineachofthecalorime-

ters.Warmercolors(likeorangeandpink)repre-

senthigherenergies,as420GeV,whereascolder

colors,likeblue,representlowerenergies,as50

GeV.[5]

II.METHODS

Thedatasetsweresimulatedascloseaspos-
sibletorealcollisiondata,usingapreliminary
versionoftheCLICdetectordesign,imple-
mentedintheDDhepsoftwareframework[3].
Theyconsistof3Darraysrepresentingenergy
valuesinthecellsoftheECALandHCAL,and
thetrueenergyoftheparticle.TheECALdata
arrayshaveshape25x25x25,whereasthe
HCALdataarrayshaveshape4x4x60.Events
areofdiscrete,integer-valuedenergiesoverthe
range10-510GeV,andfixeddirection,sothat
theyimpactthecenterofthecalorimeterbar-
rel,withanimpactangleof90�.Thedatasets
foreachparticlearestoredintheHierarchical
DataFormat(HDF5)[6],whichisdesignedto
storeandorganizelargeamountsofdata.Each
HDF5filecontains10000events,andthereare

Which Particle?
Which Energy?

Which Direction?

๏ Physicist use complex (and often slow) algorithms for data analysis  

๏ physics + intuition + computing 

๏ Online, coarser/faster versions of these algorithms have to be used, to to 
latency constraints 

๏ As an alternative, we could use Deep Learning to learn the relation 
between input and output, and bypass the slow algorithm



๏ Object identification 
with  Convolutional 
Neural Networks is one 
of the biggest 
successes of Deep 
Learning 

๏ The same technique, 
applied to neutrino 
physics, showed big 
improvements over 
traditional techniques 

๏ The same can be done 
with any regular-
geometry detector

Example: particles as images
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Method

Transfer Learning from pretrained object detector model (RCNN)

Detectron Framework (FacebookAI) Unosat Adapted model

Retrain &
encode point data 

cleverly

Aurisano et al., https://arxiv.org/abs/1604.01444

https://arxiv.org/abs/1604.01444


๏ Next generation digital 
calorimeters: 3D arrays 
of sensors with more 
regular geometry 

๏ Ideal configuration to 
apply Convolutional 
Neural Network 

๏ speed up reconstruction 
at similar performances 

๏ and possibly improve 
performances 

๏ Also gives a faster 
approach to simulation 
(GAN models). Not the 
topic of this talk. 

A faster approach to Calorimeters
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Vitoria Barin Pacela,⇤ Jean-Roch Vlimant, Maurizio Pierini, and Maria Spiropulu
California Institute of Technology and
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We investigate particle reconstruction using Deep Learning, based on a dataset consisting of single-

particle energy showers in a highly-granular Linear Collider Detector calorimeter with a regular 3D

array of cells. We perform energy regression on photons, electrons, neutral and charged pions, and

discuss the performance of our model in each particle dataset.

I. INTRODUCTION

One the greatest challenges at the LHC at
CERN is to collect and analyse data e�ciently.
Sophisticated machine learning methods have
been researched to tackle this problem, such as
boosted decision trees and deep learning. In
this project, we are using deep neural networks
(DNN) [1] [2] to recognize images originated by
the collisions in the Linear Collider Detector
(LCD) calorimeter [3] [4], designed to operate
at the Compact Linear Collider (CLIC).

Preliminary studies have explored the possi-
bility of reconstructing particles from calorimet-
ric deposits using image recognition techniques
based on convolutional neural networks, using
a dataset of simulated hits of individual par-
ticles on the LCD surface. The dataset con-
sists of calorimetric showers produced by sin-
gle particles (pions, electrons or photons) hit-
ting the surface of an electromagnetic calorime-
ter (ECAL) and eventually showering within
a hadronic calorimeter (HCAL). This project
aimed at reconstructing the energy of particles
through regression.

The code used for defining the mod-
els and training the DNNs is hosted at
https://github.com/vitoriapacela/NotebooksLCD,
and analysis tools are hosted at
https://github.com/vitoriapacela/RegressionLCD.

⇤ vitoria.barinpacela@helsinki.fi

FIG. 1. Visualization of the data. Charged pion

event displayed in the ECAL and HCAL. Every hit

is shown in its respective cell in each of the calorime-

ters. Warmer colors (like orange and pink) repre-

sent higher energies, as 420 GeV, whereas colder

colors, like blue, represent lower energies, as 50

GeV.[5]

II. METHODS

The datasets were simulated as close as pos-
sible to real collision data, using a preliminary
version of the CLIC detector design, imple-
mented in the DDhep software framework [3].
They consist of 3D arrays representing energy
values in the cells of the ECAL and HCAL, and
the true energy of the particle. The ECAL data
arrays have shape 25 x 25 x 25, whereas the
HCAL data arrays have shape 4 x 4 x 60. Events
are of discrete, integer-valued energies over the
range 10-510 GeV, and fixed direction, so that
they impact the center of the calorimeter bar-
rel, with an impact angle of 90�. The datasets
for each particle are stored in the Hierarchical
Data Format (HDF5) [6], which is designed to
store and organize large amounts of data. Each
HDF5 file contains 10 000 events, and there are
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Abstract

We present studies of the application of Deep Neural Networks and Convolutional
Neural Networks for the classification, energy regression, and simulation of parti-
cles produced in high-energy particle collisions.We train cell-based Neural Nets
that provide significant improvement in performance for particle classification and
energy regression compared to feature-based Neural Nets and Boosted Decision
Trees, and Generative Adversarial Networks that provide reasonable modeling of
several but not all shower features.

1 Overview

In High Energy Physics (HEP) experiments, detectors serve as cameras that take pictures of the
products of particle collisions. One of the key components of such detectors are calorimeters that
image the energy depositions of the showers of secondary particles produced by high energy particles
from these collisions interacting with dense detector material. The resulting patterns of depositions,
which are characteristic of the particle type, are observed in "cells" analogous to voxels (possibly with
irregular shapes) in three-dimensional (3D) images. Physicists, as a first step towards discovering or
studying interesting phenomena or new particles, typically use features extracted by sophisticated
reconstruction algorithms to identify the type and estimate the energy of particles in large samples of
collision events. Machine Learning (ML) techniques are well suited for such tasks, and indeed ML
has long played an essential role in HEP, including the 2012 Nobel Prize-winning discovery of the
Higgs boson [1, 2] at the ATLAS [3] and CMS [4] experiments at the Large Hadron Collider (LHC).

In the next decade, the High Luminosity Large Hadron Collider (HL-LHC) upgrade of the current
LHC will enhance the sensitivity to new physics by increasing the proton-proton collision rate. In
addition, many next generation detectors, such as the sampling calorimeters proposed for the ILC [5]
and CLIC [6], will improve the ability to identify and characterize particles produced in collisions
using highly granular 3D arrays of pixels. These upgrades and future accelerators will lead to higher
data volumes and a variety of technological challenges, e.g. real-time particle reconstruction and
fast detector simulation. In addition, physics measurements typically require extremely detailed and
precise simulation, relying on the well understood micro-physics governing the interaction of particles
with matter coded into software packages, the most notable being Geant4 [7]. These simulations are
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Figure 2: Energy resolution for
photons, electrons, neutral and
charged pions compared for the
CNN vs. linear model.

Simple Linear Model
Particle Type a b c

Photons 55.5 1.85 1245
Electrons 42.3 1.51 1037

Neutral pions 55.3 1.71 1222
Charged pions 442 25 11706

CNN Model
Particle Type a b c

Photons 18.3 0.75 131
Electrons 18.7 0.574 111

Neutral pions 19.3 0.45 231
Charged pions 114 1.02 893

Table 2: Calorimeter resolution parameters from
equation �(�E)

Etrue
= ap

Etrue
� b � c

Etrue
for the reso-

lution curves in Fig. 2.

better performance from the DNN as compared to the simple model, with resolution enhancement of
a factor of 3.5–7 at low energies and 2–4 at high energies, for all four particle types.

4 Generative Model: Particle Simulation

We use the sample of ECAL 3D energy arrays to demonstrate the ability to simulate particles at given
energies using GANs, as a proof of concept for a much larger plan to integrate a generic deep-learning
tool for fast simulation into the GeantV detector simulation library [19].

Both the GAN generator and discriminator models consist of four 3D convolution layers with leaky
ReLU activation functions. The number and sizes of filters were tuned to optimize the description of
the transverse and longitudinal shower shapes. The discriminator models take the calorimeter image
as input and produce two outputs: classification of the images as real or generated and regression
of the energy, in the manner described in the previous section. The generator takes as input the
desired particle energy and a latent noise vector initialized to a uniform probability distribution, and
outputs a 25⇥ 25⇥ 25 ECAL image. The results of GAN-simulated particles are shown in Fig 3, in
comparison with the particles generated via GEANT4 [7]. The GAN provides reasonable modeling
of the longitudinal shower width but further tuning is required to model the transverse shower width.

5 Conclusion and Future Work

This paper shows how deep learning techniques could outperform traditional and resource-consuming
techniques in tasks typical of physics experiments at particle colliders, such as particle identification,
energy measurement, and detector simulation. To continue this work, we will push forward particle
classification and energy regression into new areas, using multi-particle events with overlapping

Figure 3: Comparison of (left) transverse shower width and (right) longitudinal shower width for
GAN vs. Geant simulation of electrons with energies of 200-300 GeV.
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๏ Next generation 
digital calorimeters: 
3D arrays of sensors 
with more regular 
geometry 

๏ Ideal configuration to 
apply Convolutional 
Neural Network 

๏ speed up 
reconstruction at 
similar performances 

๏ and possibly improve 
performances

A faster approach to Reconstruction
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Figure 1: Signal vs. background efficiency ROC curves for the (left) � vs. ⇡0 and (right) e vs. ⇡
classifier. The red dots mark the chosen BDT working point.

1000 model BDT hyperparameter scan yielded best performance with 400 estimators, maximum
depth of 5, and learning rate of 0.5.

The features we computed are commonly used in calorimetry to characterize the particle shower
shape and energy deposit. These features are: total energy deposited in ECAL, total number of hits
in ECAL, the ratio of energy in ECAL first layer over energy in second layer, the ratio of energy in
ECAL first layer over all ECAL energy, second through sixth moments in the detector local x, y, and
z of ECAL energy deposits, all equivalent features for HCAL, ratio of HCAL to ECAL energy, and
ratio of number of hits in HCAL to ECAL. In our studies, we found that the most powerful features
are the second x and y moments that measure the lateral shower width.

� vs. ⇡0 e vs. ⇡
Model acc. AUC �✏sig �Rbkg acc. AUC �✏sig �Rbkg

BDT 83.1% 89.8% - - 93.8% 98.0% - -
DNN (features) 82.8% 90.2% 0.9% 0.95 93.6% 98.0% -0.1% 0.95
DNN (cells) 87.2% 93.5% 9.4% 1.63 99.4% 99.9% 4.9% 151

Table 1: Performance parameters for BDT and DNN classifiers.

Figure 1 shows the ROC curves for the three classifiers and Table 1 quantifies the performance.
The areas under curve (AUC) and accuracies (acc.) for the cell-based DNNs are significantly
better than the feature-based DNNs and BDTs, which have similar performance. We also quantify
the achievable improvements in signal and background efficiency from the DNNs with respect
to the chosen “working point” on the BDT ROC curve indicated in Figure 1. For the � vs. ⇡0

(e vs. ⇡±) classifier, the cell-based DNN may be used to either increase the signal efficiency by
�✏sig = ✏DNN

sig � ✏BDT
sig = 9.4% (4.9%) for fixed background efficiency, or decrease the background

efficiency by a factor �Rbkg = ✏BDT
bkg /✏DNN

bkg = 1.6 (151) for fixed signal efficiency.

3 Regression: Energy Reconstruction

We trained a separate dedicated DNN to estimate particle energies from their calorimeter deposits.
This DNN is composed of two CNNs for ECAL and HCAL, followed by a flattening and concatenation
layer, with a final densely connected layer. The ECAL branch uses a 3-feature convolutional layer
with a 4⇥ 4⇥ 4 window and stride of 1 in each direction, followed by a 2⇥ 2⇥ 2 max pooling layer
with a stride of 2. The HCAL branch has a 10-feature layer with a 2⇥ 2⇥ 6 window and stride of 1,
followed by a 2⇥ 2⇥ 2 max pooling layer with a stride of 2. All convolutional layers have ReLU
activation. The output of both branches are linearized and merged, followed by a fully connected
layer with 1000 neurons. The final neuron has a linear activation function and the mean-squared error
(MSE) is used as the loss function. The data sample was split into 40,000 events for training, 10,000
events for validation, and 30,000 events for testing.

As a baseline measure of the energy, we use a simple bi-linear regression of the summed energy in
ECAL and HCAL to the true energy. Figure 2 compares the energy dependence of the calorimeter
resolution for each particle type and for both the neural net and the simple linear regression models.
Table 2 quantifies the results by fitting this dependence to the expected form. We observe significantly
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Figure 2: Energy resolution for
photons, electrons, neutral and
charged pions compared for the
CNN vs. linear model.

Simple Linear Model
Particle Type a b c

Photons 55.5 1.85 1245
Electrons 42.3 1.51 1037

Neutral pions 55.3 1.71 1222
Charged pions 442 25 11706

CNN Model
Particle Type a b c

Photons 18.3 0.75 131
Electrons 18.7 0.574 111

Neutral pions 19.3 0.45 231
Charged pions 114 1.02 893

Table 2: Calorimeter resolution parameters from
equation �(�E)
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for the reso-

lution curves in Fig. 2.

better performance from the DNN as compared to the simple model, with resolution enhancement of
a factor of 3.5–7 at low energies and 2–4 at high energies, for all four particle types.

4 Generative Model: Particle Simulation

We use the sample of ECAL 3D energy arrays to demonstrate the ability to simulate particles at given
energies using GANs, as a proof of concept for a much larger plan to integrate a generic deep-learning
tool for fast simulation into the GeantV detector simulation library [19].

Both the GAN generator and discriminator models consist of four 3D convolution layers with leaky
ReLU activation functions. The number and sizes of filters were tuned to optimize the description of
the transverse and longitudinal shower shapes. The discriminator models take the calorimeter image
as input and produce two outputs: classification of the images as real or generated and regression
of the energy, in the manner described in the previous section. The generator takes as input the
desired particle energy and a latent noise vector initialized to a uniform probability distribution, and
outputs a 25⇥ 25⇥ 25 ECAL image. The results of GAN-simulated particles are shown in Fig 3, in
comparison with the particles generated via GEANT4 [7]. The GAN provides reasonable modeling
of the longitudinal shower width but further tuning is required to model the transverse shower width.

5 Conclusion and Future Work

This paper shows how deep learning techniques could outperform traditional and resource-consuming
techniques in tasks typical of physics experiments at particle colliders, such as particle identification,
energy measurement, and detector simulation. To continue this work, we will push forward particle
classification and energy regression into new areas, using multi-particle events with overlapping

Figure 3: Comparison of (left) transverse shower width and (right) longitudinal shower width for
GAN vs. Geant simulation of electrons with energies of 200-300 GeV.
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๏ Unfortunately, collider 
detectors are usually very 
irregular. Forcing their data 
to a regular array might cost 
Information loss 

๏ Our data are a sparse 
ensemble of dots (detector 
hits) 

๏ each hit represented as 
coordinates + energy 

๏ no assumption on the 
underlying geometry 

๏ Can be processed with graph 
networks

Irregular geometry
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4 S.R. Qasim et al.: Distance-weighted graph networks for irregular particle-detector geometries
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Fig. 1: Pictorial representation of the data flow across the GarNet and the GravNet layers. (a) The input features
FIN of each vi 2 V are processed by a dense neural network with two output arrays: a set of learned features FLR and
spatial information S in some learned representation space. (b) In the case of the GravNet layer, the S quantities
are interpreted as the coordinates of the vertices in some abstract space. The graph is built in this space, connecting
each vi to its N closest neighbors (N=4 in the figure), using the euclidean distance dij between the vertices to rank
the neighbors. (c) In the case of the GarNet layer, the S quantities are interpreted as the distances between the
vertices and a set of S aggregators in some abstract space. The graph is then built connecting each vi vertex to each
aj aggregator, and the S quantities are the dij euclidean distances. (d) Once the graph structure is established, the f i

j

features of the vj vertices connected to a given vertex or aggregator vk are converted into the f̃ i
jk quantities, through

a potential (function of djk). The corresponding information is then gathered across the graph and turned into a new
feature f̃ i

k of vk (e.g. summing over the edges, or taking the maximum). (e) For each choice of gathering function, a new
set of features f̃ i

k 2 F̃LR is generated. The F̃LR vector is concatenated to the initial FIN vector. The resulting feature
vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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Layer Cells (x > 0, y > 0) Cells elsewhere
0 64 48
1 64 108
2–3 100 192
4–7 64 108
8–11 64 48
12–13 16 12
14–19 4 3

Table 1: Number of cells in the finely segmented quadrant
and the rest of the layer, for the benchmark calorimeter
geometry described in the text.

ture vector given as input to the graph models (see Sec-
tion 3). Each example consists of the result of two over-
lapping showers. Cell by cell, the energy of two showers is
summed and the fraction belonging to each of the showers
in each cell is defined as the ground truth. In addition,
the position of the largest energy deposit per shower is
recorded. If this position is the same for the two overlap-
ping showers, they are considered not separable and the
event is discarded. This applies to about 5% of the events.

In total 16 000 000 events are generated. Out of these,
100 000 are used for validation and 250 000 for testing. The
rest is used for training.

5 Clustering metrics

To identify individual showers and use their properties,
e.g. for a subsequent particle identification task, the en-
ergy deposits should be clustered so that overlapping parts
are identified without removing important parts of the
original shower. Therefore, the clustering algorithms should
predict the energy fraction of each sensor belonging to
each shower. Lower energy deposits are slightly less im-
portant. These considerations define the loss function:

L =
X

k

P
i

p
Eitik(pik � tik)2P

i

p
Eitik

, (2)

where pik and tik are the predicted and true energy frac-
tions in sensor i and shower k. These are weighted by the
square root of Eiti, which is the total energy deposit in
sensor i belonging to shower k, to introduce a mild energy
scaling within each shower.

In addition, in each event we randomly label one of
the showers as the test shower and the other as the noise
shower, and define the clustering energy response Rk of
shower k (k = test, noise) as:

Rk =

P
i EipikP
i Eitik

(3)

6 Models

The models need to incorporate neural network layers to
identify localized structures as well as to perform informa-
tion exchange globally between the sensors. This can be

achieved either by multiple message passing iterations be-
tween neighbouring sensors or a direct global information
exchange. Here, we employ a combination of both. The
input to all models is an array of sensors, each holding
its recorded energy deposits, global position coordinates,
sensor size, and layer number. We compare three di↵erent
graph-network approaches to a CNN based approach (Bin-
ning), presented as a baseline. Each model is designed to
contain approximately 100 000 free parameters. The model
structure is as follows:

– Binning: a regular grid of 20 ⇥ 20 ⇥ 20 pixels is im-
posed on the irregular geometry. Each pixel contains
the information of at most one sensor6. The informa-
tion is concatenated to the mean of these features in
all pixels, pre-processed by one 1 ⇥ 1 ⇥ 1 CNN layer
with 20 nodes, and then fed through eight blocks of
CNN layers. Each block consists of a CNN layer with
a kernel of 7⇥7⇥1 followed by a layer with a kernel of
1⇥1⇥3, each containing 14 filters. The output of each
block is passed to the next block and simultaneously
added to a list of all block outputs. All CNN layers
employ tanh activation functions. Finally, the full list
of block outputs per pixel is reshaped to represent the
vertices of the graph and fed through a dense layer
with 128 nodes and ReLU activation. Di↵erent CNN
models have also been tested and showed similar or
worse performance.

– DGCNN model: adapting the model proposed in
Ref [42] to our problem, the sensor features are inter-
preted as positions of points in a 16-dimensional space
and fed through one global space transformation fol-
lowed by four blocks comprising one EdgeConv layer.
Our EdgeConv layer has a similar configuration as in
Ref. [42], with 40 neighbouring vertices and three in-
ternal dense layers with ReLu activation acting on the
edges with 64 nodes each. The output of the Edge-
Conv layer is concatenated with its mean over all ver-
tices and fed to one dense layer with 64 nodes and
ReLu activation which concludes the block. The out-
put of each block is passed to the next block and si-
multaneously added to a list of all block outputs per
vertex together with the mean over vertices. This list
is finally fed to a dense layer with 32 nodes and ReLU
activation.

– GravNet model: the model consists of four blocks.
Each block starts with concatenating the mean of the
vertex features to the vertex features, three dense lay-
ers with 64 nodes and tanh activation, and one Grav-
Net layer with S = 4 coordinate dimensions, FLR =
22 features to propagate, and FOUT = 48 output nodes
per vertex. For each vertex, 40 neighbours are consid-
ered. The output of each block is passed as input to the
next block and added to a list containing the output
of all blocks. This determines the full vector of vertex
features passed to a final dense layer with 128 nodes
and ReLU activation.

6 Alternative configurations with more than one sensor per
pixel were also investigated and showed similar performance.



๏ The EdgeConv is a generalization of the ConvNN to an irregular set of inputs 

๏ It starts from a graph connecting each point to its k nearest neighbours  

๏ A trainable DNN is used to learn the optimal message function 

๏ CONS: usually larger resource demand (memory & number of operations)

EdgeConv

7 https://arxiv.org/abs/1801.07829Figure 2. Left: An example of computing an edge feature, eij , from a point pair, xi and xj . In this example, h⇥() is instantiated using
a fully connected layer, and the learnable parameters are its associated weights and bias. Right: Visualize the EdgeConv operation. The
output of EdgeConv is calculated by aggregating the edge features associated with all the edges emanating from each connected vertex.

2. Related Work
Hand-Crafted Features Various tasks in geometric data
processing and analysis — including segmentation, clas-
sification, and matching — require some notion of local
similarity between shapes. Traditionally, this similarity is
established by constructing feature descriptors that capture
local geometric structure. Countless papers in computer vi-
sion and graphics propose local feature descriptors for point
clouds suitable for different problems and data structures. A
comprehensive overview of hand-designed point features is
out of the scope of this paper, but we refer the reader to
[51, 15, 4] for comprehensive discussion.

Broadly speaking, one can distinguish between extrin-
sic and intrinsic descriptors. Extrinsic descriptors usually
are derived from the coordinates of the shape in 3D space
and includes classical methods like shape context [3], spin
images [17], integral features [27], distance-based descrip-
tors [24], point feature histograms [39, 38], and normal his-
tograms [50], to name a few. Intrinsic descriptors treat the
3D shape as a manifold whose metric structure is discretized
as a mesh or graph; quantities expressed in terms of the met-
ric are by definition intrinsic and invariant to isometric de-
formation. Representatives of this class include spectral de-
scriptors such as global point signatures [37], the heat and
wave kernel signatures [48, 2], and variants [8]. Most re-
cently, several approaches wrap machine learning schemes
around standard descriptors [15, 42].

Learned Features. In computer vision, approaches rely-
ing on ‘hand-crafted’ features have reached a plateau in per-
formance on challenging image analysis problems like im-
age recognition. A breakthrough came with the use of con-
volutional neural networks (CNNs) [22, 21], leading to an
overwhelming trend to abandon hand-crafted features in fa-
vor of models that learn task-specific features from data.

A basic CNN architecture is the deep neural network,
which interleaves convolutional and pooling layers to ag-
gregate local information in images. This success of deep
learning for images suggests the value of adapting related

insight to geometric data like point clouds. Unlike images,
however, geometric data usually are not on an underlying
grid, requiring new definitions for building blocks like con-
volution and pooling.

Existing 3D deep learning methods can be split into
two classes. View-based and volumetric representations
exemplify techniques that try to “place” geometric data
onto a grid and apply existing deep learning algorithms
to the adapted structure. Other methods replace the stan-
dard building blocks of deep neural architectures with spe-
cial operations suitable for unstructured geometric data
[29, 6, 31, 34, 36]. We provide details about the closest
techniques to ours below.

View-based Methods View-based techniques represent a
3D object as a collection of 2D views, to which standard
CNNs used in image analysis can be applied. Typically,
a CNN is applied to each view and then the resulting fea-
tures are aggregated by a view pooling procedure [47].
View-based approaches are also good match for applica-
tions where the input comes from a 3D sensor and repre-
sented as a range image [53], in which case a single view
can be used.

Volumetric Methods Voxelization is a straightforward
way to convert unstructured geometric data to a regular
3D grid over which standard CNN operations can be ap-
plied [30, 54]. These volumetric representations are often
wasteful, since voxelization produces a sparsely-occupied
3D grid. Time and space complexity considerations limit
the resolution of the volumetric grids, yielding quantization
artifacts. Recent space partition methods like k-d trees [20]
or octrees [49] remedy some resolution issues but still rely
on subdivision of a bounding volume rather than local ge-
ometric structure. Finally, [35] studied a combination of
view-based and volumetric approaches for 3D shape classi-
fication.

3

Figure 2. Left: An example of computing an edge feature, eij , from a point pair, xi and xj . In this example, h⇥() is instantiated using
a fully connected layer, and the learnable parameters are its associated weights and bias. Right: Visualize the EdgeConv operation. The
output of EdgeConv is calculated by aggregating the edge features associated with all the edges emanating from each connected vertex.

2. Related Work
Hand-Crafted Features Various tasks in geometric data
processing and analysis — including segmentation, clas-
sification, and matching — require some notion of local
similarity between shapes. Traditionally, this similarity is
established by constructing feature descriptors that capture
local geometric structure. Countless papers in computer vi-
sion and graphics propose local feature descriptors for point
clouds suitable for different problems and data structures. A
comprehensive overview of hand-designed point features is
out of the scope of this paper, but we refer the reader to
[51, 15, 4] for comprehensive discussion.

Broadly speaking, one can distinguish between extrin-
sic and intrinsic descriptors. Extrinsic descriptors usually
are derived from the coordinates of the shape in 3D space
and includes classical methods like shape context [3], spin
images [17], integral features [27], distance-based descrip-
tors [24], point feature histograms [39, 38], and normal his-
tograms [50], to name a few. Intrinsic descriptors treat the
3D shape as a manifold whose metric structure is discretized
as a mesh or graph; quantities expressed in terms of the met-
ric are by definition intrinsic and invariant to isometric de-
formation. Representatives of this class include spectral de-
scriptors such as global point signatures [37], the heat and
wave kernel signatures [48, 2], and variants [8]. Most re-
cently, several approaches wrap machine learning schemes
around standard descriptors [15, 42].

Learned Features. In computer vision, approaches rely-
ing on ‘hand-crafted’ features have reached a plateau in per-
formance on challenging image analysis problems like im-
age recognition. A breakthrough came with the use of con-
volutional neural networks (CNNs) [22, 21], leading to an
overwhelming trend to abandon hand-crafted features in fa-
vor of models that learn task-specific features from data.

A basic CNN architecture is the deep neural network,
which interleaves convolutional and pooling layers to ag-
gregate local information in images. This success of deep
learning for images suggests the value of adapting related

insight to geometric data like point clouds. Unlike images,
however, geometric data usually are not on an underlying
grid, requiring new definitions for building blocks like con-
volution and pooling.

Existing 3D deep learning methods can be split into
two classes. View-based and volumetric representations
exemplify techniques that try to “place” geometric data
onto a grid and apply existing deep learning algorithms
to the adapted structure. Other methods replace the stan-
dard building blocks of deep neural architectures with spe-
cial operations suitable for unstructured geometric data
[29, 6, 31, 34, 36]. We provide details about the closest
techniques to ours below.

View-based Methods View-based techniques represent a
3D object as a collection of 2D views, to which standard
CNNs used in image analysis can be applied. Typically,
a CNN is applied to each view and then the resulting fea-
tures are aggregated by a view pooling procedure [47].
View-based approaches are also good match for applica-
tions where the input comes from a 3D sensor and repre-
sented as a range image [53], in which case a single view
can be used.

Volumetric Methods Voxelization is a straightforward
way to convert unstructured geometric data to a regular
3D grid over which standard CNN operations can be ap-
plied [30, 54]. These volumetric representations are often
wasteful, since voxelization produces a sparsely-occupied
3D grid. Time and space complexity considerations limit
the resolution of the volumetric grids, yielding quantization
artifacts. Recent space partition methods like k-d trees [20]
or octrees [49] remedy some resolution issues but still rely
on subdivision of a bounding volume rather than local ge-
ometric structure. Finally, [35] studied a combination of
view-based and volumetric approaches for 3D shape classi-
fication.
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Fig. 1: Pictorial representation of the data flow across the GarNet and the GravNet layers. (a) The input features
FIN of each vi 2 V are processed by a dense neural network with two output arrays: a set of learned features FLR and
spatial information S in some learned representation space. (b) In the case of the GravNet layer, the S quantities
are interpreted as the coordinates of the vertices in some abstract space. The graph is built in this space, connecting
each vi to its N closest neighbors (N=4 in the figure), using the euclidean distance dij between the vertices to rank
the neighbors. (c) In the case of the GarNet layer, the S quantities are interpreted as the distances between the
vertices and a set of S aggregators in some abstract space. The graph is then built connecting each vi vertex to each
aj aggregator, and the S quantities are the dij euclidean distances. (d) Once the graph structure is established, the f i

j

features of the vj vertices connected to a given vertex or aggregator vk are converted into the f̃ i
jk quantities, through

a potential (function of djk). The corresponding information is then gathered across the graph and turned into a new
feature f̃ i

k of vk (e.g. summing over the edges, or taking the maximum). (e) For each choice of gathering function, a new
set of features f̃ i

k 2 F̃LR is generated. The F̃LR vector is concatenated to the initial FIN vector. The resulting feature
vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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Fig. 1: Pictorial representation of the data flow across the GarNet and the GravNet layers. (a) The input features
FIN of each vi 2 V are processed by a dense neural network with two output arrays: a set of learned features FLR and
spatial information S in some learned representation space. (b) In the case of the GravNet layer, the S quantities
are interpreted as the coordinates of the vertices in some abstract space. The graph is built in this space, connecting
each vi to its N closest neighbors (N=4 in the figure), using the euclidean distance dij between the vertices to rank
the neighbors. (c) In the case of the GarNet layer, the S quantities are interpreted as the distances between the
vertices and a set of S aggregators in some abstract space. The graph is then built connecting each vi vertex to each
aj aggregator, and the S quantities are the dij euclidean distances. (d) Once the graph structure is established, the f i
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features of the vj vertices connected to a given vertex or aggregator vk are converted into the f̃ i
jk quantities, through

a potential (function of djk). The corresponding information is then gathered across the graph and turned into a new
feature f̃ i

k of vk (e.g. summing over the edges, or taking the maximum). (e) For each choice of gathering function, a new
set of features f̃ i

k 2 F̃LR is generated. The F̃LR vector is concatenated to the initial FIN vector. The resulting feature
vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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FIN of each vi 2 V are processed by a dense neural network with two output arrays: a set of learned features FLR and
spatial information S in some learned representation space. (b) In the case of the GravNet layer, the S quantities
are interpreted as the coordinates of the vertices in some abstract space. The graph is built in this space, connecting
each vi to its N closest neighbors (N=4 in the figure), using the euclidean distance dij between the vertices to rank
the neighbors. (c) In the case of the GarNet layer, the S quantities are interpreted as the distances between the
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a potential (function of djk). The corresponding information is then gathered across the graph and turned into a new
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k of vk (e.g. summing over the edges, or taking the maximum). (e) For each choice of gathering function, a new
set of features f̃ i

k 2 F̃LR is generated. The F̃LR vector is concatenated to the initial FIN vector. The resulting feature
vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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Fig. 1: Pictorial representation of the data flow across the GarNet and the GravNet layers. (a) The input features
FIN of each vi 2 V are processed by a dense neural network with two output arrays: a set of learned features FLR and
spatial information S in some learned representation space. (b) In the case of the GravNet layer, the S quantities
are interpreted as the coordinates of the vertices in some abstract space. The graph is built in this space, connecting
each vi to its N closest neighbors (N=4 in the figure), using the euclidean distance dij between the vertices to rank
the neighbors. (c) In the case of the GarNet layer, the S quantities are interpreted as the distances between the
vertices and a set of S aggregators in some abstract space. The graph is then built connecting each vi vertex to each
aj aggregator, and the S quantities are the dij euclidean distances. (d) Once the graph structure is established, the f i
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features of the vj vertices connected to a given vertex or aggregator vk are converted into the f̃ i
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a potential (function of djk). The corresponding information is then gathered across the graph and turned into a new
feature f̃ i

k of vk (e.g. summing over the edges, or taking the maximum). (e) For each choice of gathering function, a new
set of features f̃ i

k 2 F̃LR is generated. The F̃LR vector is concatenated to the initial FIN vector. The resulting feature
vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-

๏ Project the input data to a 
learned abstract space, learning 
the coordinates of a new space 

๏ Weight connections by potential 
of euclidean distance dij:   
Exp[-d2ij] 

๏ Collect information on a graph 
though an aggregation function 
over its connections (Average, 
Max, etc) 

๏ Each aggregation function 
generates a new set of features, 
concatenated to the original 
input 

๏ A final DNN extracts a new 
representation of the graph, 
passed to the next layer
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๏ Project the input data to a 
learned abstract space, 
learning distance from k 
aggregators 

๏ Weight node-to-aggregator 
connections by potential of 
Exp[-dij] 

๏ Collect information on an 
aggregator though a function 
over its connections (Average, 
Max, etc) 

๏ Collect information on a 
vertex, using an aggregation 
function from its k 
aggregator-to-node connections 

๏ A final DNN extracts a new 
representation of the graph, 
passed to the next layer
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Fig. 1: Pictorial representation of the data flow across the GarNet and the GravNet layers. (a) The input features
FIN of each vi 2 V are processed by a dense neural network with two output arrays: a set of learned features FLR and
spatial information S in some learned representation space. (b) In the case of the GravNet layer, the S quantities
are interpreted as the coordinates of the vertices in some abstract space. The graph is built in this space, connecting
each vi to its N closest neighbors (N=4 in the figure), using the euclidean distance dij between the vertices to rank
the neighbors. (c) In the case of the GarNet layer, the S quantities are interpreted as the distances between the
vertices and a set of S aggregators in some abstract space. The graph is then built connecting each vi vertex to each
aj aggregator, and the S quantities are the dij euclidean distances. (d) Once the graph structure is established, the f i
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features of the vj vertices connected to a given vertex or aggregator vk are converted into the f̃ i
jk quantities, through

a potential (function of djk). The corresponding information is then gathered across the graph and turned into a new
feature f̃ i

k of vk (e.g. summing over the edges, or taking the maximum). (e) For each choice of gathering function, a new
set of features f̃ i

k 2 F̃LR is generated. The F̃LR vector is concatenated to the initial FIN vector. The resulting feature
vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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Fig. 1: Pictorial representation of the data flow across the GarNet and the GravNet layers. (a) The input features
FIN of each vi 2 V are processed by a dense neural network with two output arrays: a set of learned features FLR and
spatial information S in some learned representation space. (b) In the case of the GravNet layer, the S quantities
are interpreted as the coordinates of the vertices in some abstract space. The graph is built in this space, connecting
each vi to its N closest neighbors (N=4 in the figure), using the euclidean distance dij between the vertices to rank
the neighbors. (c) In the case of the GarNet layer, the S quantities are interpreted as the distances between the
vertices and a set of S aggregators in some abstract space. The graph is then built connecting each vi vertex to each
aj aggregator, and the S quantities are the dij euclidean distances. (d) Once the graph structure is established, the f i
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a potential (function of djk). The corresponding information is then gathered across the graph and turned into a new
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k of vk (e.g. summing over the edges, or taking the maximum). (e) For each choice of gathering function, a new
set of features f̃ i

k 2 F̃LR is generated. The F̃LR vector is concatenated to the initial FIN vector. The resulting feature
vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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Fig. 1: Pictorial representation of the data flow across the GarNet and the GravNet layers. (a) The input features
FIN of each vi 2 V are processed by a dense neural network with two output arrays: a set of learned features FLR and
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k of vk (e.g. summing over the edges, or taking the maximum). (e) For each choice of gathering function, a new
set of features f̃ i

k 2 F̃LR is generated. The F̃LR vector is concatenated to the initial FIN vector. The resulting feature
vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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single particle passing the central part of the calorimeter
before showering. The second pion passes the first layers
as a minimally ionizing particle and showers in the cen-
tral part of the calorimeter. Even though the two showers
largely overlap, the GravNet network (shown here as an
example) is able to identify and separate the two showers
very well. The track within the calorimeter is well identi-
fied and reconstructed and the energy fractions properly
assigned, even in the parts where the two showers heav-
ily overlap. Similar performance can be observed with the
other investigated methods.

(a) Truth

(b) Reconstructed

Fig. 3: Comparison of true energy fractions and energy
fractions reconstructed by the GravNet model for two
charged pions with approx. 50GeV energy showering in
di↵erent parts of the calorimeter. Colours indicate the
fraction belonging to each of the showers. The size of the
markers scales with the square root of the energy deposit
in each sensor.

Quantitatively, the performance of the models is com-
pared using the mean loss (µL) on the test data set, as well

as the clustering response as defined in Equations 2 and 3.
For every event, we define one of the shower as the test
shower and the other overlapping shower as noise shower.
Performance characteristics are evaluated only for the test
shower and are quantified by the mean (µR) and variance
(�R) of the response in the test data set. In addition, we
define clustering accuracy (A) as the fraction of show-
ers with response between 0.7 and 1.3. Given that some
showers are not properly clustered, the response distribu-
tion has a small fraction of outliers that disturb its other-
wise rather Gaussian shape. Therefore, test showers with
response less than 0.2 and higher than 2.8 are removed,
resulting in the response kernel mean µ⇤

R and variance �⇤
R.

The reconstruction of hits with significant overlaps is par-
ticularly challenging. Therefore, we also evaluate the per-
formance of the models restricted to those sensors with
energy fractions between 0.2 and 0.8.

As listed in Table 2, the GravNet layer outperforms
the other approaches as far as the inclusive metrics are
concerned, including even the more resource-intensiveDG-
CNN model. The GarNet model is slightly worse than
the DGCNN model but still outperforms the binning ap-
proach as far as the reconstruction of individual shower
hit fractions is concerned, represented by the loss func-
tion. However, with respect to the clustering response, the
binning model outperforms the GarNet and DGCNN
model slightly. For the overlapping parts of the show-
ers, the graph based approaches outperform the binning
approach. The DGCNN and GravNet model perform
equally well, and the GarNet model lies in-between the
binning approach and GravNet.

Table 2: Mean and variance of loss, response, and response
within the Gaussian kernel as well as clustering accuracy.

Inclusive
µL �L µR �R µ⇤

R �⇤
R A

Binning 0.191 0.017 1.083 0.183 1.046 0.057 0.867
DGCNN 0.174 0.012 1.082 0.179 1.045 0.052 0.881
GarNet 0.182 0.011 1.086 0.190 1.048 0.055 0.872
GravNet 0.172 0.012 1.077 0.173 1.042 0.049 0.886

Overlapping showers (20-80%)
µL �L µR �R µ⇤

R �⇤
R A

Binning 0.163 0.0045 1.005 0.099 1.004 0.096 0.697
DGCNN 0.154 0.0046 1.004 0.090 1.002 0.087 0.728
GarNet 0.157 0.0048 1.005 0.095 1.004 0.092 0.714
GravNet 0.156 0.0047 1.004 0.091 1.003 0.088 0.721

One should notice that part of the incorrectly pre-
dicted events are actually correctly clustered events in
which the test shower is labelled as noise shower (shower
swapping). Since the labelling is irrelevant in a clustering
problem, this behavior is not a real ine�ciency of the al-
gorithm. We denote by s the fraction of events where this
behaviour is observed. In Table 3, we calculate the loss for
both choices and evaluate the performance parameters for
the assignment that minimises the loss. The binning model
shows the largest fraction of swapped showers. The di↵er-
ence in response between the best-performing GravNet

6 S.R. Qasim et al.: Distance-weighted graph networks for irregular particle-detector geometries

single particle passing the central part of the calorimeter
before showering. The second pion passes the first layers
as a minimally ionizing particle and showers in the cen-
tral part of the calorimeter. Even though the two showers
largely overlap, the GravNet network (shown here as an
example) is able to identify and separate the two showers
very well. The track within the calorimeter is well identi-
fied and reconstructed and the energy fractions properly
assigned, even in the parts where the two showers heav-
ily overlap. Similar performance can be observed with the
other investigated methods.

(a) Truth

(b) Reconstructed

Fig. 3: Comparison of true energy fractions and energy
fractions reconstructed by the GravNet model for two
charged pions with approx. 50GeV energy showering in
di↵erent parts of the calorimeter. Colours indicate the
fraction belonging to each of the showers. The size of the
markers scales with the square root of the energy deposit
in each sensor.

Quantitatively, the performance of the models is com-
pared using the mean loss (µL) on the test data set, as well

as the clustering response as defined in Equations 2 and 3.
For every event, we define one of the shower as the test
shower and the other overlapping shower as noise shower.
Performance characteristics are evaluated only for the test
shower and are quantified by the mean (µR) and variance
(�R) of the response in the test data set. In addition, we
define clustering accuracy (A) as the fraction of show-
ers with response between 0.7 and 1.3. Given that some
showers are not properly clustered, the response distribu-
tion has a small fraction of outliers that disturb its other-
wise rather Gaussian shape. Therefore, test showers with
response less than 0.2 and higher than 2.8 are removed,
resulting in the response kernel mean µ⇤

R and variance �⇤
R.

The reconstruction of hits with significant overlaps is par-
ticularly challenging. Therefore, we also evaluate the per-
formance of the models restricted to those sensors with
energy fractions between 0.2 and 0.8.

As listed in Table 2, the GravNet layer outperforms
the other approaches as far as the inclusive metrics are
concerned, including even the more resource-intensiveDG-
CNN model. The GarNet model is slightly worse than
the DGCNN model but still outperforms the binning ap-
proach as far as the reconstruction of individual shower
hit fractions is concerned, represented by the loss func-
tion. However, with respect to the clustering response, the
binning model outperforms the GarNet and DGCNN
model slightly. For the overlapping parts of the show-
ers, the graph based approaches outperform the binning
approach. The DGCNN and GravNet model perform
equally well, and the GarNet model lies in-between the
binning approach and GravNet.

Table 2: Mean and variance of loss, response, and response
within the Gaussian kernel as well as clustering accuracy.

Inclusive
µL �L µR �R µ⇤

R �⇤
R A

Binning 0.191 0.017 1.083 0.183 1.046 0.057 0.867
DGCNN 0.174 0.012 1.082 0.179 1.045 0.052 0.881
GarNet 0.182 0.011 1.086 0.190 1.048 0.055 0.872
GravNet 0.172 0.012 1.077 0.173 1.042 0.049 0.886

Overlapping showers (20-80%)
µL �L µR �R µ⇤

R �⇤
R A

Binning 0.163 0.0045 1.005 0.099 1.004 0.096 0.697
DGCNN 0.154 0.0046 1.004 0.090 1.002 0.087 0.728
GarNet 0.157 0.0048 1.005 0.095 1.004 0.092 0.714
GravNet 0.156 0.0047 1.004 0.091 1.003 0.088 0.721

One should notice that part of the incorrectly pre-
dicted events are actually correctly clustered events in
which the test shower is labelled as noise shower (shower
swapping). Since the labelling is irrelevant in a clustering
problem, this behavior is not a real ine�ciency of the al-
gorithm. We denote by s the fraction of events where this
behaviour is observed. In Table 3, we calculate the loss for
both choices and evaluate the performance parameters for
the assignment that minimises the loss. The binning model
shows the largest fraction of swapped showers. The di↵er-
ence in response between the best-performing GravNet

S.R. Qasim et al.: Distance-weighted graph networks for irregular particle-detector geometries 5

Layer Cells (x > 0, y > 0) Cells elsewhere
0 64 48
1 64 108
2–3 100 192
4–7 64 108
8–11 64 48
12–13 16 12
14–19 4 3

Table 1: Number of cells in the finely segmented quadrant
and the rest of the layer, for the benchmark calorimeter
geometry described in the text.

ture vector given as input to the graph models (see Sec-
tion 3). Each example consists of the result of two over-
lapping showers. Cell by cell, the energy of two showers is
summed and the fraction belonging to each of the showers
in each cell is defined as the ground truth. In addition,
the position of the largest energy deposit per shower is
recorded. If this position is the same for the two overlap-
ping showers, they are considered not separable and the
event is discarded. This applies to about 5% of the events.

In total 16 000 000 events are generated. Out of these,
100 000 are used for validation and 250 000 for testing. The
rest is used for training.

5 Clustering metrics

To identify individual showers and use their properties,
e.g. for a subsequent particle identification task, the en-
ergy deposits should be clustered so that overlapping parts
are identified without removing important parts of the
original shower. Therefore, the clustering algorithms should
predict the energy fraction of each sensor belonging to
each shower. Lower energy deposits are slightly less im-
portant. These considerations define the loss function:

L =
X

k

P
i

p
Eitik(pik � tik)2P

i

p
Eitik

, (2)

where pik and tik are the predicted and true energy frac-
tions in sensor i and shower k. These are weighted by the
square root of Eiti, which is the total energy deposit in
sensor i belonging to shower k, to introduce a mild energy
scaling within each shower.

In addition, in each event we randomly label one of
the showers as the test shower and the other as the noise
shower, and define the clustering energy response Rk of
shower k (k = test, noise) as:

Rk =

P
i EipikP
i Eitik

(3)

6 Models

The models need to incorporate neural network layers to
identify localized structures as well as to perform informa-
tion exchange globally between the sensors. This can be

achieved either by multiple message passing iterations be-
tween neighbouring sensors or a direct global information
exchange. Here, we employ a combination of both. The
input to all models is an array of sensors, each holding
its recorded energy deposits, global position coordinates,
sensor size, and layer number. We compare three di↵erent
graph-network approaches to a CNN based approach (Bin-
ning), presented as a baseline. Each model is designed to
contain approximately 100 000 free parameters. The model
structure is as follows:

– Binning: a regular grid of 20 ⇥ 20 ⇥ 20 pixels is im-
posed on the irregular geometry. Each pixel contains
the information of at most one sensor6. The informa-
tion is concatenated to the mean of these features in
all pixels, pre-processed by one 1 ⇥ 1 ⇥ 1 CNN layer
with 20 nodes, and then fed through eight blocks of
CNN layers. Each block consists of a CNN layer with
a kernel of 7⇥7⇥1 followed by a layer with a kernel of
1⇥1⇥3, each containing 14 filters. The output of each
block is passed to the next block and simultaneously
added to a list of all block outputs. All CNN layers
employ tanh activation functions. Finally, the full list
of block outputs per pixel is reshaped to represent the
vertices of the graph and fed through a dense layer
with 128 nodes and ReLU activation. Di↵erent CNN
models have also been tested and showed similar or
worse performance.

– DGCNN model: adapting the model proposed in
Ref [42] to our problem, the sensor features are inter-
preted as positions of points in a 16-dimensional space
and fed through one global space transformation fol-
lowed by four blocks comprising one EdgeConv layer.
Our EdgeConv layer has a similar configuration as in
Ref. [42], with 40 neighbouring vertices and three in-
ternal dense layers with ReLu activation acting on the
edges with 64 nodes each. The output of the Edge-
Conv layer is concatenated with its mean over all ver-
tices and fed to one dense layer with 64 nodes and
ReLu activation which concludes the block. The out-
put of each block is passed to the next block and si-
multaneously added to a list of all block outputs per
vertex together with the mean over vertices. This list
is finally fed to a dense layer with 32 nodes and ReLU
activation.

– GravNet model: the model consists of four blocks.
Each block starts with concatenating the mean of the
vertex features to the vertex features, three dense lay-
ers with 64 nodes and tanh activation, and one Grav-
Net layer with S = 4 coordinate dimensions, FLR =
22 features to propagate, and FOUT = 48 output nodes
per vertex. For each vertex, 40 neighbours are consid-
ered. The output of each block is passed as input to the
next block and added to a list containing the output
of all blocks. This determines the full vector of vertex
features passed to a final dense layer with 128 nodes
and ReLU activation.

6 Alternative configurations with more than one sensor per
pixel were also investigated and showed similar performance.

๏ Networks trained to learn the 
pixel-by-pixel fraction of 
energy belonging to the first 
(of two) particles
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Fig. 5: Comparison of inference time for the network ar-
chitectures described in the text, evaluated on CPUs and
GPUs with di↵erent choices of batch size. The shaded area
represents the +1� statistical uncertainty band.

tion. Exploring the extent of usability of these architec-
tures will be the focus of follow-up work.

Note added

After the completion of this work, Ref. [28] appeared, dis-
cussing the application of a similar approach to the prob-
lem of jet tagging.
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๏ Good performance 
achieved, comparable 
EdgeConv (DGCNN) and 
traditional CNNs 
(Binned) 

๏ Gravnet gives optimal 
performance 

๏ response closer to 1 

๏ next-to-best response 

๏ Garnet gives best 
compromise between 
performance & resources 
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(a) Mean (b) Variance

(c) Mean (d) Variance

Fig. 4: Mean (left) and variance (right) of the test shower response as a function of the test shower energy for full
shower (top) and for overlapping shower (bottom), computed summing the true deposited energy. Swapping of the
showers is allowed here.

In particular, the GarNet model is mostly sequential,
which also explains the outstanding performance on a sin-
gle CPU core, with almost a factor of 10 shorter inference
time compared to the DGCNN model.

9 Conclusions

In this work, we introduced the GarNet and GravNet
layers, which are distance-weighted graph networks capa-
ble of learning irregular patterns of sparse data, such as
the detector hits in a particle physics detector with re-
alistic geometry. Using as a benchmark problem the hit
clustering in a highly granular calorimeter, we show how
these network architectures o↵er a good compromise be-
tween clustering performance and computational resource
needs, when compared to CNN-based and other graph-
based networks. In the specific case considered here, the
performance of the GarNet and GravNet models are

comparable to the CNN and graph baselines. On the other
hand, the simulated calorimeter in the benchmark study is
only slightly irregular and can still be represented by an
almost regular array. In more realistic applications, e.g.
with the hexagonal sensors and the non-projective geome-
try of the future HGCAL detector of CMS, the di↵erence
in performance between the graph-based approaches and
the CNN-based approaches is expected to increase fur-
ther, making the GarNet approach a very e�cient can-
didate for fast and accurate inference and the GravNet
approach a good candidate for high-performance recon-
struction with significantly less resource requirements but
similar performance compared to the DGCNN model for
a similar number of free parameters.

It should also be noted that the GarNet and Gr-
avNet architectures make no specific assumption on the
structure of the underlying data, and thus can be em-
ployed for many other applications related to particle and
event reconstruction, such as tracking and jet identifica-
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๏ Instead of reserving space for maximum 
number of elements, we store all the 
data contiguously 

๏ And we also store their row splits 

๏ In the example, storage needed:  
35 units for ragged  
49 units for normal tensors 

๏ Of course we have to store row splits 
but if the data is large, its size is 
negligible

12

vertices  in batch 

b
a

tc
h

 e
le

m
e

n
ts

Graph networks on GPU



๏ Based on this idea, we are implementing 
graph-net operations in TF.  

๏ Assign every vertex to one thread block 

๏ Tell the GPU to run 256 threads per 
thread block 

๏ Each thread block searches for the 
nearest neighbours for its vertex 

๏ Each thread is responsible of one graph 
vertex: find the nearest neighbours and 
run the message passing (compute 
function, sum across vertices, etc.) 

๏ Observed drastic improvement in memory 
and execution time 

๏ Promising solution for efficient 
deployment of graph networks on HLT 
resources

Graph networks on GPU
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๏ Can use hls4ml(*) to port 
the network to FPGA 

๏ integrate the network 
and its weights on the 
FPGA 

๏ avoid back and forth 
from FPGA to memory -> 
faster 

๏ need to make the 
architecture HLS-
friendly

14

Javier Duarte I hls4ml

compressed 
model

Keras 
TensorFlow 

PyTorch 
…

tune configuration
precision 


reuse/pipeline

HLS  
project

HLS  
conversion

Co-processing kernel

Custom firmware 
design

model

Usual ML  
software workflow

hls  4  ml

hls4ml

HLS  4  ML

!13

Design ExplorationDNN on FPGAs

(*) See talk by V. Loncar on Thursday 



๏ Gravnet works with N-to-k 
(not N-to-N) connections 

๏ similar performance 

๏ less operations to make 
(but still a lot) 

๏ Simplified workflow to make 
it work with hls4ml 

๏ Same performance on 
benchmark problems 
(particle ID on irregular 
calorimeter) 

๏ Works OK out of hls4ml
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Fig. 1: Pictorial representation of the data flow across the GarNet and the GravNet layers. (a) The input features
FIN of each vi 2 V are processed by a dense neural network with two output arrays: a set of learned features FLR and
spatial information S in some learned representation space. (b) In the case of the GravNet layer, the S quantities
are interpreted as the coordinates of the vertices in some abstract space. The graph is built in this space, connecting
each vi to its N closest neighbors (N=4 in the figure), using the euclidean distance dij between the vertices to rank
the neighbors. (c) In the case of the GarNet layer, the S quantities are interpreted as the distances between the
vertices and a set of S aggregators in some abstract space. The graph is then built connecting each vi vertex to each
aj aggregator, and the S quantities are the dij euclidean distances. (d) Once the graph structure is established, the f i

j

features of the vj vertices connected to a given vertex or aggregator vk are converted into the f̃ i
jk quantities, through

a potential (function of djk). The corresponding information is then gathered across the graph and turned into a new
feature f̃ i

k of vk (e.g. summing over the edges, or taking the maximum). (e) For each choice of gathering function, a new
set of features f̃ i

k 2 F̃LR is generated. The F̃LR vector is concatenated to the initial FIN vector. The resulting feature
vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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Fig. 1: Pictorial representation of the data flow across the GarNet and the GravNet layers. (a) The input features
FIN of each vi 2 V are processed by a dense neural network with two output arrays: a set of learned features FLR and
spatial information S in some learned representation space. (b) In the case of the GravNet layer, the S quantities
are interpreted as the coordinates of the vertices in some abstract space. The graph is built in this space, connecting
each vi to its N closest neighbors (N=4 in the figure), using the euclidean distance dij between the vertices to rank
the neighbors. (c) In the case of the GarNet layer, the S quantities are interpreted as the distances between the
vertices and a set of S aggregators in some abstract space. The graph is then built connecting each vi vertex to each
aj aggregator, and the S quantities are the dij euclidean distances. (d) Once the graph structure is established, the f i
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a potential (function of djk). The corresponding information is then gathered across the graph and turned into a new
feature f̃ i

k of vk (e.g. summing over the edges, or taking the maximum). (e) For each choice of gathering function, a new
set of features f̃ i

k 2 F̃LR is generated. The F̃LR vector is concatenated to the initial FIN vector. The resulting feature
vector is given as input to a dense neural network with tanh activation, which returns the output representation FOUT.

Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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๏ Gravnet works with N-to-k 
(not N-to-N) connections 

๏ similar performance 

๏ less operations to make 
(but still a lot) 

๏ Simplified workflow to make 
it work with hls4ml 

๏ Same performance on 
benchmark problems 
(particle ID on irregular 
calorimeter) 

๏ Works OK out of hls4ml
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Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-
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Fig. 2: Calorimeter geometry. The markers indicate the
centre of the sensors, their size the sensor size. Layers are
colour-coded for better visualisation.

The calorimeter is made entirely of Tungsten, with a width
of 30 cm ⇥ 30 cm in the x and y directions and a length
of 2m in the longitudinal direction (z), which corresponds
to 20 nuclear interaction lengths. The longitudinal dimen-
sion is further split into 20 layers of equal thickness. Each
layer contains square sensor cells, with a fine segmenta-
tion in the quadrant with x > 0 and y > 0 and a lower
granularity elsewhere. The total number of cells and their
individual sizes vary by layer, replicating the basic fea-
tures of a slightly irregular calorimeter. For more details,
see Fig. 2 and Table 1.

Charged pions are generated at z = �2m; the x and y
coordinates of the generation vertex are randomly sampled
within |x| < 5 cm and |y| < 5 cm. The x and y components
of the particle momentum are set to 0, while the z compo-
nent is sampled uniformly between 10 and 100GeV. The
particles therefore impinge the calorimeter front face per-
pendicularly and shower along the longitudinal direction.

The resulting total energy deposit in each cell, as well
as the cell position, width, and layer number, are recorded
for each event. These quantities correspond to the FIN fea-

(1) (2)

(3)



๏ Deep Learning was shown to be effective for calorimetry-
related tasks 

๏ exploited CNNs on full simulation of ILC detector 

๏ We investigated graph networks to go beyond CNN 
constraints on underlying geometry 

๏ abstract from geometry, learn sparse representation, 
design workflow to reduce resource footprint 

๏ introduced GARNET & GRAVNET to this purpose 

๏ now working on GPU and FPGA deployment, looking 
forward to a real-life utilisation for Run III

Conclusions
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๏ Graphs Nets are architectures based on 
an abstract representation of a given 
dataset 

๏ Each example in a dataset is 
represented as a set of vertices 

๏ Each vertex is embedded in the 
graph as a vector of features 

๏ Vertices are connected through 
links 

๏ Messages are passed through links 
and aggregated on the vertices 

๏ A new representation of each node 
is created, based on the 
information gathered across the 
graph

Graph Networks
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m3→2 = g( ⃗f3, ⃗f2)

m1→2 = g( ⃗f3, ⃗f2)

m4→2 = g( ⃗f4, ⃗f2)

m5→2 = g( ⃗f5, ⃗f2)

m6→2 = g( ⃗f6, ⃗f2)
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v′�1 = ⃗f ′�1(m2→1, . . . , m6→1)

v′�2 = ⃗f ′�2(m1→2, . . . , m6→2)

v′�4 = ⃗f ′�4(m1→4, . . . , m6→4)

v′�5 = ⃗f ′�5(m1→5, . . . , m6→5)

v′�6 = ⃗f ′�6(m1→6, . . . , m5→6)

v′�3 = ⃗f ′�3(m1→3, . . . , m6→3)
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