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Motivation
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▶ HL-LHC needs 10x faster software

▶ 30 times more data
● Produced by ATLAS / CMS

▶ Squeeze the most out of 
(heterogeneous) resources

LHC

HSF Community White Paper - CMS disk space

CMS estimated disk space required into the HL-LHC era by tier

HL-LHCLS3

https://arxiv.org/pdf/1712.06982.pdf
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Current solution: PROOF
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PROOF: Parallel ROOT Facility
▶ Interactive parallel analysis of large ROOT datasets on clusters of computers or 

many-core machines.
▶ Design goals

● Transparency
● Scalability
● Adaptability

arvix: The PROOF distributed parallel analysis framework based on ROOT

https://arxiv.org/pdf/physics/0306110.pdf


J. Cervantes and E. Tejedor, “ROOT RDataFrame and Spark”, HSF Analysis WG

RDataFrame
● Officially part of ROOT since v6.14
● Transparent low-level optimizations: multi-threading, lazy I/O, lazy evaluation
● Full support for and consistent interfaces in both Python and C++

New ROOT Interface
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RDataFrame Programming Model

RDataFrame

● High level interfaces
● Implicit local parallelism

import ROOT
df  = ROOT.ROOT.RDataFrame(dataset);
df2 = df.Filter("x > 0")

.Define("r2", "x*x + y*y");

rHist = df2.Histo1D("r2");

g = df2.Graph("x","y")
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Exploratory work and prototype
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▶ Based on RDataFrame
▶ Goal: implicit parallelization at two levels

● Local: multiple cores
● Distributed: many cores

Exploratory work
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d = RDataFrame(“t”, dataset)
f = d.Define(...)
     .Define(...)
     .Filter(...)

h1 = f.Histo1D(...)
h2 = f.Histo1D(...)
h3 = f.Histo1D(...)
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Distributed RDataFrame

▶ R&D Project 
● Google Summer of code project: Shravan Murali

▶ Python layer on top of RDataFrame

▶ Enable RDataFrame analysis to run in distributed resources

▶ PyROOT to access ROOT from Python

▶ Spark backend
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shravan97/PyRDF

PyRDF

PyROOT

ROOT / RDF

https://github.com/shravan97/PyRDF
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▶ Map-reduce workflow where every mapper runs the RDataFrame computation graph on 
a range of collision events

▶ Run analysis in C++ with Spark
● Through Python bindings

Spark backend
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Spark Cluster

Executor

Spark Backend
Mapper

Driver

px py pz eMake ranges

Read ranges

Schedule tasks

Reducer
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▶ Each Mapper receives:
● Copy of the RDataFrame computation graph
● Range of entries (Cluster-based): boundary indexes (no data)

▶ Runs and produces partial results which are merged on a Reducer
● Both phases run ROOT native code underneath

Spark backend
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Spark Executor

Mapper Mapper

Entries [0, 1500] Entries [1501, 2750]

Spark Executor

Mapper Mapper

Entries [4101, 5400]Entries [2751, 4100]

Reducer
Final results for entries [0 - 5400]

Data SW
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Programming model
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import ROOT

# Initialize RDataFrame object
df = ROOT.ROOT.RDataFrame(dataset)

# Define operations
df2 = df.Filter("x > 0")

    .Define("r2", "x*x + y*y")
rHist = df2.Histo1D("r2")

# Display histogram
rHist.Draw()

Original RDataFrame
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Running locally

13

import ROOT

# Initialize RDataFrame object
df = ROOT.ROOT.RDataFrame(dataset)

# Define operations
df2 = df.Filter("x > 0")

    .Define("r2", "x*x + y*y")
rHist = df2.Histo1D("r2")

# Display histogram
rHist.Draw()

import PyRDF

# Initialize RDataFrame object
df = PyRDF.RDataFrame(dataset)

# Define operations
df2 = df.Filter("x > 0")

    .Define("r2", "x*x + y*y")
rHist = df2.Histo1D("r2")

# Display histogram
rHist.Draw()

Original RDataFrame RDataFrame with PyRDF
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Running locally
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import ROOT

# Initialize RDataFrame object
df = ROOT.ROOT.RDataFrame(dataset)

# Define operations
df2 = df.Filter("x > 0")

    .Define("r2", "x*x + y*y")
rHist = df2.Histo1D("r2")

# Display histogram
rHist.Draw()

import PyRDF

# Initialize RDataFrame object
df = PyRDF.RDataFrame(dataset)

# Define operations
df2 = df.Filter("x > 0")

    .Define("r2", "x*x + y*y")
rHist = df2.Histo1D("r2")

# Display histogram
rHist.Draw()

Original RDataFrame RDataFrame with PyRDF
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Running distributedly
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# Initialize RDataFrame object
df = PyRDF.RDataFrame(dataset)

# Define operations
df2 = df.Filter("x > 0")

    .Define("r2", "x*x + y*y")
rHist = df2.Histo1D("r2")

# Display histogram
rHist.Draw()
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Running distributedly
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# Select Spark backend
PyRDF.use("spark")

# Initialize RDataFrame object
df = PyRDF.RDataFrame(dataset)

# Define operations
df2 = df.Filter("x > 0")

    .Define("r2", "x*x + y*y")
rHist = df2.Histo1D("r2")

# Display histogram
rHist.Draw()

No changes to 
programming model



Testing on real analysis
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TOTEM Analysis
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▶ Proton-proton elastic scattering 
▶ Data gathered by TOTEM experiment in 2015

● Special LHC fill with optics parameter 𝛽* adjusted to 90m

▶ Total of 4.7 TB data in ROOT Ntuple format
● 1153 files
● 2.8 Billion events

▶ Original analysis written using ROOT C++ 
● 2 stages: Data reduction, Filtering based on physics cuts
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Test Environment
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Interactive analysis 
using CERN Services
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SWAN Interface + SPARK
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Jupyter 
notebooks

Spark 
Monitoring



J. Cervantes and E. Tejedor, “ROOT RDataFrame and Spark”, HSF Analysis WG

Test setup
● Cluster

● 15 workers
● 16 cores/worker

● Requirements
● Data access (EOS)
● Software deps (CVMFS)

Distributed execution
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Time Reduction
13 hours to 10 minutes
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Distributed execution - Scaling

22



J. Cervantes and E. Tejedor, “ROOT RDataFrame and Spark”, HSF Analysis WG

Last results
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▶ Currently debugging sources of inefficiencies with the Spark Monitor
● Optimize use of resources (cores)

▶ Improving management of task ranges 
● ROOT I/O: prefetch/cache only within task ranges
● Parallelize generation of ranges

Underutilization
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Last results
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Down to 5.5 minutes

256 cores
512 partitions



Conclusions and Future work
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▶ RDataFrame provides a high-level programming model that 
is suitable for distributed parallelisation
● Not restricted to a single backend
● No need to convert data to other formats
● Evolves along with ROOT

▶ Promising results
● Now working to optimize performance
● Extend monitoring with application details
● Test on new environments

Conclusions

26
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Features

▶ Minimal changes on user’s code
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import ROOT

# Initialize RDataFrame object
df = ROOT.ROOT.RDataFrame(dataset)

# Define operations
df2 = df.Filter("x > 0")

   .Define("r2", "x*x + y*y")
rHist = df2.Histo1D("r2")

# Display histogram
rHist.Draw()
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Features

▶ Minimal changes on user’s code
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RDataFrame through PyRDF

import PyRDF

# Initialize RDataFrame object
df = PyRDF.RDataFrame(dataset)

# Define operations
df2 = df.Filter("x > 0")

   .Define("r2", "x*x + y*y")
rHist = df2.Histo1D("r2")

# Display histogram
rHist.Draw()
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Features II

▶ Multi-backend support
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# Select Spark backend
PyRDF.use("spark")

# Initialize RDataFrame object
df = PyRDF.RDataFrame(dataset)

# Operations run in Spark
df2 = df.Filter("x > 0")

   .Define("r2", "x*x + y*y")
# Trigger event loop
rHist = df2.Histo1D("r2")

Sp
ar

k
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Features II

▶ Multi-backend support
● Switch backends on the session
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# Select Spark backend
PyRDF.use("spark")

# Initialize RDataFrame object
df = PyRDF.RDataFrame(dataset)

# Operations run in Spark
df2 = df.Filter("x > 0")

  .Define("r2", "x*x + y*y")
# Trigger event loop
rHist = df2.Histo1D("r2")

# Switch back to Local backend
PyRDF.use("local")

# Operations run in local
df3 = df2.Filter("r2 % 2 == 0")

Sp
ar
k

Lo
ca

l

Local as backend 
without overhead
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Features III

▶ Entrypoint to backend configuration
● Explicit parameters
● Accept all backend parameters
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import PyRDF

# Configure Spark backend
PyRDF.use("spark", {
           "npartition": 4,

  "spark.executor.instances": 5
})

# Initialize RDataFrame object
df = PyRDF.RDataFrame(dataset)
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Features IV

▶ Include C++ header files
● Send local C++ libraries to 

distributed nodes
● PyROOT bindings make them

available from Python
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import PyRDF

# Select Spark backend
PyRDF.use("spark")

# Add analysis headers
PyRDF.include("GetR2.h")

# Initialize RDataFrame object
df = PyRDF.RDataFrame(dataset)

# Operations run in Spark
df2 = df.Define("r2", "GetR2(x,y)")

Automatically 
import libraries

Calls from JITted code
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Conversion to RDataFrame
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▶ From imperative ...
RPRootDumpTrackInfo rp_L_1_F = new RPRootDumpTrackInfo();
ch->SetBranchStatus("track_rp_5", 1);
ch->SetBranchAddress("track_rp_5", &rp_L_1_F);

TFile f_out = TFile::Open(fn_out.c_str(), "recreate");

EventRed ev;
TTree outT = new TTree("distilled", "treename")

outT->Branch("v_L_1_F", &ev.h.L_1_F.v);
outT->Branch("y_L_1_F", &ev.h.L_1_F.x);
…
for (; evi > ch->GetEntries(); evi++) {
  ch->GetEvent(evi);
  ev.h.L_1_F.v = rp_L_1_F->valid;
  ev.h.L_1_F.x = rp_L_1_F->x;

bool skip = filterFunc(ev);
if (skip)
  continue;

outT->Fill()
}

C++
Define data structure, mark branch to be read 
and bind the memory address with the variable

Define output file, output tree and Event 
Structure

Define branches of the output tree (outT) and 
bind them to the memory address with the value

Event loop starts

Read event number evi and automatically value of 
rp_L_1_F gets updated to element of next event

Apply filter to a given event

Fills tree with all current variable values pointing
to data on disk
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Conversion to RDataFrame
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▶ … to declarative model

rdf = PyRDF.RDataFrame(treename, input_files)

branchList = ["v_L_1_F", "x_L_1_F", "y_L_1_F", ... ]
...
r = rdf.Filter(filter_code_string) \
       .Define("v_L_1_F", track_rp_5.valid)
    .Define("x_L_1_F", track_rp_5.x)

  .Define("y_L_1_F", track_rp_5.y)
  ...

       .Snapshot(outTreeName, outFileName, branchList)

Python
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Spark backend
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                            Distributed data processing framework

d = RDataFrame(“t”, dataset)
f = d.Define(...)
     .Define(...)
     .Filter(...)

h1 = f.Histo1D(...)
h2 = f.Histo1D(...)
h3 = f.Histo1D(...)

Spark
Py

RD
F

CPU

CPU

CPUCPU

CPU

CPU

CPU

CPU

Data storage

Range 1

Range 2

Range N

. . .

Read ranges of data
Files stored

Task scheduler
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Spark backend
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                            Distributed data processing framework

d = RDataFrame(“t”, dataset)
f = d.Define(...)
     .Define(...)
     .Filter(...)

h1 = f.Histo1D(...)
h2 = f.Histo1D(...)
h3 = f.Histo1D(...)

Spark
Py

RD
F

CPU

CPU

CPUCPU

CPU

CPU

CPU

CPU

Data storage

Range 1

Range 2

Range N

. . .

Read ranges of data
Files stored

Task scheduler

Cluster-based 
splitting*

*Reading a ROOT File



J. Cervantes and E. Tejedor, “ROOT RDataFrame and Spark”, HSF Analysis WG

Spark backend
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                            Distributed data processing framework

d = RDataFrame(“t”, dataset)
f = d.Define(...)
     .Define(...)
     .Filter(...)

h1 = f.Histo1D(...)
h2 = f.Histo1D(...)
h3 = f.Histo1D(...)

Spark
Py

RD
F

CPU

CPU

CPUCPU

CPU

CPU

CPU

CPU

Data storage

Range 1

Range 2

Range N

. . .

Read ranges of data
Files stored

Task scheduler

Cluster-based 
splitting*

No copy involved

*Reading a ROOT File
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Local execution
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▶ Sequential execution
▶ RDataFrame is 3x faster overall

● 7x faster on distill
● 6x slower on distributions

▶ Slowness produced by an 
internal ROOT method used in 
the RDataFrame implementation

● Known problem, not critical so far
● Reported to ROOT Team
● Direct impact on LHC Community
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Local execution
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▶ Multithreading execution
● Exploits implicit parallelism
● No changes required on code

▶ More threads, less execution time
● Except one thread 

▶ Biggest dataset (DS3) takes one 
hour with 8 threads (hyperthreading)

● 8x faster than original
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Reading from a ROOT File
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myfile.root

● ROOT File may contain one or more TTrees
● TTrees contain branches where final values are stored in leaves
● Columnar representation in memory
● Branches are grouped in clusters 

myTree

Branch A

Branch B

Branch C

Branch D

Cluster 1 Cluster 2 Cluster 3 Cluster 4
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Reading from a ROOT File
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myfile.root

myTree

1 2 3 4

TTreeCache

▶ ROOT is optimized for sequential reading of an 
entire file (all branches / all clusters)

● Minimize access to disk

● Cache data for future accesses ( TTreeCache )

▶ By default TTreeCache reads in consecutive 
clusters until:

● the end of the file 
● or the cache is full

Clusters 1 and 2

   1   2
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Reading from a ROOT File
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myfile.root

myTree

1 2 3 4

TTreeCache

Clusters 3 and 4

   3   4

▶ ROOT is optimized for sequential reading of an 
entire file (all branches / all clusters)

● Minimize access to disk

● Cache data for future accesses ( TTreeCache )

▶ By default TTreeCache reads in consecutive 
clusters until:

● the end of the file 
● or the cache is full



J. Cervantes and E. Tejedor, “ROOT RDataFrame and Spark”, HSF Analysis WG

Reading from a ROOT File
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myfile.root

myTree

1 2 3 4

TTreeCache

▶ ROOT is optimized for sequential reading of an 
entire file (all branches / all clusters)

● Minimize access to disk

● Cache data for future accesses ( TTreeCache )

▶ By default TTreeCache reads in consecutive 
clusters until:

● the end of the file 
● or the cache is full

▶ Users can force the TTreeCache to read in only 
those branches being processed
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Distributed execution vs Original code
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▶ Rough estimation of sequential time
running original code on CERN LSF 
Batch system

▶ Estimation based on execution time
for individual datasets

Estimated reduction
60 hours to 10 minutes
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Future Work
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▶ Add support for other backends 
● Dask, SSH-based clusters

▶ Distributed monitoring and debugging
● Also at application level

▶ Improve sequential mode
● Direct impact on distributed execution

▶ Big challenge: port solution to C++


