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● Physics Institute @ U Bonn

– ~240 members

– Diverse user community

● Experiments: HEP, B physics, hadron physics, detector R&D, photonics

● Theory: HEP, condensed matter physics, mathematical physics

● Computational, memory, storage and software requirements are very diverse

● Common HTC cluster: Bonn Analysis Facility (BAF)

USER COMMUNITY
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FOREMAN AND PUPPET

● All hosts deployed with Foreman, configuration managed with Puppet 
(currently > 300 hosts)

● Recycle public Puppet code wherever possible. We use

– 1 400 000 lines of third-party Puppet code (modules), collected on
https://github.com/unibonn

– 20 000 lines of self-written Puppet code (profiles) → only 1.4 %

● Profile parameters can be set within Foreman

● Any host can be reinstalled with a few clicks
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FILESYSTEMS

● Data storage: CephFS → see talk on Thursday

– Erasure coding (k=4, m=2), on-the-fly snappy compression, 500 TB net storage

– Mounted on WNs using FUSE client (quotas, ACLs), on desktops via NFS (NFS Ganesha)

– Accessible from outside via XRootD and WebDAV

● Software and container images: CVMFS

– Use CERN-hosted repositories (ATLAS, Belle, Geant4, etc.) + locally hosted repositories (special 
software + container images)

– Local software selection via lmod environment modules system („module load 
mathematica/12.0.0“) → https://lmod.readthedocs.io

● Home directories: GPFS mounted via NFS
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HTCONDOR

● All jobs are run inside containers on CentOS 7 hosts

– Currently provided container OSes: SL6, CentOS7, Ubuntu 18.04

● Users choose OS by setting parameter in JDL file: +ContainerOS = „CentOS7“

● Job submission from desktops running Ubuntu 18.04

● Development and testing in interactive containers (difficult to provide OS variety with 
traditional head/login nodes appoach) → some resources reserved for interactive usage 
but also other resources can be used for this purpose

● User home directories not accessible from within jobs (decouple cluster and desktop 
operation)
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SINGULARITY

● Container engine designed for HPC/HTC use case

– allow for unprivileged usage (but not always possible, e. g. for old kernels)

– less isolation (compared to Docker) → simplifies e. g. GPU, InfiniBand usage

● Fully supported by HTCondor (also holds for Docker)

● But

– No LTS for community edition (security fix backports guaranteed only for 
SingularityPRO)

– Same features (and even more) in the meantime offered by other container engines 
with larger developer/user community
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CONTAINER OS USAGE
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NODE HEALTH CHECKING

● Automatic node health checking

– Detect „black holes“ (malfunctioning WNs sucking in jobs which fail quickly, 
freeing resources for more jobs to follow)

– Detect overloaded/problematic WNs (HTCondor/cgroups does not limit all 
resource types, e. g. swap usage, scratch space, etc.)

● Use STARTD_CRON functionality of HTCondor to check various health 
parameters, add corresponding key-value pairs to machine ads:

NODE_IS_HEALTHY = False
NODE_HEALTH = "IOWAIT_TOO_HIGH:17%"
MARKED_FOR_REBOOT = True
DRAIN_FOR_REBOOT_AFTER = 1570871001
DRAIN_FOR_REBOOT_AFTER_DATE = "Sat Oct 12 11:03:21 CEST 2019"
NODE_REBOOT_REASONS = "NEEDS_RESTARTING_REBOOTHINT"
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NODE HEALTH CHECKS

● Accessibility (read/write/delete) and fill level of various directories (EXECUTE, /cephfs)

● # D-state processes < 0.5 # cores

● Swap usage < 80 %

● „iowait“-CPU (measured for 1 s) < 15 %

● CVMFS mounts OK

● System uptime >= 20 min

● Elapsed time to run all health checks < 10 s

● No unhealthy state during last 10 mins

● Host not in state „draining“ → see later on „reboot compaigns“ 

● Administratively set health state (set by Puppet) is HEALTHY
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CLUSTER HEALTH CHECKING IN ACTION
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TRANSPARENCY: UNHEALTHY REASONS

● Users/admins can query node health status via machine ads
condor_status -compact -af:hr Machine NODE_IS_HEALTHY StartJobs NODE_HEALTH 
MARKED_FOR_REBOOT NODE_REBOOT_REASONS DRAIN_FOR_REBOOT_AFTER DRAIN_FOR_REBOOT_AFTER_DATE    

● NODE_HEALTH examples:
MARKED_UNHEALTHY_BY_PUPPET:WIP
POOL_DIR_TOO_FULL:82%
SWAP_USAGE_TOO_HIGH:85%
REBOOT_NEEDED:DRAINING_SINCE_0d_19h_58m_9s
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CLUSTER SECURITY: REBOOT CAMPAIGNS

● Container images are rebuilt daily to include latest updates (bug/security fixes)

● Some package updates on host machines require reboot (kernel, systemd, etc.)

● Schedule node drainage/reboot automatically if either

– needs-restarting --reboothint indicates required reboot

– Uptime > 30 d (clean up cruft)

– Kernel too old with respect to minimal version specified by Puppet

● Spread start of drainage over 10 days (avoid shortage of usable WNs)

● Hourly check: If node is empty, shutdown HTCondor and schedule reboot in 30 mins
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CLUSTER REBOOT CAMPAIGNS
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NODE INFORMATION IN MOTD

● System health information shown with other machine data upon system login,
remaining data from Foreman database

Welcome to CentOS Linux release 7.7.1908 (Core) (GNU/Linux 3.10.0-1062.1.1.el7.x86_64 x86_64)

--------------------------------------------------------------------------------
This host is:
 * a bare-metal (physical) machine
 * in hostgroup: Linux/Server/BAF/WN
 * in environment: production
 * in location: Nußallee 12
 * in room: 0.004
 * in rack: 12
 * in bay: 13
 * in condor health state:
   POOL_DIR_TOO_FULL:81%
 * last marked unhealthy: 0d 0h 0m 8s ago
   (at Sat Oct 12 11:41:24 CEST 2019)
 * marked for draining for reboot in: 0d 4h 46m 57s
   (Sat Oct 12 16:28:29 CEST 2019)
 * marked for reboot due to the following reason(s):
   NEEDS_RESTARTING_REBOOTHINT
Time:  11:41:32 up 22 days,  1:12,  1 user,  load average: 39.31, 38.31, 38.02
--------------------------------------------------------------------------------
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OPPORTUNISTIC CLUSTER USAGE

● Opportunistic resources = temporary usage of unused resources dedicated to other 
projects

● COBalD/TARDIS: service developed by KIT to manage diverse opportunistic resources 
(HPC/HTC clusters, cloud resources, container orchestrators)

– https://github.com/MatterMiners/cobald

– https://github.com/MatterMiners/tardis

● COBalD/TARDIS books resources and monitors their usage

– books more resources if well utilised (in terms of CPU and memory)

– reduces booked resources if unused
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COBALD/TARDIS SETUP @ U BONN

HTCondor OBS @ GridKa
(fed by ARC CE)

COBalD/TARDIS @ U BN

BAF HTC Cluster @ U BN

Kerberos auth.

GSI auth.

GSI auth.

Pilots run in dronesPilots

Monitor OBS and BAF
batch system
 
Request and stop drones

OBS = Overlay Batch System
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OPPORTUNISTIC CLUSTER USAGE
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SUMMARY

● We happily run an HTC cluster with

– HTCondor using fully containerised jobs

– CVMFS for software/container image distribution

– CephFS for data distribution

● Cluster serves well both for local users and opportunistic usage

● Looking forward to more powerful container solutions (e. g. allowing to 
checkpoint/restore containers)



Thank you for your attention!

Oliver Freyermuth: freyermuth@physik.uni-bonn.de

Peter Wienemann: peter.wienemann@uni-bonn.de

mailto:freyermuth@physik.uni-bonn.de
mailto:peter.wienemann@uni-bonn.de
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BACKUP: TARDIS JOB STRUCTURE @ U BN

BAF HTCondor Job

BAF Singularity container

TARDIS drone

ATLAS pilot

ATLAS Singularity Container

ATLAS payload

● Nested structure

● BAF containers to decouple cluster 
operation from user requirements 
(convenient for operators)

● ATLAS containers to reduce site
requirements (convenient for 
ATLAS)

● ATLAS pilots to improve 
throughput of ATLAS production 
system
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