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Starting point: ROOT file

•Generic, designed for any type of data
• Key-value object store for trees (lookup tables), histograms, canvases, …

•Good for big data: Files with identically structured TTrees
• Trees can have thousands of branches

•Hierarchical: Events contain muons contain tracks

•Remotely accessible (via XRootD protocol)

• So… Isn’t this already a columnar database?
• Well, no. We still manage data as files rather than columns
• Can’t manage columns directly; we’re stuck with “traditional” (and  compressed) formats
• Except for very simple TTrees, can’t pull individual branches out of a file
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Implementing columnar
analyses on CMS/ATLAS

•Example CMS use case starts from 20TB “nanoAOD” (300M events)
• Processed in ~10 minutes through HTCondor at LPC at FNAL (~1 minute on Spark cluster)
• NanoAOD is very flat (split-level 0), plays well with uproot
• Allocations on HPCs to support                                                                                  

development?

•A little more work for xAOD format

•Many potential physics drivers for                                                                          
columnar analysis on ATLAS
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ServiceX idea

•Component of iDDS
• Experiment-agnostic service to enable on-demand data delivery

•Tailored for nearly-interactive high-performance array-based analyses
• Provide uniform backend to data storage services; user doesn’t have to know how/where 

data is stored

• Capable of on-the-fly data transformations into variety of formats (ROOT files, HDF5, 
Arrow buffers, Parquet files, …)

• Pre-processing functionality: Unpack compressed formats, filter events in place, project 
data columns

•Perfect for columnar analyses
• Start from any format, extract only needed columns
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ServiceX overview

•Users specify needed events/columns and desired output format
• Use metadata tags (real/sim data, year, energy, run number, …)
• Any required preselection

• ServiceX queries backend (e.g. Rucio)                                                                          
to find data
• Gives unique token to identify request
• Access data from storage or xcache
• Perform any data transformations
• Keeps track of data delivered and                                                                                    

processed; ensures all tasks finished
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ServiceX architecture
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ServiceX input architecture

•API server
• Provides RESTful interface for users
• Backend is NoSQL DB (currently Elasticsearch)

•DID finder
• Queries Rucio for the dataset size, replicas, events
• Constructs optimal paths to root files
• Future work: Prefetch first file

•Dependencies
• Data Lake with all storage accessible via XRootD
• Xcache (prefetches and caches input data)
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ServiceX transform
architecture

•Transformer
• Accesses input files through XCache

• Container-based; one instance per input file

• Currently focused on reading xAOD
• Outputs in various formats: Flat trees, Awkward arrays, Parquet, Arrow tables, …
• Allows simple filtering on the fly 
• Efficiently streams requested columns to Kafka

• Future work: Columnar cache (CC)
• Holds transformed columns

• K8s volume, multi-user, R/W-many

• Becomes more useful as column reuse by users increases
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ServiceX output architecture

• Future work: Cache manager
• Listens to CC for row ranges ready to be published
• Reads Arrow tables from CC
• Writes to Kafka; uses request token as topic name

•Kafka
• Receives Awkward arrays / Arrow tables from producer (transformer)
• Makes topics available to consumers

• Each request is one topic

• Each job is one consumer (client)

• Messages are compressed Awkward arrays, ~ 100s of events
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Current work

• Setting up infrastructure
• Have access to GKE cluster to deploy ServiceX
• Writing k8s deployments and Helm chart for orchestration
• Test Kafka scaling for multiple users

•Adding analysis layer to read Kafka output, make plots
• Compare to conventional HTCondor submission
• Test Kafka response when workers die (does all data finish?)
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Backup slides
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Columnar physics
analyses: The problem

•Typical analysis workflow:
• Detector data (or simulation) → Reconstruction → Analysis software → Plots
• First two steps are prescribed, but enormous variation in analysis software

• Standard analysis might have “primary ntuple”
• Simple dump of DAOD/xAOD (ATLAS) or miniAOD/nanoAOD (CMS) into slightly 

specialized versions of objects

• Primary ntuple then skimmed/trimmed; portions of data replicated (often several times)
• Selections/cutflows get baked into analysis
• Adding new variables means throwing out previous skim, replicating everything

• Significant waste in time/CPU cycles and storage
• Event loops with small memory footprint are inefficient on CPU
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Uproot: Columnar
data representation

•Recast data so attributes of physics objects grouped into contiguous columns, 
rather than grouping by event and then object
• Much more efficient for processing!
• Updating event content (or corrections) can be done by adding columns to existing data
• Can cache only necessary data for                                                                              

computation; no longer need to load entire                                                                           
event in memory

•However, this is a significant change of                                                                  
basis for analyzer
• New syntax can be simpler, more expressive
• Imagine analysis code with no for() loops…
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Loop-less array programming

•Can do all kinds of stuff with optimized linear algebra computations
• Multidimensional slices of data
• Element-wise operations (e.g. muons_pz = muons_pt * sinh(muons_eta))
• Broadcasting (e.g. muon_phi – 2 * pi)
• Masking (e.g. data[trigger and (met > 40)])
• Indexing, array reduction, etc.

•User experience major priority
• Any working analysis code can scale up
• Fast learning curve for scientific python stack; many components usable off the shelf
• Trick is to reframe problem for arrays rather than use imperatives (for + if)

•All we need is a nice simple rectangular array…
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Jagged arrays

•Embarrassing, since nested variable-size data structures everywhere in HEP
• What if one event has 3 muons, and the next event has 1?
• Jagged arrays handle this cleverly, with two 1D arrays:

• First array contains long list of, say, muon pT values, for every muon in every event

• Second array contains                                                                                                                                        
“event breaks” that give                                                                                                                                      
event boundaries

• But this is shown to the                                                                                                                 
user as a list containing                                                                                                                   
lists of varying lengths
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Columnar tools in uproot

•Complete Z-peak analysis implemented using CMS nanoAOD format 
(https://github.com/nsmith-/coffea/blob/bacondev/notebooks/zpeak.ipynb)

•Many analysis tools already exist:
• Object-level selection
• Event-level selection, partitioning events by type
• New pair combinatorics (e.g. dilepton invariant mass), creates new jagged array of pairs
• Object gen-matching or cross-cleaning
• Easy application of scale factors and corrections
• Quick reimplementation of event selection (e.g. for evaluating systematics)
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