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Mark’s slide: we can't buy our way to a
solution
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System Scalability Research

- Local Database Example
- Query optimization: Predicate/Filter push down
- Exploit selectivity, increase scalability/performance of system
- Hardware Acceleration

- Cloud Example

- S3 Select
- Optimize infrastructure use AND improve application performance

- IRIS-HEP Opportunities

- Distributed analysis, filtering

- Optimized representation, data movement across wide area,
increase scalability/performance of system

- Hardware acceleration
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Data Lake and Raw, Distributed
Processing Overheads
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- ServiceX: Data Lake for flexible data processing

- Raw data: High IO cost, networking cost, loading or
processing cost (CPU)
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Accelerating Data Transformation
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- Data Transformation / Recoding Accelerator
- [UDP, Micro ‘“17; HCW'19]
- 1,000x area, 1,000x power efficiency vs. CPU cores on data transformation

- Programmable accelerator allows the right representation choice and complex
format computing to be performed in the right place

- System Impact: cheaper computation, less data movement, energy, higher
performance
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Accelerated Transformation in CPU eliminates
Raw Data processing overheads

i Batch ETL (SparkSQL) ~ ® On-Demand ETL (SparkSQL) On-Demand ETL, SIMD Filter (SparkSQL+Sparser) & On-Demand ETL, Raw Filter (ACCORDA)

Execution Time (s)
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- TPC-H Raw data processing is >16x SparkSQL, and
approaches DB loaded data performance

- Eliminate format overhead, flexible processing
- Dramatically reduces CPU overhead (scalability)
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Enabled Query Optimization - Encoding

[] cPu-based

:l UDP-accelerated

A3:string_native, A5:[float] _native
A3:string_native, A5:[float]_native A3:string_native, A5:[float]_native
A3:string_native, A5:[float]_gint8 encode (A3, A5)
A3:string_native, A5:[float]_native

A3:string dict, A5:[float] qint8 A3:string_dict, A5:[float]_qint8 A3:string_dict, A5:[float]_qint8
[ tim_sort (A3) ] radix_sort (A3) [ radix_sort (A3) ] [ radix_sort (A3) ]

A3:string_native, A5:[float]_native A3:string_dict, A5:[float]_qint8 A3:string_dict, A5:[float] gint8 A3:string_dict, A5:[float]_gint8
[ scalar_inference (A4) J [ SIMD_inference (A4) ] SIMD_inference (A4) [ SIMD_inference (A4) ]

A3:string_dict, A4:[float]_qint8
predicate
pushdown

A2:string, A4:[float] A2:string, A4:[float]
A2:string, A4:[float] A2:string, Ad:[float]
[ scalar_inference (A3) J [ scalar_inference (A3) ]

accelerated
operator

accelerated
reader

i

A3:string_dict, A4:[float]_gint8 A3:string_dict, A4:[float]_gint8
e encodin
encodlng—o;t)tlmlzed fusiong encode (A3, Ad)
QRALALOL A3:string_dict, A4:[float]_native

A3:string_native, A4:[float]_native A3:string_native, Ad:[float]_native A3:string_native, A4:[float]_native A3:string_native, A4:[float]_native

A2:string, A3:[float] A2:string, A3:[float] A2:string_json A2:string_json A2:string_json A2:string_json
A1:string, A2:string, A3:[float] A1:string, A2:string, A3:[float] At:string_native, A2:string_json A1:string_native, A2:string_json A1:string_native, A2:string_json A1:string_native, A2:string_json
AO:string AO:string A0:string_json AO:string_json AQ:string_json AQ:string_json
> >

Traditional Optimization by Acceleration  Optimization Enabled by Encoding Extension

- ACCORDA extension of SparkSQL (operators, query
optimization) [VLDB 2019]

- Acceleration alone, enabled optimization, and 2nd order more
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Encoding Optimization
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- Query Optimization for Encoding alone: 80% benefit on 7
queries
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Dimensions of Benefit

- Reduction in Parsing/filtering cost (acceleration)
- Performance, and more aggressive query optimization

- Representation of encoding in Query Execution Plan

- Beyond tuple to block/transpose, special recoding (ex. ML
inference), etc.

- Expose new optimizations, eliminate transformation overhead

- Reduces the CPU load

- Offloaded computation
- Reduced total data processed
- => better scalability
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Accelerated Transformation in the Data

June 21, 2019

Center: Amazon S3
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Up to 80% Cheaper

- Iterators over all objects in an S3 bucket

- S3 select (filtering pushed to the storage side of the network)
- Key: Changed service interface enables “predicate pushdown”

- (more of this is required)
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Dimensions of Benefit

- Shift of Filtering computation to Storage node
- Must charge for value-added service

- Reduces Data Center network load
- Reduce CPU load

- Offloaded computation
- Reduced total data processed

- => better scalability

- Who gets the benefit? (pricing)
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What does this mean for IRIS-HEP?
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- Distributed Data Lake, Shared General Data format (across
experiments)

- Scalable analysis pulls data from Lake, and ships to computing
resources [analysis]

- Variety in analysis experiments and data use and availability of
compute resources IMPLIES large data movement
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Example Research Topics
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- Flexible transformation (low cost, high rate)

- Increase system scalability - eliminate wide-area
bottlenecks, cpu bottlenecks, storage access bottlenecks

- => |ncrease HEP application science capability
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Example Acceleration Integration Scenarios

- 1 per compute node
- P38 project
- Potential ARM/RISC-V based prototype (recode engine)
- Compiler for data transformation accelerator based on LLVM

- 1 per storage node
- Above and PCI

- 1 per disk/SSD

- Samsung project on “smart SSD’s”

- In the network link
- Or Globus online...Any interest?
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Dimensions of Benefit

- Reduced processing / CPU load (client)

- Offload to storage

- Reduced network load
- Only filtered data transmitted
- Efficient data encodings transferred

- ... but also potentially...

- Reduced processing / CPU load (storage) (?)
- More SSD’s/Disks per CPU

- Reduced storage bandwidth load and capacity (?)
- Better encoding, smaller data

- Design for the “expensive” parts of the system to scale
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Questions

- Where are there opportunities for large increases in capability?
- Encoding and Filtering: network and cache and compute
- End-to-end Representation Management

- Caching and Intermediate Products optimization (placement,
encoding)

- How to expose? (rich variety of tools, containerization, etc.)
- Where? (may be equally important)
- Technical and economic
- Integration of other types of acceleration?
- ML inference/analysis — for systems
- “offline data management”

- Filtering and reduction
- Cold storage encoding
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