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In this talk
๏ We

have three ongoing projects with nVidia

๏ Event

reconstruction with graph networks

๏ Sparse-event
๏ Distributed
๏I

generation with Deep Learning

training & optimization with MPI

will try to cover the main aspects on these three

๏ Work

in progress, so don’t expect to see results today
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Fig. 4 Example of 100 × 100 images for the five jet classes considered

in this study: q (top-left), g (top-right), W (center-left), Z (center-right),
and top jets (bottom). The temperature map represents the amount of
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– The activation function for the hidden and output layers
of the f R network: ReLU [38], ELU [39], or SELU [40]
functions.
dguest@cern.ch (UCI)
RNN b-tagging
– The activation function for the hidden and output layers
of the f O network: ReLU, ELU, or SELU.
– The activation function for the hidden layers of the φC
network: ReLU, ELU, or SELU.
– The optimizer algorithm: Adam [41] or AdaDelta [42].

In addition, the output neurons of the φC network are acti−4
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The “classic" workflow

๏ Take as input a list of
objects (particles,
“detector hits”, etc.),
represented by a set of
features
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๏ Process these lists with
rule-based algorithms

Jets

๏ e.g., 2->1 recombination
algorithms for jet
clustering

๏ run inference algorithms
(and statistical
analyses) on the
processing output
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Example: jet tagging
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Jet tagging = identifying the nature of the particle starting the
shower, looking at the “shape” of the shower
Eric A. Moreno et al.
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…

…

…

… … … …

…

…

∙ RS [NO x NE]

with gated recurrent units [10] (GRUs), which process
aT list of
T particle
T features.
T TTheseTmodels can achieve
state-of-the-art performance although they require additional ingredients: the DNN model requires processing the constituent particles to pre-compute HLFs, the
GRU model assumes an ordering criterion for the input
particle feature list, and the CNN model requires representing the jet as a rectangular, regular, pixelated image. Any of these aspects can be handled in a reasonable
way (e.g. one can use a jet clustering metric to order
the particles), sometimes sacrificing some detector performance (e.g., with coarser image pixels than realistic
tracking angular resolution, in the case of many models
based on CNN). It is then worth exploring alternative
solutions that could reach state-of-the-art performance
without making these assumptions. In particular, it is
interesting to consider architectures that directly takes
as input jet constituents and are invariant for their permutation. This motivated the study of jet taggers based
on recursive [11], graph networks [12,13], and energy
flow networks [14]. In this context, we aim to investigate the potential of INs.
This paper is structured as follows: we provide a
list of related works in Sec. 2. In Sec. 3, we describe
Fig.
the utilized data set. The structure of the JEDI-net
model is discussed in Sec. 4 together with the alternative architectures considered for comparison. Results
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Processing: Matrix multiplication +
learnable functions (aka neural
networks)
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Here we refer to the abstract message-passing interaction
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Prune and repeat the train for 7

E [DE x NO]
!O

NO: # of constituents
P: # of features
NE = NO(NO-1): # of edges
DE: size of internal representations
DO: size of post-interaction internal representation

https://arxiv.org/abs/1908.05318

7 A flowchart illustrating the interaction network scheme.

https://arxiv.org/abs/1909.12285

input objects.
7 In our case, we rank the input particles

plane, and the y axis oriented upward. The x and y axes de-
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CHAPTER 3. PRUNING DEEP NEURAL NETWORKS
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1st iteration

!C, "O , "R
expressed as
dense neural
networks
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w
2nd iteration

…

In this work, we compare the typical performance
of someTof these
T approaches
T TT to what
T isTachievable
T with
T
a novel jet identification algorithm based on an interaction network (JEDI-net). Interaction networks [5] (INs)
were designed to predict the evolution of physical systems under the influence of internal and external forces,
for example to emulate the eﬀect of gravitational interactions in n-body systems. The n-body system is
represented as a set of objects subject to one-on-one
interactions. The n bodies are embedded in a graph
and these one-on-one interaction functions, expressed
as trainable neural networks, are used to predict the
post-interaction status of the n-body system. In a similar fashion, we represent a jet as a set of particles, each
of which is represented by its momentum and embedded
as a vertex in a fully-connected graph. We use neural
networks to learn a representation of each one-on-one
particle interaction 1 in the jet, which we then use to
define jet-related high-level features (HLFs). Based on
these features, a classifier associates each jet to one of
the five categories shown in Fig. 1.
For comparison, we consider other classifiers based
on diﬀerent architectures: a dense neural network (DNN)
[6] receiving a set of jet-substructure quantities, a convolutional neural network (CNN) [7,8,9] receiving an
image representation of the transverse momentum (pT )
flow in the jet 2 , and a recurrent neural network (RNN)

!R
!R
!R

…

Fig. 1 Pictorial representations of the diﬀerent jet categories considered in this paper. Left: jets originating from quarks or
gluons produce one cluster of particles, approximately cone-shaped, developing along the flight direction of the quark or gluon
that started the cascade. Center: when produced with large momentum, a heavy boson decaying to quarks would result in a
single jet, made of 2 particle clusters (usually referred to as prongs). Right: a high-momentum t ! Wb ! qq0 b decay chain
results in a jet composed of three prongs.

Eric A. Moreno

Figure 3.1: Pruning the synapses and neurons of a deep neural netw

Re
the connections that have been removed. The phases of pruning and retraining

w

iteratively to further reduce network complexity. In effect, this training process

7 iteration
connectivity in addition to the weights — this parallels
the human brain develo
th

where excess synapses formed in the first few months of life are gradually "prun

losing little-used connections while preserving the functionally important connect

On the ImageNet dataset, the pruning method reduced the number of para

by a factor of 9⇥ (61 to 6.7 million), without incurring accuracy loss. Similar

VGG-16 found
that the total number of parameters can
be reduced
by 13⇥
(13
Jennifer
Ngadiuba
- hls4
25.04.2018
again with no loss of accuracy. We also experimented with the more efficient f

– The activation function for the hidden and o

neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which

thin fully connected layers. From these experiments we find that they share ve

What is happening: message passing
๏ Each example in a dataset is

represented as a set of vertices

v3 = ( f31, f 32, . . . , f3k)

๏ Each vertex is embedded in the
graph as a vector of features

๏ Vertices are connected through
links

v4 = ( f41, f 42, . . . , f4k)

v1 = ( f11, f 12, . . . , f1k)

v2 = ( f21, f 22, . . . , f2k)

๏ Messages are passed through
links and aggregated on the
vertices
v5 = ( f51, f 52, . . . , f5k)

๏ A new representation of each

node is created, based on the
information gathered across the
graph
8

v6 = ( f61, f 62, . . . , f6k)
https://arxiv.org/pdf/1704.01212.pdf
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What is happening: message passing
๏ Each example in a dataset is

represented as a set of vertices

๏ Each vertex is embedded in the

m3→2 = g( f 3⃗ , f 2⃗ )

graph as a vector of features

๏ Vertices are connected through
links

m4→2 = g( f 4⃗ , f 2⃗ )
m1→2 = g( f 3⃗ , f 2⃗ )
m5→2 = g( f 5⃗ , f 2⃗ )

๏ Messages are passed through
links and aggregated on the
vertices

m6→2 = g( f 6⃗ , f 2⃗ )

๏ A new representation of each

node is created, based on the
information gathered across the
graph
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What is happening: message passing
๏ Each example in a dataset is

represented as a set of vertices

v′3 = f′3⃗ (m1→3, . . . , m6→3)

๏ Each vertex is embedded in the
graph as a vector of features

๏ Vertices are connected through
links

v′1 = f′1⃗ (m2→1, . . . , m6→1)

v′4 = f′4⃗ (m1→4, . . . , m6→4)

v′2 = f′2⃗ (m1→2, . . . , m6→2)

๏ Messages are passed through
links and aggregated on the
vertices

๏ A new representation of each

node is created, based on the
information gathered across the
graph
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v′5 = f′5⃗ (m1→5, . . . , m6→5)

v′6 = f′6⃗ (m1→6, . . . , m5→6)
https://arxiv.org/pdf/1704.01212.pdf
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Fig. 3: Comparison of true energy fractions and energy
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Simulation vs Reconstruction
Large-scale and high-fidelity simulation
๏ Having

simulations of LHC collisions
is a necessary step for
understanding and analysing the data

๏ Generating

large simulated samples
is more expensive than
reconstructing real data: we could
take more data, but we don’t because
our resources are taken by
simulation tasks

Bottleneck!

Geant4:
Contains all our knowledge
about interactions of
particles with matter

O(10 min) per 1 event

๏ SOLUTION:

speed up MC
generation
by
6
S.R. Qasim et al.: Distance-weighted
graph networks for irregular
particle-detector
geometriesin HEP (Tobias Golling)
Generative
Models
a factor 10-100
– GarNet model: The original vertex features are con-

๏ POSSIBLE
Models

๏ PROBLEM:

catenated with the mean of the vertex features and
then passed on to one dense layer with 32 nodes and
tanh activation before entering 11 subsequent GarNet layers. These layers contain S = 4 aggregators, to
which FLR = 20 features are passed, and FOUT = 32
output nodes. The output of each layer is passed to
the next and added to a vector containing the concatenated outputs of each GarNet layer. The latter
is finally passed to a dense layer with 48 nodes and
ReLU activation.

STRATEGY: Deep Generative

our data are sparse sets of
points-> we need a sparse
generator
In all cases, each
output vertex of these model building
blocks is fed through one dense layer with ReLU activation
and three nodes, followed by a dense layer
with two output
14
nodes and softmax activation. This last processing step
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๏ Graph-GAN: use graph

networks to generate sets of
sensor hits in a graph
structure
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Figure 1: Top: A black-and-white image is converted into a list of pairs of numbers, representing the coordinates ~x
of the non-white pixels. Bottom: a gray-scale image is converted into a list of triplets of numbers. The first two rows
represent the coordinates ~x of the non-white pixels, while the last one gives the gray-scale value ↵.

{

Message Passing

100 no

des
No
The main difficulty
to scale up these models to production-ready simulation tools lies in the complexity of a typical
ise
HEP detector, characterized by detector elements with different technology and geometry, partially overlapping with
each other and with passive material (e.g., absorbers in calorimeters). Modern detectors are also characterized by high
granularity, with small-size sensors designed to resolve hits from individual particles in dense environments. As a
consequence of this, a typical HEP dataset consists of a sparse set of energy deposits, which often cannot be encoded in
a regular array as those produced by a CNN-based model. As an alternative to CNNs, the generation of reconstructed
final-state particles from a recurrent neural network (RNN) trained adversarially has also been considered [20].
3 features
In this paper, we investigate
an alternative strategy to overcome difficulties with the use of CNN architectures. Rather
than moving to a different architecture, as done in Ref. [20], we reformulate the problem by introducing a novel loss
function, the nearest-neighbor distance (NND) loss name to be refined which is designed to deal with the intrinsic
sparsity of the reference data. At first, we use this loss function to train a VAE on the MNIST superpixels dataset [21].
Then we apply the same strategy to a simulated dataset of jets produced in proton-proton collisions like those occurring
at the LHC.
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This paper is organized as follows: we introduce the near-neighbor MSE loss in Section 2. Results are show in
nodes for a toy example based on the MNIST superpixels dataset and for the LHC jet dataset.
Sections 3 and 4, 100
respectively
Conclusions are given in Section 5.
Real
or
2 Nearest-neighbor distance Fake
loss

{

or Fake
We consider a sparseReal
dataset
as input, given as a list of objects, each characterized by a coordinate vector ~x and a feature
vector ↵
~ . We aim to define a loss function that evaluates the distance between two of these lists, considering both the
3 geometric
features distance between closest pairs and the difference between their corresponding features.

{

๏ So far tested with sparse
MNIST dataset: coordinates &
intensity of subset of
pixels i MNIST dataset

2

{

variational autoencoder with
a custom loss, designed to
deal with sets of unordered
items in some physical space

1

{

๏ VAE with sparse Loss: use a

0

๏ long term: use this strategy
on jets and detector hits
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We start the discussion considering a simpler data representation: a set of input items, characterized by their coordinates
~x but without a corresponding ↵
~ feature list. This could be a dataset of black-and-white images, in which white pixels
are ignored and the remaining pixels are represented as a list of (i, j) coordinates (see Fig. 1). This simple case is then
generalized to the case in which the elements of the input sets are also characterized by a vector of features ↵
~ , as for
instance for the pixel intensity in a gray-scale image (see Fig. 1).
~ A and X
~ B of the elements in the set,
Given two input sets A and B, each expressed in terms of the coordinate vectors X
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The first step was to test if the proposal for reconstruction loss term of the loss
Graph-GAN:
use
graph
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was going
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this is not considering the pixel intensities (every pixel is set to have intensity equal to 1.0).
1: Top: A black-and-white image is converted into a list of pairs of numbers, representing the coordinates ~x
The dataset used in this step was the sparse MNIST dataset,Figure
that
is only
theBottom:
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items in some physical space

The main difficulty to scale up these models to production-ready simulation tools lies in the complexity of a typical
HEP detector, characterized by detector elements with different technology and geometry, partially overlapping with
each other and with passive material (e.g., absorbers in calorimeters). Modern detectors are also characterized by high
granularity, with small-size sensors designed to resolve hits from individual particles in dense environments. As a
consequence of this, a typical HEP dataset consists of a sparse set of energy deposits, which often cannot be encoded in
a regular array as those produced by a CNN-based model. As an alternative to CNNs, the generation of reconstructed
final-state particles from a recurrent neural network (RNN) trained adversarially has also been considered [20].
In this paper, we investigate an alternative strategy to overcome difficulties with the use of CNN architectures. Rather
than moving to a different architecture, as done in Ref. [20], we reformulate the problem by introducing a novel loss
function, the nearest-neighbor distance (NND) loss name to be refined which is designed to deal with the intrinsic
sparsity of the reference data. At first, we use this loss function to train a VAE on the MNIST superpixels dataset [21].
Then we apply the same strategy to a simulated dataset of jets produced in proton-proton collisions like those occurring
at the LHC.
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This paper is organized as follows: we introduce the near-neighbor MSE loss in Section 2. Results are show in
Sections 3 and 4, respectively for a toy example based on the MNIST superpixels dataset and for the LHC jet dataset.
Conclusions are given in Section 5.
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Nearest-neighbor distance loss

We consider a sparse dataset as input, given as a list of objects, each characterized by a coordinate vector ~x and a feature
vector ↵
~ . We aim to define a loss function that evaluates the distance between two of these lists, considering both the
geometric distance
between closest
the difference between their corresponding features.
network
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ofpairs
theandsparse

Figure 1: Left: sparse MNIST train dataset image. Right:
Figure 3: Generation of images fromGray
standard
gaussians after 50 epochs o
Black & White
Scale
We start the discussion considering a simpler data representation: a set of input items, characterized by their coordinates
proposed
reconstruction
term.
MNIST
train
dataset
image
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training
using
thewithout
proposed
reconstruction
loss
term: use this strategy
~x but
a corresponding
↵
~ feature
list. This
could be aloss
dataset
of black-and-white images, in which white pixels
are ignored and the remaining pixels are represented as a list of (i, j) coordinates (see Fig. 1). This simple case is then
term.
generalized to the case in which the elements of the input sets are also characterized by a vector of features ↵
~ , as for

on jets and detector hits
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instance for the pixel intensity in a gray-scale image (see Fig. 1).

~ A and X
~ B of the elements in the set,
Given two input sets A and B, each expressed in terms of the coordinate vectors X
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๏ We
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generation with Deep Learning
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will try to cover the main aspects on these three

๏ Work

in progress, so don’t expect to see results today
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Model complexity→ training complexity
๏ Training

these models take up to days (even on big GPUs)

๏ Unlike

CNNs, one cannot rely on a super-optimized back-end. Work to do to make
graphs more GPU-friendly

๏ In

general, it is beneficial to extend the training (and hyperparameter
optimization) beyond the one-GPU setup

๏ We

are developing MPI-based libraries to do so, exploring different
algorithms (Downpour SGD, Elastic averaging, GEM)

https://github.com/vlimant/NNLO/
18

Learning & Optimzation
๏ Learning:

run training on a single
architecture

๏ allocate
horovod

workers structure using

๏ spawn

workers over multiple MPI
processes

๏ Allreduce

setup

๏ Optimization:

find optimal
architecture, running training on each
tested configuration

๏ N-times

previous structure

๏ Optimization

(Bayesian/Evolutionary)
running on top (in H)
19

master handling the weights update and communication to the workers. Better und
ing of the scaling would require further in depth analysis, which the authors are pla
future work.

a long way to go
10

๏ work

OK on simple (simplistic?)
problems

8

Speedup

๏ code infrastructure is there, but
scaling not as good as expected

20

๏ we

need to debug by testing on
large-scale trainings

15
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Speedup

๏ Still

Scaling up
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main problem we have is access to
large clusters of GPUs
Figure 1. Speed up of training a 3D calorimeter energy deposition generative adversarial netw
HPC of the number of training processes and with respect to training with one process only
๏ Short-timescale allocations atfunction
sites (ORNL, CSCS)
obtained when running on CSCS Piz Daint (left) and ORNL Titan (right).

๏ Now

investigating the possibility to
use Deepest resources

๏ Only

graph-net jet tagging

recently moved to Flatiron
7 Discussion

๏ So

far, this has jeopardised theIn this article, we review the technicalities of training neural networks on distributed
project. We need to work on this aspect
We present several ways to parallelise training of neural networks, including Genera
and find a stable solution
20

versarial Networks. We describe methods to perform hyper parameter optimization

