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ROOT/TMVA
ROOT is a software toolkit for data processing, storage and analysis in HEP 
Machine Learning tools are provided in the TMVA package (Toolkit for 
MultiVariate Analysis)  

Set of  algorithms for standard HEP usage 
Used in LHC experiment production and in several analyses  
Key features 

Facilitates HEP research, from detector to analysis 
Easy to use, good performance 
Direct connection to the input ROOT data 
Long term support 
Several new developments (e.g. deep learning) 

Development done in collaboration with CERN experiments and HEP community 
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http://root.cern.ch/tmva

http://eoor.cern.ch/tmva
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Deep Learning in TMVA

Deep Learning Library available in  
ROOT/TMVA with support for 

Dense (fully connected) layers 
Convolutional layers 
Recurrent layers 

Parallel implementation for both CPU and GPU 
Very efficient in training time 
Focus for low latency in inference of trained models 
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Deep Learning in TMVA
Deep Learning library available in ROOT/TMVA since ROOT 6.08 

initially for dense layer 
now supporting  convolution layers and simple recurrent layers 

support for recurrent LSTM and GRU will be available later this year 
Parallel evaluation on CPU 

implementation using a BLAS API (e.g. OPEN BLAS or Intel MKL) 
and Intel TBB library 

GPU support using CUDA 
with cuBLAS for dense layer 
now using cuDNN for convolutional and recurrent layer 

Excellent performance and high numerical throughput 
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DNN Training Performance 
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[K.Albertsson,..]

https://www.epj-conferences.org/articles/epjconf/pdf/2019/19/epjconf_chep2018_06014.pdf
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Inference Performance 

Single event evaluation time for same 5 
layer dense network on CPU 

For time critical applications —  
e.g. on-line reconstruction 
Fast! 1.5 times speedup over specialised 
libraries like LWTNN when using 
optimised BLAS library exploiting 
vectorisation 

For batched evaluation, same story as 
training

6

TMVA OPENBLAS LWTNN TMVA MACOS-BLAS

410

N
um

be
r o

f E
ve

nt
s 

Pr
ed

ic
te

d 
/ s

ec
on

d

Prediction Time (5 Dense Layers - 200 units)

TMVA  
OpenBlas

LWTNN TMVA 
Accelerate 

Blas (MacOS)

20K/s

130K/s
190K/s



L. Moneta /  CERN EP-SFT

Convolutional Layer
Original implementation based on kernels developed for convolution 
operations  

kernel working at single event and not at batch level 
no performance improvements increasing batch size
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[K.Albertsson,..]

https://www.epj-conferences.org/articles/epjconf/pdf/2019/19/epjconf_chep2018_06014.pdf
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TMVA CuDNN
Worked on a new implementation using NVIDIA  cuDNN library 

use directly cuDNN functions for convolution operators  
work performed in collaboration with Openlab and NVIDIA 
(J. Niermann, Openlab summer student, 2019) 

re-designed code to use a new C++ Tensor class (RTensor) 
Will be released  in the ROOT version 6.20 coming very soon 
Next ROOT version will be extended by using cuDNN also for 

3D convolution operators   
Recurrent networks (including LSTM and GRU)
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Using images data of 32x32 with 4 convolutional  
Similar results when using larger images 9
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Future DL Developments
Focus on fast inference of trained models  

efficiency performance for single event evaluation  
developing generic inference engine in ROOT/TMVA for 
trained models using different tools 
(e.g. ONNX format) 

Complete integration with cuDNN 
cuDNN implementation for RNN (GRU and  LSTM) 

Simple RNN with cuDNN is already implemented   
with very promising performances!
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Other Developments
Interoperability with Python ML ecosystem 

TMVA already supports some Python ML tools (Keras, scikit-
learn) for training and inference (PyMVA package) 

 Crucial to move data from ROOT files to Python and vice versa 
support conversion from ROOT TTree data to directly Numpy
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# remote access of data
df = ROOT.RDataFrame("Events",              
"file.root")
         .Filter("x1 > 0")
         .Define("x3", "x1 * x2")

# Read-out as numpy arrays
vars = ("x1", "x2", "x3")
cols = df.AsNumpy(vars)

# Create typical ML data structure
x = numpy.stack([cols[v] for v in 
vars])

# Push data to scipy ecosystem
pdf = pandas.DataFrame(cols)

[S. Wunsh (CHEP2019)]

https://indico.cern.ch/event/773049/contributions/3476171/
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Modern Interfaces
New functional and thread safe interfaces for model inference 
Integration with ROOT::RDataFrame 
Supporting both C++ and Python 

Based on new C++ RTensor class 
seamless integration with Python Numpy array
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// Construct model
TMVA::RBDT bdt("myBDT", "model.root");

// Single-event inference
auto y = bdt.Compute({1.0, 2.0, ...});

// Batch inference
TMVA::RTensor<float> x(data, shape);
auto y2 = bdt.Compute(x); [S. Wunsh (CHEP2019)]

https://indico.cern.ch/event/773049/contributions/3476171/
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Fast Inference for BDT
Inference engine taking model parameters from externally trained 
models of decision trees 

Fast for single event and batch inference 
Simple to use from Python and C++

14[L. Zampieri]

http://cds.cern.ch/record/2688585/
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Conclusions
Optimisation of Deep Learning operations for GPU using 
NVIDIA low level libraries (cuDNN)  

excellent performances reached especially for small batch 
sizes/ small network architectures 

Big advantage for the community having optimized ML tools 
available in ROOT 

can be deployed in reconstructions or real time applications 
Easy and convenient to use 

Interoperability in ROOT with other Python ML tools 
Developing fast inference engines for external models (ONNX)
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ROOT and TMVA
Web page:    https://root.cern 

TMVA:    https://root.cern/tmva 

Forum:         https://root-forum.cern.ch  

     https://github.com/root-project  

         @root-project  

         https://www.linkedin.com/groups/1826455  

root-dev@cern.ch
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https://root.cern/tmva
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cuDNN Training Performances

Using different images sizes (with a toy data set)
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