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CMS computing scenario

● Run 3 (2021 – 2024)
● online reconstruction : offload 20%~30% of the computing needs to GPUs

– x86 CPUs

– NVIDIA GPUs

● offline reconstruction: leverage opportunistic resources like HPC centres
– x86, ARM, or Power CPUs

– Intel, NVIDIA or AMD GPUs

● Run 4+ (2027 – …)
● fully heterogeneous online and offline reconstruction
● CPUs, GPUs, FPGAs,  accelerators, local and remote …

● looking for ways to write portable code
● minimise development and validation costs
● achieve close-to-native performance on most platforms
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Intel oneAPI
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possible back-ends

● Intel oneAPI Base Toolkit
● Intel CPUs
● Intel GPUs
● Intel FPGAs

● Codeplay ComputeCpp
● NVIDIA GPUs

● other vendors, other OpenCL devices ?
● triSYCL for Xilinx FPGA
● hipSYCL for NVIDIA and AMD GPUs
● …

based on the
LLVM compiler infrastructure

and clang frontend
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CMS pixel reconstruction

● full chain: from raw data to tracks and vertices, on GPUs
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CMS pixel reconstruction

● full chain: from raw data to tracks and vertices, on GPUs
● first step: raw pixel data decoding

● ported to different platforms and performance portability frameworks
● native CPU implementation
● native CUDA implementation
● Alpaka / Cupla and Kokkos implementations, with multiple back-ends

– CPUs with serial, TBB and OpenMP parallel back-ends

– GPUs with CUDA back-end

● simple benchmark to compare
● ease of use
● feature completeness
● performance
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CMS pixel reconstruction

● full chain: from raw data to tracks and vertices, on GPUs
● first step: raw pixel data decoding

● ported to different platforms and performance portability frameworks
● Intel oneAPI

– “host” platform emulation

– OpenCL Intel Core or Xeon CPUs

– OpenCL Intel gen9 GPUs

– work in progress: Intel Arria 10 FPGAs
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Intel oneAPI toolkit

● oneAPI beta 3
● stable distribution and documentation

– compiler and tools

– portability tool (from CUDA to oneAPI)

– OpenCL drivers for Intel CPUs, GPUs, FPGAs

● available on Intel DevCloud
● feedback to Intel support

● open source tools, version 2019.12
● bleeding edge development

– LLVM-based compiler

– latest OpenCL drivers for Intel GPUs

– release every 1-2 months

● feedback on GitHub
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oneAPI test program

● run on the host emulation device

–

● run on the Intel Core CPU

–

● run on the Intel Gen9 GPU

$ ./test-oneapi --host 

Running on SYCL device SYCL host device, driver version 1.2 

Got 53376 for cabling, wordCounter 36328 

work groups: 16, work items per group: 1 

Output: 1699 modules in 5888.52 us 

$ ./test-oneapi --cpu

Running on SYCL device Intel(R) Core(TM) i9-9900K CPU @ 3.60GHz, driver version 2019.9.11.0 

Got 53376 for cabling, wordCounter 36328 

work groups: 9, work items per group: 4096 

Output: 1699 modules in 5728.53 us

$ ./test-oneapi --gpu

Running on SYCL device Intel(R) Gen9 HD Graphics NEO, driver version 19.43.14583 

Got 53376 for cabling, wordCounter 36328 

work groups: 24, work items per group: 256 

Output: 1699 modules in 1653.66 us
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Future work

● port to SYCL and oneAPI programming interface more complex reconstruction code
● track reconstruction
● clustering algorithms

● evaluate the possibility of using Intel FPGAs through oneAPI

● compare the performance of the SYCL / oneAPI implementation with that of native code 
and other performance portability frameworks

● serial and parallel (e.g. TBB, OpenMP) implementations on Intel CPUs
● CUDA native implementation on NVIDIA GPUs
● cross-platform portability with Alpaka or Kokkos

● evaluate the integration of oneAPI with the (TBB-based) experimental framework

good summer student projects !
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Conclusions

● with oneAPI, Intel has taken a very interesting stance
● open source compiler and tools

– key aspect: adoption by the open source community

● based on industry standards and an open specification
– key aspect: future adoption by other vendors

● optimised libraries
– key aspect: performance on production hardware

● CMS is in a very good position to evaluate and exploit oneAPI today
● extremely parallel, task-based physics reconstruction framework

– inter-event, intra-event and algorithm level parallelism are supported 

● targeting existing and future hardware
– today: Intel CPUs and NVIDIA GPUs

– fully heterogeneous in the medium to long term: CPUs, GPUs, FPGAs, specialised accelerators
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