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INTRODUCTION: SIMPLIFIED DATA ANALYSIS WORKFLOW FOR ATLAS
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1 ROOT file:
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…

In essence: several steps of data processing and then data reduction
First parts on Grid/Cloud/HPC - last step usually on local resources
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ATLAS DISTRIBUTED COMPUTING OVERVIEW

The ATLAS distributed computing
system is centered around:
• Workflow management system:
PanDA

• Data management system: Rucio
• Many additional components:
AGIS, ProdSys, Analytics, ...

• Resources: WLCG grid sites,
Tier0, HPCs, Boinc, Cloud

• Shifters: Grid, Expert and
Analysis (ADCoS, CRC, DAST)

Panda Rucio

Grid CPU HPCs CPU Clouds CPU

ProdSysUser

AGIS

Workflows

Jobs

Configuration

Data

Monitoring, 
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CPU USAGE

• 10-20% of analysis share on the Grid/Cloud - not HPC - mainly single core serial
processing payloads

• Very diverse inputs and processing payloads in analysis

• In addition lots of final analysis happens on local batch farm or computers on
individual ntuples
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STATUS: ATLAS DISK SPACE AND PROJECTION

• DISK: 223 PB, filled mainly with Analysis
formats (AOD/DAOD)

• Only 1-2 replicas possible because of
large sample sizes

• In addition TAPE ≈ 253 PB used and
pledge of 315 PB

Run3: Initial assumption
resources will be: 1.5 ×
(resources in 2018) Consistent
with ”flat budget”
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HOW IS THE DATA GROUPED AND ACCESSED ?

• AOD/DAODs are ROOT files with a size of O(1-10GB)
• Grouped in Rucio datasets with number of files in O(10-10k)
depending on simulated process for MC or data run (which spans
usually several hours of detector data)

• Datasets are distributed with 1-2 replicas to different Grid sites
(1-10 PB of disk)

• Jobs are sent to Grid sites to process datasets in parts of O(1-20
files)

• Files are either staged from Grid storage to Job worker node before
hand using xrdcp or similar or streamed into the Job using ROOT
via xrootd or webdav/davix - on Storm SE sites posix files system is
used.

• In Analysis streaming of inputfiles is used and I/O reduced with
TTreeCache (since not full file is read)
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LARGE SAMPLE SIZES - POSSIBLE CHANGES ?

How do we address the problem that samples on disk are too large ?

• Reduce physics content in intelligent way and store less low level
and uncalibrated variables

• Reduce proliferation of DAOD formats
• Introduce single small format with calibrated physics objects
• Use latest ROOT features if possible, Apply lossy compression
• Any intelligent alternative data storage, like columnar storage ?

Notes:
• Already calibrated objects reduces dependency on larger parts of
ATLAS software stack

• Still xAOD event data model (EDM) required for reading
• Slides about xAOD EDM evolution by Scott Snyder: link and Slides
about xAOD format by Attila Krasznahorkay: link
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https://indico.cern.ch/event/881125/contributions/3740600/attachments/1987217/3311706/2020-02-13-core.pdf
https://cernbox.cern.ch/index.php/s/drvAXw7FfvuSu05


XAOD EVENT DATA MODEL (EDM) - SCOTT SNYDER
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XAOD EVENT DATA MODEL (EDM) - SCOTT SNYDER
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NEW FOR RUN3: DAOD_PHYS AND DAOD_PHYSLITE EVENT SIZES

• Based on existing xAOD EDM
• Default DAOD ROOT zlib compression, ie. no lossy float compression
• Note sample dependent size/event uncertainties of ≈5-15%

• Sizes:
• DAOD_PHYS well below 50 kB/event target for MC and data
• DAOD_PHYSLITE above for MC (12.5 kB/event) and below for data (8 kB/event)

• DAOD_PHYSLITE Analysis* are calibrated object containers
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STATUS OF IMPLEMENTATIONS: DAOD_PHYS/LITE

Lossy float compression:
• Planning to enable configurable lossy float compression in Athena framework
• ATLAS code implementation available (does not use ROOT Float16_t)
• Detector/CP/physics groups to opt out variables where physics demands it -
collection of detailed feedback from various CP groups started - will be a long
process

Performance:
• 2-3s/event walltime for DAOD_PHYS+DAOD_PHYSLITE
• 50 ·109 DATA+MC events can be processed on 100k CPU cores assuming 3s/event in
≈21 days (assuming 10% job retries)

• Need to work on speed-up things after first round of production

Long term plans (end of this year):
• Production of DAOD_PHYS/LITE for all R21 samples
• Exclusive production of DAOD_PHYS/LITE for R22 (Run2 reprocessing + Run3)
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DAOD_PHYSLITE - THOUGHTS ON FORMAT STRUCTURE

• DAOD_PHYSLITE is recommended to use xAOD format
• Consider alternative format structure ?
• Calibrated objects→ use flat ROOT-tuple instead ? Then still
possible to do systematics ?

• Data science tools use different formats
• Explore alternative columnar file formats like e.g. parquet ? Or
columnar objects stores ?

• Has anyone looked into new ROOT RNTuple yet ?
• Lightweight xAOD EDM ?
• See some small studies using parquet in backup slides (and talk
link)
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https://indico.cern.ch/event/859693/contributions/3620263/attachments/1935380/3207117/c_301019.pdf


SUMMARY AND CONCLUSIONS

• Run2: ATLAS analysis model very successful but expensive w.r.t.
disk space usage

• Run3: significant disk usage reduction planned with new formats
DAOD_PHYS, DAOD_PHYSLITE and tape carousel

• HL-LHC: without something similar to DAOD_PHYSLITE, analysis very
challenging
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BACKUP



DAOD_PHYS/LITE TEST SAMPLES
Produced with equivalent of AthDerivation,21.2,r06,slc6 + PathResolver patch

DAOD_PHYS:

• 100k events t̄t MC: user.elmsheus:user.elmsheus.mc.data.0444_EXT0
• 180k events data18: user.elmsheus:user.elmsheus.daod.data.0444_EXT0

DAOD_PHYSLITE:

• 100k t̄t MC: user.elmsheus:user.elmsheus.daod.data.0445_EXT0
• 101k events data18: user.elmsheus:user.elmsheus.daod.mc.0445_EXT0

Produced with equivalent of AthDerivation,21.2,r18,slc6 + PathResolver patch

DAOD_PHYS (SUSY16/5):

• user.elmsheus:user.elmsheus.susy.mc.0430_EXT0, user.elmsheus:user.elmsheus.susy.mc.0430_EXT1

DAOD_PHYSLITE (SUSY16/5):

• user.elmsheus:user.elmsheus.susy.data.0431_EXT0, user.elmsheus:user.elmsheus.susy.data.0431_EXT1

DAOD_PHYS (7bit lossy compression), 100k MC, 180k data18:

• user.elmsheus:user.elmsheus.daod.compress.mc.0430_EXT1, user.elmsheus:user.elmsheus.daod.compress.data.0430_EXT1

DAOD_PHYSLITE (7bit lossy compression), 100k MC, 180k data18:

• user.elmsheus:user.elmsheus.daod.compress.mc.0430_EXT0, user.elmsheus:user.elmsheus.daod.compress.data.0430_EXT0

DAOD_PHYS (15bit lossy compression) 100k MC, 81k data18:

• user.elmsheus:user.elmsheus.daod.compress.mc.0450_EXT1, user.elmsheus:user.elmsheus.daod.compress.data.0450_EXT1

DAOD_PHYSLITE (15bit lossy compression), 100k MC, 81k data18:

• user.elmsheus:user.elmsheus.daod.compress.mc.0450_EXT0, user.elmsheus:user.elmsheus.daod.compress.data.0450_EXT0



ATLAS RUN2 ANALYSIS WORKFLOWS

DAOD: highly
successful in view
of productivity of
ATLAS, the Run 2
model has been
expensive in terms
of resources

• DAOD data formats used by almost all analysis in ATLAS - but additional group analysis
post-DAOD

• Supposed to be ∼1% of size of data inputs
• 84 formats in current use, shared among similar physics final states,



SIMPLE DISK SPACE MODEL WITH RUN2 NUMBERS

• Simple model of Run2 AOD+DAODs: 132 PB
• 4 DAOD_PHYS+DAOD_PHYSLITE (MC+DATA) replicas
• 0.5 AOD replica (aka TAPE buffer)
• 50% of today’s MC+DATA DAOD

MC Data
AOD DAOD DAOD DAOD AOD DAOD DAOD DAOD

PHYS PHYS PHYS PHYS
LITE LITE

events 3 · 1010 1 · 1011 3 · 1010 3 · 1010 2 · 1010 1 · 1011 2 · 1010 2 · 1010
size/event [kB] 600 100 70 10 400 50 40 10
disk space [PB] 18.0 10.0 2.1 0.3 8.0 5.0 0.8 0.2
other versions 1.5 2 2 2 1.5 2 2 2
repl. fac. 0.5 1 4 4 0.5 2 4 4
Sum [PB] 13.5 20.0 16.8 2.4 6.0 20.0 6.4 1.6

• Sum: 85 PB
• Potential saving: 46 PB
→ allows room for more MC event production



VERY SIMPLE HL-LHC EXTRAPOLATION FOR DISK
MC Data Sum
AOD DAOD DAOD AOD DAOD DAOD

PHYSLITE PHYSLITE
events (25-28) 6.4 · 1011 1.5 · 1011
events / year 2.13 · 1011 1.07 · 1012 2.13 · 1011 5.0 · 1010 2.5 · 1011 5.0 · 1010
size/event [kB] 1000 100 10 700 50 10
disk [PB/year] 213.3 106.7 2.1 35.0 12.5 0.5 369.6

Assumptions:

• DAOD: 5*AOD events, use DAOD_PHYS(LITE) as in AMSG-R3
• no extra versions & no replication - this will increase the volume
by a factor 2-4

• Average size/event and no pile-up dependence assumed here

→ More DAOD_PHYSLITE and less DAOD usage, AOD with tape
carousel will reduce disk capacity needs



ROOT AND PARQUET FILE SIZES FROM A SMALL STUDY

default gzip lzma(6)
(on top) (on top)

ROOT (zlib) [MB] 992 956 955
parquet (snappy) [MB] 922 830 685
parquet (gzip) [MB] 810 810 796
parquet (uncompressed) [MB] 1141 807 652
parquet (brotli) [MB] 796 794 782

• Note: all inter-container links and non-python compatible variables
are dropped from parquet file (1151 instead of 1299 variables)

• On my iMac: ROOT→parquet conversion:
∼8min and ∼12 GB of memory

• Test compression time on top of existing files:
gzip ∼45s, lzma (level 6): ∼5min 30s



ROOT AND PARQUET FILE PROCESSING SPEEDS

Very simple scripts to read and plot 2 variables via ROOT or
matplotlib: take these numbers with a grain of salt (no repeated
laboratory measurements...)

1st try [s] 2nd try [s]
ROOT TTree.Draw 11.1 1.2
ROOT GetEntry 12.0 11.3
uproot events.iterate/numpy 4.9 4.3
parquet (snappy) via pyarrow/pandas 2.0 1.6
parquet (gzip) via pyarrow/pandas 5.2 1.5

• Enable and read only AntiKt4EMTopoJetsAux.eta,
EventInfoAux.eventNumber where possible

• Important: Measurements fully dominated by start-up time !
• 2nd try faster since SW already in memory
• Scripts at: https://gitlab.cern.ch/elmsheus/uproot

https://gitlab.cern.ch/elmsheus/uproot
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