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Simplified Big Picture of Neuromorphic Hardware  

- Mimicking brain features → ultimate AI hardware?... no so sure since biology is limited to biomaterials

- Vector-by-matrix multiplication is the most common operation for virtually all approaches

- Near term focus on ex-situ trained neuromorphic inference accelerators which is the simplest 

in terms of memory device requirements but practical functionality
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Brain simulators 

AI/ML accelerators 

- Inference 

- Training 

- Real-time learning

- All of the above

HW for brain 

augmentation

non-spiking

spiking

spiking frontend & 

non-spiking backend  

just like GPUs helped the revolution in 

ML, efficient spiking HW could lead to 

breakthrough in advanced AI algorithms  

practical (boring) HW for 

today’s ML/AI algorithms

hybrid
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Hottest Area in AI/ML: Transformer (Attention) Networks
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- Used for natural language processing, planning, image processing   

- Recurrent neural network with specific connectivity

- Most important and common operation: Vector-by-matrix multiplication

- Billions of weights, exaFLOP for training, teraOP for inference

- Larger network → better functional performance!
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State-of-The-Art Deep Learning Hardware
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commercial digital systems for high performance and mobile applications   

Google’s 

Tensor 

Processing 

Unit

NVIDIA’s 

Turing 

(12 nm)

Google 

Edge TPU

Intel’s Movidius

NVIDIA’s Jetson 

100s W, $$$$ few W, $$
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State-of-The-Art Deep Learning Hardware
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Envision (2017) UNPU (2018) NVidia (2019)

Technology (nm) 28 UTBB FD-SOI 65 16

Peak performance [GOPS] (1 to 4) × 102 1382 (4) /345 (16) 4010 (8 bit)

Active area [mm2] 1.87 16 3.1

Precision [b] 4-16 1-16 8

Power [mW] @ frame rate [fps] 44 @ 47* 297 @ ? * ?

Min/max energy efficiency [TOps/J] 0.26–10 (~2.5 @ 4-bit) 11.6(4 bit) / 3.08(16 bit) ~ 9.09 (8 bit)

Envision

B. Moons et al., ISSCC’17

* AlexNet convolutional layers only

Nvidia’s MCM

J. Lee et al., ISSCC’18

UNPU

B. Zimmer et al., VLSISymp’19

- Saturating performance/energy efficiency, expensive ($300M design cost in 7 nm), limited on-chip memory

- Biology is many orders of magnitude more energy efficient

custom experimental digital systems  

Startups: Cerebras, Habana, 

Wave Computing, Graphcore, 

Groq …

Cerebras (largest chip ever built)

46,225 mm2 1.2T trans @ 16 nm

18 GB on-chip memory
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Main Idea for Radical Improvement 

- Utilize fundamentally accurate Ohm’s and Kirchhoff’s laws

- In-memory computing (no need to move around synaptic weights)

- No dense adjustable-conductance nonvolatile devices until recently

... ...

...

...
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Tunable Non-Volatile Memory Device Options

`

would allow  

extra-large 

models on 

chip!
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1T-RRAM 

1T-
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1V

2V

4V

1I 2I 4I

`

Analog VMM Circuit

V

metallic electrode

metallic 

electrode

insulator

A

S

current

0

VW-

VW+VR

ON 

state
OFF 

state

intermediate 

state

voltage

- Applying |V | ≤ VR does not disturb the memory state for nonvolatile memristors

- Extremely compact footprint when using passive memristors (<10 nm full pitch possible)

Metal-Oxide Memristors

The Ultimate Vector-by-Matrix Multiplier Circuit

8
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UC Santa Barbara’s Metal-Oxide Memristors 
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▪ 64 × 64 passive crossbar circuit ▪ Typical I-V characteristics

H. Kim et al. arXiv 2019 

Background work: M. Prezioso et al., Nature 521, 61 2015, M. Prezioso et 

al. IEDM’15  p. 17.4.1, 2015, F. Merrikh Bayat et al. Nature Comm., 2018 

Details:
- Al2O3/TiO2-x active bilayer by reactive sputtering

- CMOS-compatible CMP/dry etching process and TiN/Al 

electrodes for higher conductance

- ~250 nm wide lines

- The largest functional analog-grade passive memristor crossbar 

circuit supported by proper statistics
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64×64 Crossbar Yield and I-V Variations
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H. Kim et al. 2019 arXiv 

▪ Raw data (voltage ramp) …

▪ … and processed statistics

- Dark dots: ~1% devices that cannot be switched

- Color encoding: 256 levels from white (10 µS) to black (100 µS) @ 

0.2V

- < 5% / < 3% absolute / relative tuning error using automated 

algorithm, with reserves for improvement

- MNIST classification demo within 2% of the software accuracy 
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▪ Conductance tuning in 4k memristor crossbar 

Switching threshold voltage [V]

(defined as voltage at which current changes by > 10% 

when applying voltage ramp)
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ReRAM Based Two-Layer Perceptron Demonstration  
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▪ Equivalent circuit & PCB implementation using 2x20x20 xbars ▪ Example of 4-pattern classification 

(ex-situ training)

Summary:
- Complete neural 

network 
functionality in 
hardware, with 
428 memristor-
based synapses 
and 14 discrete IC 
CMOS based 
neurons

- Both ex-situ and 
in-situ training

pattern “T” pattern “U”

pattern “X” pattern “A”

▪ Training patterns (4 classes)  
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F. Merrikh-Bayat et al., 

Nature Comm., 2018
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Monolithic Analog-Grade 3D ReRAM Circuits 
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▪ Analog memory operation

Top xbar Bottom xbar

▪ Switching threshold statistics

Details: 
- Functional multilayer 

analog-grade xbar
with passive 
Al2O3/TiO2-x devices

- In-situ material stack 
fabrication by ion 
milling 

- High uniformity and 
device yield

G. Adam et al. (ESSDERC’16, TED’17)

▪ Device structure ▪ Digital operation
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 (
µ

S
)

Bottom 

xbar

Top xbar

back-end integrated memristor 

crossbar (synapses) 

CMOS stack (neurons and 

other peripheral functions)

the ultimate goal
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Analog-Grade Memristor Circuits Demonstrations*
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- Limited full-scale demos based on promising memories due to yield and variations (i.e. immature technology)

- Need to reduce (by 10-30x) forming / switching currents 

*see last slide for references and footnotes

Kim, H. et al. 4K-memristor analog-grade passive crossbar circuit, ArXiv (2020)

Red = bad news
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Floating-Gate Memory Neuromorphic Circuits 
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▪ Multiplication with 

current mirror by 

subthreshold biased FG 

devices (e.g. NOR 

flash) at periphery & 

array  

▪ Comparable memory 

cell area to that of 

1T1R memristor 

implementations

▪ Lower gain opamps 

(and hence lower 

energy and area 

periphery) due to 

internal amplification in 

FG cells

(Pioneered in the late 1980s by C. Mead, C. Diorio, J. Hasler,…)

▪ “Synaptic transistor” with “extended drain” 

NMOS structure

▪ Hasler’s 

recent 

FPAA 

chip

PRO: allow using common CMOS foundries

CON: large cells (>1000 F2) → low speed → low energy efficiency

▪ Gate-coupled VMM with FG memories

Vth
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Example of Ex-situ Trained Inference Accelerator Based 

on Embedded NOR Flash Memory
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▪ Experimentally measured results
(on 10,000 MNIST test patterns)

- 28x28 B/W input, 10-class output, >100,000 NOR flash synapses, 64 hidden layer CMOS neurons, 180-nm process with eFlash

- 94.65% experimental fidelity (96.5% theoretical) 

- < 1-µs latency, < 20 nJ energy per pattern (reserves for improvement for both with better neuron design, DAC’18)

- Much better in speed and energy efficiency over digital circuits at comparable MNIST fidelity (106 better energy-delay than IBM TrueNorth)

- More recent work using 55-nm ESF3 NOR-flash technology (CICC’17, IEDM’18’19), scalable to 28 nm
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▪ High-level architecture

X. Guo. et al., IEDM, 2017; F. Merrikh Bayat, IEEE TNNLS, 2018

▪ ESF memory (25÷120 F2 per cell)

▪ Chip photo



Dmitri Strukov – Nature Conference, Beijing 2019 16

Experimental Results: Retention, Temperature Sensitivity, 

and Chip-to-Chip Statistics 
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▪ Change in output after 7 months
(10,000 MNIST test patterns)
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▪ Weight drift in 7 months

▪ Temperature sensitivity
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Summary: 
- Reproducible results: 94.6%, 

94.1%, 94.2% fidelity for three 
different chips (with ~ 5% 
tuning accuracy for all)

- Temperature insensitive: ±
0.1% change in fidelity over 
100°C  range

- Slight drift in cells’ 
conductance in 7 month but no 
impact on classification fidelity!

- Cost function optimized for to 
maximize output margins  

F. Merrikh Bayat et al., IEDM’17
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Noise in Biological and Artificial Neural Networks
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Molecular-level operations in the brain, e.g. 

neurotransmitter release in synaptic clefts and 

voltage gating of ion channels, are stochastic

Image sources: 

Scholarpedia
open close

Stochastic vector-by-matrix multiplication applications:

- (Restricted) Boltzmann machines

- Stochastic Hopfield networks 

- Deep believe networks

- Bayesian networks

- ...

Stochastic (binary) neuron

need efficient hw 

for dot-product 

and stochastic 

transfer function 
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10 ms

--- channel closed -------|------ channel open ----

fluctuations due 

to thermal noise

voltage applied

Example: fluctuations in K channel
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Basic Idea: 
add intrinsic/extrinsic noise from memory array to 

dot-product current and feed it to comparator 
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Σ

Experimental Demo: 
using 20×20 passive memristor array with externally-injected 

noise from readout circuitry

M.R. Mahmoodi et al. Nature Communications, 2019

compute

temperature 

T
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0.675

0.25

1

Features:

- Sigmoid slope (i.e. SNR or compute temperature T) controlled dynamically by the applied voltage VON

- Some smearing of output probabilities due to input-dependent noise and device imperfections

Stochastic Analog Vector-by-Matrix Multiplier

internal 

noise

G

2

celln,I
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Restricted Boltzmann Machine Demo
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▪ 10-input 8-hidden neuron RBM network ▪ Experiment (solid) vs. simulation (dash-dot)

Details:
- Hardware injected noise with software-emulated neuron functionality

- Random weights (from -32 µS to + 32 µS) mapped to 10×16 portion of memristor xbar

- Neuron input currents sampled at 1 MHz bandwidth after applying 

Random Input→ Visible → Hidden → Visible → Hidden → … 

visible 
(input) 
neurons

differential hidden 
neurons

M.R. Mahmoodi et al. Nature Communications, 2019
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Solving Optimization Problems with Hopfield Neural Network

` 20

▪ Combinatorial optimization problems

▪ Solving TSP with Hopfield neural network 

Traveling Salesman Problem: NP hard → use 

heuristics, e.g.
- single route = specific neuron outputs 

- finding optimal solution = minimizing “energy” 

function of neuron outputs 

- dynamics of the recurrent network with proper 

weights minimizes energy function over time

▪ Example of continuous time / binary 

neuron Hopfield networkApplication Problem

Logistics / package delivery Traveling salesman

Power grid Maximum flow

Design automation Vertex cover

Molecular dynamic 

simulations  
Graph partitioning

∑ = sum amp & comparator



Dmitri Strukov – Nature Conference, Beijing 2019 ` 21

local

thermal jump

global

E
n
e
rg

y

Local minima present problems!

Solution: employ probabilistic  

neurons (stochastic VMMs) to 

implement simulated annealing

×

Σ

Σ

Σ

Σ

×××××××× Vbias

V4

V2

V3

V1

V’bias

Color background:

Baseline Hopfield neural network

Stochastic annealing

Adjustable energy function / weight annealing 

∑ = sum amp & comparator

× = scaling    

Simulated Annealing with Generalized Hopfield Network 

(Boltzmann Machine)

Energy = Eoriginal + 

exp(-time)Eaddon

Another solution inspired 

by quantum annealers: 

Dynamically adjustable 

energy function 

V5Σ

M.R. Mahmoodi et al. Nature Communications, 2019
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Emerging (Custom) Hardware for Combinatorial Optimization
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Nanomagnets / P-bits

Experimentally measured ground

states for the network consisting

of up to 3 coupled magnetic

devices with fixed coupling;

- Limited (near neighbor, 

fixed) coupling and/or … 

Integer (up to 945) factorization 

with 8 p-bits 

- … high CMOS overhead

Borders et al. Nature 573 2019

CMOS  

Experimental results for solving

maximum-cut problem with

2×30K-spin Ising network 40-nm

23.65-mm2 SRAM-based chips

- Not in-memory (bulky, 

slower, power hungry)

- Binary weights

Takemoto, et al. ISSCC 2018

Josephson Junction

Experimentally measured ground

state of random spin glass

problems based on 108-qubit D-

Wave One system (with evidence

of quantum annealing)

- Low temperature operation

- Many issues unsolved

Experimental results for solving 

max-cut problems with up to 

2,000 nodes with Ising network 

based on degenerate optical 

parametric oscillators

- Slow due to high overhead 

of the electronic feedback 

used for updating spatial 

light modulator

Photonics 

Boixo, et al. Nature phys. 2018

Inagaki, et al. Science 2016

Debashis et al. IEDM 2016
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▪ Weighted graph partitioning problem...                 … and experimental results using              

10×20 180-nm NOR flash memory array
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M.R. Mahmoodi et al. Nature Comm, 2019

M.R. Mahmoodi et al., Proc. IEDM’19

(finding two mutually exclusive, set of  nodes with 

maximally balanced node weights and minimized 

edge weights between two sets)

Combinatorial Optimization Demo with FG

Conventional Emerging technology This work

CPU GPU D-Wave Fiber optics Memristor NOR flash

Time to solution (µs)    220 10 1010 600 3 10 

Energy to solution (µJ) 4000 2500 250×1012 ? 0.2 0.6

▪ Performance estimates & comparison to competition*
* benchmarked on 

noisy mean-field 

algorithm, 

adapted from 

ArXiv:1903.11194)
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Summary

▪ Neuromorphic inference with ex-situ training as natural (checkpoint) entry-level 

application of emerging nonvolatile memory analog neural networks 

– the simplest in terms of device requirements, yet very practical 

– at least 10000x better in energy-delay over purely digital system according to experimental results for 

small-scale system, and system-level projections to bigger systems (based on aCortex architecture) 

▪ Straightforward extension to any inference (e.g. stochastic neural networks, 

neurooptimization)

▪ Very exciting direction: Neuromorphic computing with 3D NAND memories

▪ Major memristor challenges: poor yield, device uniformity, high cell currents

▪ More demanding device uniformity requirements for training accelerators or 

real-time learning (e.g. SNN with STDP learning) 
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0 “Crossbar size” refers to the largest-dimension fabricated integrated crossbar circuit (not necessarily fully-functional), while the “largest working demo” refers to the largest number of

devices employed at once in the demo, i.e., without relying on post-processing / combining the results from separate measurements. 1 Based on the full pitch of the integrated memory

cells. 2 Largest set voltages are used if statistical data are not reported. 3 The test conditions may be different. 4 Specified at 0.1V for the devices with nonlinear static I-V characteristics

unless noted otherwise. 5 SA = Stand-alone integrated crossbar circuit, RIE = reactive ion etching, BEOL = Back end of line integrated crossbar circuit on CMOS wafer containing access

transistors, FI-BEOL = BEOL with fully integrated CMOS peripheral circuits. 6 Denser single devices are reported, though most experimental results are for 25 µm2 devices. 7 Data for the

low-resistance state. Significant retention loss at high resistance levels. 8 Based on Fig. 4c. 9 From Fig. 1d. 10 40×40 conductance map is based on combining results from separate 25

measurements of 8×8 subarrays. 11 Based on Fig. 4d. 12 Based on Fig. S3 of [5]. Not clear if the data are obtained after tuning all devices or measured immediately after programming

each device. 13 Average range of conductance values observed in the crossbar. There is a significant variation between different devices. 14 Communications with the authors. 15 126 6×8

physical subarrays utilized for a logical 108×54 array with the conductances measured after programming each subarray. 16 From Supplementary Note 10. 17 For the top crossbar, while it

is 2 V / 50 µA for the bottom one. 18 Effective crossbar dimensions based on 3D-CMOL-like structure (with overlapping electrodes in one direction). 19 Total number of employed devices

in one filter based on Fig. 4d. 20 Based on Fig. 2g. Though SEM images of 300-nm-scale devices are shown, all experimental results are based on microscale devices. 21 Based on Fig.1c of

[17]. 22 Based on Fig. 1c of [16, 19]. 23 Based on Fig. S3 of [28].

[1]    Kim, H. et al. 4K-memristor analog-grade passive crossbar circuit, ArXiv (2019/20)

[2]    Yeon, H. et al. Alloying conducting channels for reliable neuromorphic computing. Nat. Nanotechnol. 15, 574-579 (2020). 

[3]    Kim, K. et al. A functional hybrid memristor crossbar-array/CMOS system for data storage and neuromorphic applications. Nano Lett. 12, 389-395 (2011). 

[4]    Shin, J. et al. Hardware acceleration of simulated annealing of spin glass by RRAM crossbar array. in IEEE International Electron Device Meeting (IEDM), 18.63-18.64. (IEEE, 2018).

[5]    Sheridan, P. M.  et al. Sparse coding with memristor networks. Nat. Nanotechnol. 12, 784 (2017).

[6]    Moon, J. et al. Temporal data classification and forecasting using a memristor-based reservoir computing system. Nat. Electron. 2, 480-487 (2019).

[7]    Ma, W. et al. Device nonideality effects on image reconstruction using memristor arrays. in IEEE International Electron Device Meeting (IEDM), 16.7.1-16.7.4. (IEEE, 2018).

[8]    Cai, F. et al. A fully integrated reprogrammable memristor–CMOS system for efficient multiply-accumulate operations. Nat. Electron. 2, 290-299 (2019). 

[9]    Choi, S. et al. Experimental demonstration of feature extraction and dimensionality reduction using memristor networks. Nano Lett. 17, 3113-3118 (2017). 

[10]  Jeong Y. et al. K-means data clustering with memristor networks. Nano Lett. 18, 4447-4453 (2018). 

[11]  Prezioso, M. et al. Modelling and implementation of firing-rate neuromorphic-network classifiers with bilayer Pt/Al2O3/TiO2−x/Pt memristors. in Proc. IEEE International Electron Device Meeting (IEDM), 17.4.1-17.4.4. (2015)

[12]  Prezioso, M. et al. Training and operation of an integrated neuromorphic network based on metal-oxide memristors. Nature 521, 61 (2015).

[13]  Merrikh Bayat, F. et al., Implementation of multilayer perceptron network with highly uniform passive memristive crossbar circuits. Nat. Commun. 9, 2331 (2018).

[14]  Adam, G. et al. 3-D memristor crossbars for analog and neuromorphic computing applications. IEEE Trans. Electron Devices 64, 312-318 (2016).

[15]  Lin, P. et al. Three-dimensional memristor circuits as complex neural networks. Nat. Electron. (2020).

[16]  Li, C. et al. Efficient and self-adaptive in-situ learning in multilayer memristor neural networks Nat. Commun. 9, 2385 (2018). 

[17]  Hu, M. et al. Memristor‐based analog computation and neural network classification with a dot product engine. Adv. Mat. 30, 1705914 (2018). 

[18]  Li, C. et al. Long short-term memory networks in memristor crossbar arrays. Nat. Mach. Intell. 1, 49 (2019).

[19]  Wang, Z. et al. Reinforcement learning with analogue memristor arrays. Nat. Electron. 2, 115 (2019).

[20]  Yao, P. et al. Face classification using electronic synapses. Nat. Commun. 8, 15199 (2017).

[21]  Yao, P. et al. Fully hardware-implemented memristor convolutional neural network. Nature 577, 641-646 (2020). 

[22]  Liu, Q. et al. A fully integrated analog ReRAM based 78.4 TOps/W compute-in-memory chip with fully parallel MAC computing. in Proc. IEEE International Solid-State Circuits Conference (ISSCC), 500-501. (IEEE, 2020).

[23]  Zheng, X. et al. Error-resilient analog image storage and compression with analog-valued RRAM arrays: An adaptive joint source-channel coding approach. in Proc. IEEE International Electron Device Meeting, 3.5.1-3.5.4. (2018).

Footnotes and Referenced for Demo Table


