
Software Perspective

Heather M. Gray



The Changing (Software) World
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Internal: The Next Decade in NHEP
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Belle II Germany Meeting, Sep. 14th, 2020:   Belle II Status
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Key elements of the update (details still under study):
Aim at an ecological operation by limiting running cost
- priority on integrated luminosity, rather than peak 

luminosity
‣ Lpeak:  8x1035 cm-2s-1/6x1035 cm-2s-1 

‣ integrate 50 ab-1 by ~2030/31
Modify QCS (requires redesign of RVC)

- relocate magnets inside cryostat
‣ be able to squeeze by* down to 0.3 mm

‣ mitigate beam-beam effect in high bunch-current regime 
- enlarge radius of QCS beam pipes
‣ protect QCS against off-orbit particles/reduce risk of 

fatal quenches

‣ reduce detector background (mainly TOP and CDC)
Partial upgrade of RF power (2 stations)
- store beam currents of LER 2.8A and HER 2.0A

Keep essential investments for upgrade of Linac, Belle II 
and collimators   1.0 0.6 0.5 0.3b*y [mm]
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Roadmap 2020

8 months/yr

TOP PMT

Polarization and/or
luminosity upgrades?

Opportunity for detector upgrade in 2026
  • increase resilience against background
  • improve performance
Goal: prepare LoI’s by end of 2020 

SlideManuel Franco Sevilla LUV in charged-current b decays at LHCb

Assumptions on evolution of !!(Xc)

Extrapolate !  based on Run 1 muonic !  assuming  
➡ 2× more stats starting in Run 1 from adding !  
➡ 3× more stats starting in Run 2 from better HLT (1.5×) and cross section (2×) 
➡ 2× more stats starting in Run 3 from no hardware trigger 
➡ Systematics scale with data but floor of 0.5% (optimistic) and 3% (pessimistic) 

Extrapolate !  based on Run 1 muonic !   
➡ Systematics scale with data but floor of 1% (optimistic) and 5% (pessimistic) 

Estimate the other species based on !  extrapolation and 
➡ 1/4× stats for !  from smaller BF and no feed-down 

➡ 1/16× stats for !  from !  and extra track (1/2×) 

➡ 1/6× stats for  from  ~ 1/4, extra track (1/2×), and larger Λc BF 

➡ 1/20× stats for !  from !  ~ 1/4, two slow pions and lower BF 

➡ Systematics scale with data but floor of 1% (optimistic) and 5% (pessimistic) but for !  same as !
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Run 1 LS1 Run 2 LS2 Run 3 LS3 Run 4 LS4 Run 5 LS5 Run 6
2011 2012 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022 2023 2024 2025 2026 2027 2028 2029 2030 2031 2032 2033 2034 2035 2036 2037

1.1 2.0 - - 0.3 1.7 1.7 2.2 - - - 8.3 8.3 8.3 - - - 8.3 8.3 8.3 - 50 50 50 - 50 50 fb-1

Rough assumptions 
based on BFs and 

fragmentation fractions and 
building on work from 

Patrick Owen

Budget pressure, 
want space for 

creativity

DUNE

https://indico.jlab.org/event/412/contributions/8158/attachments/6738/9191/eca.EIC.overview.pptx
https://indico.jlab.org/event/412/contributions/7758/attachments/6811/9279/jfrantz_ghp21_sphenix_experiment_041421_v5.pdf
https://confluence.desy.de/display/BI/Belle+II+Luminosity
https://indico.cern.ch/event/948465/contributions/4323742/
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External Factors and Influences



Evolving Hardware Landscape: Beyond x86
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Quantum 
Computing?

Image Credit: G. Stewart

Also, need to consider how these can be integrated into WLCG
Wide range of vendors: NVidia,  AMD, Intel, etc. 

Accelerators are inhomogeneous,  also include TPUs, IPUs



Data Science Tools & Machine Learning
• Recent boom in the fields of data science 

and machine learning
• Python has become the language of choice 

for data science applications

• Huge community has developed well-
documented tools

• numpy, matplotlib, pytorch, tensorflow, etc

• Balanced against our own designed-to-
purpose and customized tools

• Machine learning has been explored in 
HEP since the early 1990s

• Classification used extensively in analysis

• More recent studies into the use of machine 
learning for simulation and 
reconstruction 
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LHC user community increasingly choosing to 
use python,  also strong focus for Belle II2YHU�WKH�SDVW�\HDU��ZKLFK�DQDO\VLV�WRRO�V��GLG�\RX�XVH�IRU�(,&�VLPXODWLRQV"
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J. Pivarski

EIC Software Survey

Extensive impact from industry in both

https://github.com/jpivarski-talks/2021-05-04-hllhc-workshop/blob/main/lhlhc-github-languages.pdf
https://indico.bnl.gov/event/10972/contributions/46300/attachments/32961/52769/State%20of%20Software%20Survey.pdf


Open Source Software & Common Projects
• Not truly external, because many in our field have always been passionate 

about open source software
• Recently, first the software and then data and finally the likelihoods of the 

LHC experiments have become open
• Can be challenging to use our software if you aren’t a collaboration 

member with access to experts

• “[...] vigorously pursue common, coordinated R&D efforts […], to develop 
software […] that exploit the recent advances in information technology 
and data science […]”

• Two complimentary and overlapping strategies developing common software 
projects and larger software institutes 

• Challenges to maintain long-term funding and support
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Figure 2. Interoperability of heterogeneous computing systems in the Belle II distributed computing. 

 
The Belle II computing has a hierarchical structure based on the data processing and analysis 

paradigm as shown in figure 3, which is similar to the Worldwide LHC Computing Grid (WLCG)[12]. 
We categorize the computing sites according to the assigned role. The “Raw Data Center” is the site 
where the raw data is recorded and/or processed, KEK and PNNL (Pacific Northwest National 
Laboratory) belong to this category. This must ensure the backup copy of the raw data and accelerate 
the reprocessing process which will happen later with newer analysis algorithm and more precise 
detector calibration constants. The output from the raw data processing is stored in “mDST” root-
based format containing all necessary information for physics analyses and is distributed to the 
“Regional Data Center” such as DESY and GridKa in Germany, INFN/CNAF in Italy. The computing 
site, where a proportional share of the MC (Monte-Carlo simulation) production/reconstruction and 
physics analysis are performed, is defined as “MC Production Site”. According to adopted technology, 
the sites are divided into three types, the “GRID”: a site operated with a standard GRID middleware 
(e.g. EMI[13], OSG[14]), “Cloud”: a site operated with a standard Cloud infrastructure, and 
“Computing cluster”: a site is a standalone computer cluster which is accessible with the ssh protocol 
from the internet and available through a batch system such as LSF, TORQUE. Owing to DIRAC, we 
can handle these different types of computing resources in the Belle II computing model from the 
beginning. 

 
After three years of operation, we will have a phase shift in the raw data management because of an 

increased data volume resulted from a higher instantaneous luminosity. In terms of computing, the 
data acquisition and raw data archiving/processing have the priority at KEK, where the original raw 
data should be kept. On the other hand, the second copy of the raw data can be distributed not only to 
PNNL but also to other big computing sites where the reprocessing can be possibly done. It makes the 
reprocess speed faster. However, we have to consider the management of the output data distributed 
around the world seriously. Although we are still working on the detailed design for this challenging 
data management, we plan to distribute the raw data to several computing centers in Germany, Italy, 
Korea, India and Canada as well as the USA from the 4th year of the operation. 
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HEP-CCE

See talks by E. Carrera Jarrin, O. Sanchez Pineda

https://indico.cern.ch/event/948465/contributions/4323948/
https://indico.cern.ch/event/948465/contributions/4323945/
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Discuss impact of those internal and 
external factors on the event processing 

chain
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Trigger
• Increased read-out rates

• LHCb → 30 MHz

• ALICE → 50 kHz

• ATLAS → 10 kHz

• CMS → 7.5 kHz

• In their Run-3 upgrades, both ALICE 
and LHCb have moved towards fully 
software triggers

• Full reconstruction within the 
trigger chain
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Figure 1. Illustration of the ALICE computing strategy for Run 3, with synchronous processing during
data taking, and asynchronous processing in periods without beam.

at 50 to 100 times the data rate. ALICE aims at a compression of the TPC data, the largest
contributor to raw data size, of a factor 20 compared to the zero-suppressed raw data size of
Run 2. By producing the calibration during data taking, ALICE will reduce the number of
o✏ine reconstruction passes over the data, where the first two passes serve the calibration
today. The output of the synchronous data processing will be compressed time frames, which
are stored to an on-site disk bu↵er, and from there written to tapes. When the computing
farm is not fully used for the synchronous processing, e.g. in periods without beam or during
pp data taking, it will perform a part of the asynchronous reconstruction, which reprocesses
the data and generates final reconstruction output. The part of asynchronous processing that
exceeds the capacity of the farm will be done in the grid. This asynchronous stage will em-
ploy the same algorithms and software as the synchronous stage, but with di↵erent settings,
additional reconstruction steps, and final calibration. Figure 1 gives an overview of the O2

computing.

2 GPU Reconstruction for the ALICE Central Barrel Detectors

The reconstruction of the central barrel detectors of ALICE, foremost the TPC (Time Pro-
jection Chamber), is the most computing-intense part of event reconstruction, and the focus
of this paper. Therefore, ALICE foresees the usage of Graphics Cards (GPUs) to accelerate
these steps. In parallel, a similar e↵ort on a smaller scale has started to investigate whether
the reconstruction of the forward detector reconstruction could leverage GPUs in the same
way. The core part is the tracking of the TPC, which was adapted from the ALICE High Level
Trigger [5] and improved to match the Run 2 o✏ine reconstruction in terms of e�ciency and
resolution. Several new algorithms have been implemented for the GPU reconstruction, in
particular for the Inner Tracking System (ITS) [6]. Another addition is the data compression

D. RohrOutline

See talk by J. Kvapil

LHCb

ALICE

https://arxiv.org/pdf/2006.04158.pdf
https://indico.cern.ch/event/948465/contributions/4323745/


Online tracking with GPUs 11

A. Bocci et al
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Figure 6. Comparison of the pixel tracks reconstruction e�ciency of the CPU and GPU versions
of the Patatrack Pixel reconstruction for simulated tt̄ events with an average of 50 superimposed
pileup collisions.
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Figure 7. Pixel tracks reconstruction e�ciency for simulated tt̄ events with an average of 50
superimposed pileup collisions. The performance of the Patatrack reconstruction when producing
Pixel Tracks starting from n-tuplets with nhits � 3 and nhits � 4 are represented respectively by
blue squares and red circles. The performance of CMS-2018 is represented by black triangles.

– 11 –

throughput in events/s
Configuration Triplets CPU Triplets GPU Quadruplets CPU Quadruplets GPU CMS 2018
no copy 611 870 892 1386 476
copy, no conv. — 867 — 1372 —
conversion 585 861 855 1352 —

Table 4. Throughput of the Patatrack triplets and quadruplets workflows when executed on GPU
and CPU, compared to the CMS-2018 reconstruction. The benchmark is configured to reconstruct
64 events in parallel. Three di↵erent configurations have been compared: in no copy the result is
not copied from the memory of the device where it was initially produced; in copy, no conv. the
SoA containing result produced on the GPU is copied to the host memory; in conversion the SoA
containing the result is copied to the host memory (if needed) and then converted to the legacy
data format used for the pixel tracks and vertices by the CMS reconstruction.

Skylake node when running the Patatrack pixel quadruplets reconstruction. Producing

even better physics performance by producing also pixel tracks from triplets has the e↵ect

of almost halving the throughput. Copying the results from the GPU memory to the host

memory has a small impact to the throughput, thanks to the possibility of hiding latency

by overlapping the execution of kernels with copies. Converting the SoA results to the

legacy data format has a small impact on the throughput as well, but comes with a hidden

cost: the conversion takes almost 100% of the machine’s processing power. This can be

avoided by migrating all the consumers to the SoA data format.

5 Conclusions and future work

The future runs of the Large Hadron Collider (LHC) at CERN will pose significant challenges

on the event reconstruction software, due to the increase in both event rate and complexity.

For track reconstruction algorithms, the number of combinations that have to be tested

does not scale linearly with the number of simultaneous proton collisions.

The work described in this article presents innovative ways to solve the problem of

tracking in a pixel detector such as the CMS one, by making use of heterogeneous computing

systems in a data taking production-like environment, while being integrated in the CMS

experimental software framework CMSSW. The assessment of the Patatrack reconstruction

physics and timing performance demonstrated that it can improve physics performance while

being significantly faster than the existing implementation. The possibility to configure the

Patatrack reconstruction workflow to run on CPU or to transfer and convert results to use

the CMS data format allows to run and validate the workflow on conventional machines,

without any dedicated resources.

This work is setting the foundations for the development of heterogeneous algorithms in

HEP both from the algorithmic and from the framework scheduling points of view. Other

parts of the reconstruction, e.g. calorimeters or Particle Flow, will be able to benefit from

an algorithmic and data structure redesign to be able to run e�ciently on GPUs.

The ability to run on other accelerators with a performance portable code is also being

explored, to ease maintainability and test-ability of a single source.

– 16 –
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clusterization. The calibration requires tracking for the other detectors as well, but only for a small fraction
of events in the order of 1%. Therefore, the dominant part of synchronous processing is the TPC tracking.
ALICE will employ GPUs to speed up the TPC processing as it did during Run 1 and Run 2 in the HLT [8].
The TPC processing time on the GPU defines the number of GPUs required in the EPN farm, and thus the
size of the farm itself.

While TPC tracking is also a significant fraction of the asynchronous reconstruction, it is not so dominant.
First, the synchronous reconstruction already removed a significant fraction of the hits, which in turn speeds
up the asynchronous reconstruction. Second, several tracking steps like the following of looping tracks are
not needed in the asynchronous reconstruction. And last, all other detectors have to process all events
in the asynchronous reconstruction compared to O(1%) in the synchronous. This makes for instance ITS
tracking also computationally intensive. Without using the GPUs in additional steps of the asynchronous
reconstruction, they would be idling most of time time, considering that synchronous data taking of Pb–Pb
events happens only during a few weeks in a year. ALICE is therefore aiming to use the GPUs also in many
places during the asynchronous reconstruction, and a promising case is the full tracking chain of the central
barrel region.
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TPC Track 
Merging

ITS Track 
Finding
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Track Fit
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dE/dx
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TPC Cluster 
Finding

TPC Distortion Correction

In operation
Nearly ready
Being studied
Development not started

Figure 1: Overview of the compute-intense reconstruction steps of the global barrel tracking chain and their
state of GPU usage.

Figure 1 gives an overview of all barrel tracking steps that are promising candidates for the GPU in the
long run. The baseline scenario is what is needed during the synchronous reconstruction to keep up with
50 kHz Pb–Pb data, and the required processing steps have been almost fully implemented on the GPU.
Some consolidation and testing will be needed. Afterwards the focus will shift on the optimistic scenario to
eventually port many if not all of these steps onto the GPU for the asynchronous reconstruction.

7.1 Processing large time frames

Several HEP experiments recording mostly pp events are struggling to utilize GPUs to the full extent since
single collisions do not exhibit su�cient parallelism. General approaches are to combine many events into
chunks and process them on the GPU in one go. While a heavy ion collision could fully load a GPU at
the time of LHC Run 1, this is no longer the case today for modern GPUs with many more compute units.
However, the time frames recorded by ALICE in Run 3 contain hundreds of such collisions, which will be
su�cient parallelism also for future GPUs. Instead, the memory becomes the limitation since the full time
frame and all temporary memory for its processing must fit inside the GPU. Therefore, memory usage is
being optimized as much as possible. Processing of triggered events can happen on the GPU independenly,
which enables the reusage of GPU memory used for one collision as soon as it is finished. In the ALICE
case, the full time frame with hundreds of collisions is processed at once and must not be split. Therefore,
the memory is not reused for independent collisions but for consecutive reconstruction steps. More details
are given in [10]. Overall, this poses a limit on the time frame size, and ALICE is currently working with a

5

D. Rohr

• Early studies from ALICE exploring 
GPUs
• Used for TPC tracking since 

2012

• Run-3 expand to perform tracking 
for additional detectors

• CMS Patatrack project has 
developed pixel tracking and 
vertexing algorithms to run on 
GPUs

• Not only superior technical 
performance, but also equal or better 
physics performance

• Anticipated to be used as part of the 
CMS HLT during Run-3

See talk by D. Rohr

https://arxiv.org/pdf/2008.13461.pdf
https://arxiv.org/pdf/2006.04158.pdf
https://indico.cern.ch/event/948465/contributions/4324179/


GPUs for Trigger
• LHCb’s HLT1 is a fully software 

trigger that performs partial event 
reconstruction, in particular tracking, 
with the Allen framework using 
GPUs

• Processes events at 30 MHz on 
<500 GPUs with better physics 
performance than the TDR

• Reduces rate from 40 Tbit/s to 1-2 
Tbits/s 

• NA62 uses GPUs in their trigger 
relying on an FPGA-based interface 
card to directly transfer data 
between CPU and GPU (NaNeT)
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Figure 5: GPU processing latency.

Figure 6: Ring reconstruction latency: NVIDIA Pascal (P100) vs K20c.

5. Conclusions
The widespread availability of heterogeneous architectures led us to assess their potential in
the challenging real-time environment of low level trigger systems for High Energy Physics
experiments. The whole NaNet-based framework turns out to be able to cope with the strict
requirements for the NA62 RICH Low Level Trigger with respect to events rate and time budget.

The hurdle of the latency in the ring reconstruction might be overcome, according to our
tests, with a GPU upgrade. We plan to install the new NVIDIA P100 in order to keep the
process latency below the threshold without any downscaling factor and to prove the ability of
the NaNet-based system to sustain the full detector throughput.
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Generation
• Wide-range of generators are used nuclear and particle physics, including

• Pythia (8 or 6), MadGraph5_aMC@NLO, POWHEG, Sherpa, Herwig, 
BeAGLE, Hijing

• Largely developed and maintained by theorists 
• Increasing precision needs

• Precision Higgs at HL-LHC will be dominated by theory errors 

• NLO generation is being used more and more extensively

• Can require significant resources, particularly for those generators 
that rely on negative event weights

• Some discussion about sharing events (e.g. between ATLAS and CMS)
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POWHEG 
BOX

MadGraph5_aMC@NLOPYTHIA
Sherpa

http://powhegbox.mib.infn.it/
http://powhegbox.mib.infn.it/
http://madgraph.phys.ucl.ac.be/
http://home.thep.lu.se/~torbjorn/Pythia.html
https://sherpa-team.gitlab.io/


Generator Optimization/GPUs
• Re-arrangement of the Sherpa 

program flow in regards to the weight 
variations

• 28x (1.4x) faster with(out) all 
scale/PDF variations

• Other improvements

• Parton shower clustering (4x)

• Math library

• QCD virtual corrections using 
MCFM

• Design study for a matrix 
element generator for GPUs
• Currently only all-gluon amplitudes
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S. HoecheSee talks by  A. Valassi, J. Cruz Martinez

https://indico.cern.ch/event/1030889/
https://indico.cern.ch/event/948465/contributions/4323568/
https://indico.cern.ch/event/948465/contributions/4324146/
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Simulation
• Simulation is expected to 

dominate CPU usage for Run-3

• LHCb: 90%,  ALICE: 45%,  
ATLAS/CMS: 45%

• Gold standard for simulation is 
Geant4
• Better precision will be 

needed for HL-LHC and other 
future experiments

• However, to keep up with the 
increasing number of events, 
experiments need to rely on 
increasing amounts of fast 
simulation
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ALICE Run-3

 
 
 
 
 
 

2.  The Belle II Computing Model and Resource Estimation 
The Belle II computing system is expected to manage the process of massive raw data, production of 
copious simulation as well as many concurrent user analysis jobs. The estimation of the resource 
requirements shows a similar yearly profile to the pledged resources for the LHC experiments as 
shown in figure 1. Eventually, we have to handle several tens of Peta bytes of beam data per year. 

 

 
Figure 1. Required resources for the CPU power (a), disk (b) and tape (c) storage space. The real 
resource capacity and usage can be different. Also the resource pledge summary of LHC experiments 
(ATLAS, CMS, ALICE, LHCb), based on the published information [6], is superimposed as line 
graphs with different colors.  

 
Here, the Belle II is a worldwide collaboration of about 600 scientists working in 23 countries and 

region. It is natural to adopt a distributed computing model based on existing technologies. We chose 
DIRAC[7] as a workload and data management system and AMGA[8] as a metadata service. For the 
file replica catalog, we use LFC (LCG File Catalog)[9]. In particular, DIRAC provides us an 
interoperability of heterogeneous computing systems such as grids with different middleware, 
academic/commercial clouds [10,11] and local computing clusters as shown in figure 2. 

2

Hara

See talks by C. Marcon, V. Ivantchenko, S. Banerjee, N. Bartosik

Belle-II

https://iopscience.iop.org/article/10.1088/1742-6596/664/1/012002/pdf
https://indico.cern.ch/event/948465/contributions/4324125/
https://indico.cern.ch/event/948465/contributions/4324126/
https://indico.cern.ch/event/948465/contributions/4324129/
https://indico.cern.ch/event/948465/contributions/4323702/


Fast Simulation Techniques
• Full simulation tuning

• Russian roulette

• VecGeom

• ReDecay/Embedding/Pile-Up Overlay/
Premixing

• Keep underlying event; generate/
simulate new signal

• Single sub-detector (e.g. tracker)

• Parametrized simulation (e.g. shower 
libraries)

• Analysis specific simulation/end-to-end 
simulation/parametric simulation

• Particle Gun

• eA Simulation Tool (eAST)
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HSF Simulation Mini-Workshop

1009 Page 4 of 5 Eur. Phys. J. C (2018) 78 :1009

points ordered in time where each data point can depend on
the previous points, different extensions of the bootstrapping
algorithm have been developed to preserve the correlations in
the pseudo-samples [5]. A common approach is the so-called
block bootstrapping where the sample is divided into blocks.
In order to capture the correlations arising in the ReDecay
approach, a block is naturally given by all events using the
same ROE (or the same x ! in the example above). To obtain a
pseudo-sample, the bootstrapping procedure above is slightly
modified: instead of sampling N ! individual entries from the
original sample, entire blocks are drawn with replacement
and all entries constituting a drawn block are filled into the
pseudo-sample until the pseudo-sample has reached a size
of N ! entries. From these pseudo-samples, derived quanti-
ties, e.g. the covariance matrix for the bins in the histogram
in Fig. 1 (right), can be obtained and utilised to include the
correlations in an analysis.

4 Implementation and experience in LHCb

While the idea of ReDecay is applicable in different exper-
iments, the actual implementation strongly depends on the
simulation framework and no general solution can be pro-
vided. Nonetheless, this section discusses the experiences
gained when introducing the ReDecay approach to the LHCb
software and which can be transferred to other experiments.

In the most commonly used procedure to simulate events
in LHCb, pp collisions are generated with the Pythia 8.1 [6,
7] generator using a specific LHCb configuration similar
to the one described in Ref. [8]. Decays of particles are

described byEvtGen [9] in which final-state radiation is gen-
erated with Photos [10]. The implementation of the inter-
action of the generated particles with the detector, and its
response, uses the Geant4 toolkit. The steering of the dif-
ferent steps in the simulation of an event uses interfaces to
external generators and to the Geant4 toolkit. It is handled
by Gauss [11], the LHCb simulation software built on top
of the Gaudi [12,13] framework.

The ReDecay algorithm has been implemented as a pack-
age within the Gauss framework, deployed in the LHCb
production system and already used in several large Monte
Carlo sample productions. In general, a speed-up by a factor
of 10–20 is observed with the exact factor depending on the
simulated conditions of the Large Hadron Collider and the
complexity of the signal event. This factor is reached with a
number of redecays per original event of NReDecay = 100.
In this configuration, and depending on the simulated decay,
around 95% of the total time required to create the sample
is spent on the simulation of the detector response of the
products of the studied decay. Hence, increasing the num-
ber of redecays further would have little to no impact on the
speed. Due to the correlations between different simulated
events using the same ROE as described above, ReDecay
samples are typically used to obtain efficiency descriptions
as a function of final state variables with high granularity. For
example, the use of the ReDecay method is ideal to study vari-
ables describing multi-body decays, since these variables are
largely independent between all ReDecay events. An exam-
ple for this is given in Fig. 2, which compares some distri-
butions for D0 " K#K+!+!# decays between a ReDe-

Fig. 2 Comparison of a ReDecay sample with a nominally produced
sample of D0 " K#K+!+!# decays. Shown are the invariant mass
squared of the kaon pair (left) and pion pair (right) which are both inde-

pendent of the kinematics of the decaying particle. Displayed uncer-
tainties are computed assuming independent events. There is no sign of
the effects caused by correlated events as seen in Fig. 1 (right)
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D. Muller et al

SIM-2019-002

See talks by M. Javurkova, H. Ahmed

ReDecay

e.g. Tuned CMS G4 is 
4-6x than baseline

https://arxiv.org/abs/2010.01835
https://indico.cern.ch/event/1028379/
https://link.springer.com/content/pdf/10.1140/epjc/s10052-018-6469-6.pdf
https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PLOTS/SIM-2019-002/
https://indico.cern.ch/event/948465/contributions/4324132/
https://indico.cern.ch/event/948465/contributions/4323708/
https://www.epj-conferences.org/articles/epjconf/abs/2019/19/epjconf_chep2018_02036/epjconf_chep2018_02036.html


GANs for Simulation
• ATLAS fast calorimeter simulation uses Generative Adversarial 

Networks (GANs) for selected phase space

• LHCb Lamarr using GANs for particle identification simulation
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LHCb-FIGURE-2019-017See talks by S. Diefenbacher, A. Rogachev, S. Banerjee, H. Hashemi

Other ML simulation techniques 
include variational auto 

encoders (VAEs), regression (e.g. 
NNs)

https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PUBNOTES/ATL-SOFT-PUB-2020-006/
https://lhcbproject.web.cern.ch/lhcbproject/Publications/f/p/LHCb-FIGURE-2019-017.html
https://indico.cern.ch/event/948465/contributions/4323713/
https://indico.cern.ch/event/948465/contributions/4324135/
https://indico.cern.ch/event/948465/contributions/4324119/
https://indico.cern.ch/event/948465/contributions/4324142/


Simulation using GPUs
• G4 plugins for EM transport on GPUs 

recently started development:  
AdePT

• Very early performance studies

• G4 CPU 1 (24) threads : 497 (43) s

• AdePT GPU: 115 s

• Celeritas also aims to offload EM 
physics

• Reproduces Geant

• Large performance gains

• A number of groups currently 
exploring Opticks
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• ATLAS FastCaloGAN was trained on GPUs

• e.g 8 hours per GAN on the CERN HTCondor GPUs 
ATL-SOFT-PUB-2020-006

S. Johnson
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Initial mini-app CPU/GPU results (Nov. 2020)

• Shared Celeritas physics code

• Sequential events on CPU and parallel events 

on GPU

• Primary GPU kernel is an entire “step”

• Single core of Intel “Cascade Lake” Xeon (2.3 GHz) 

vs single Nvidia Tesla V100 (1.53 GHz)

• ~150× overall speedup for 1M tracks in parallel

CUDA 10.1: -O3 --use_fast_math 
GCC 8.3: -O3 -march=skylake-avx512 -mtune=skylake-avx512

 15

Celeritas reproduces Geant4 physics results (Nov. 2020)
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First successful verification of Celeritas physics

See talks by C. Leggett, S. Blyth, O. Creaner, S. Johnson, H. Yu, R. Da Costa Cardoso

http://cdsweb.cern.ch/record/2746032/files/ATL-SOFT-PUB-2020-006.pdf
https://indico.cern.ch/event/1019940/contributions/4301572/attachments/2224504/3767445/seth-johnson-hsf-210412.pdf
https://indico.cern.ch/event/948465/contributions/4323701/
https://indico.cern.ch/event/948465/contributions/4324115/
https://indico.cern.ch/event/948465/contributions/4323823/
https://indico.cern.ch/event/948465/contributions/4324114/
https://indico.cern.ch/event/948465/contributions/4323675/
https://indico.cern.ch/event/948465/contributions/4323969/
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Reconstruction

• CPU time depends strongly on 
the amount of pile-up

• Dominated by tracking, which 
typically has combinatorial 
scaling

• Many ongoing R&D projects to 
improve track reconstruction
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Code Optimization and Modernization
• Optimization and modernization bring significant CPU gains

• vectorization, multi-threading, memory architecture and allocation

• ACTS is an experiment-independent toolkit for particle track reconstruction 
in (high energy) physics experiments implemented in modern C++

• ACTS has its origins in the tracking software of the ATLAS experiment, but 
currently being explored for a number of different experiments 

23

~4x

A Common Tracking Software Project 15
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Fig. 9: The geometry of the ATLAS ITk (a), the
sPHENIX silicon tracking detectors (b) and the
PANDA silicon detector (c) implemented with ACTS.
Colors indicate di↵erent subsystems, in the top image,
the HGTD [76] is shown in orange.
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Fig. 10: Geometries of FASER (a) and Belle-2 (b) im-
plemented in ACTS. Colors indicate the di↵erent sub-
systems.
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ATLAS ITk SPHENIX PANDA FASER BELLE-II
See talks by J. Osborn and B. Huth

LHCb ATLAS
~9x

https://acts.readthedocs.io/en/latest/
https://indico.cern.ch/event/948465/contributions/4323734
https://indico.cern.ch/event/948465/contributions/4324138/


Reconstruction with Accelerators
• High-granularity calorimeters: clustering 

becomes a computational challenge

• CMS has developed the highly-parallelizable 
CLUE algorithm which obtains speed increases 
of 48-112 (1.2 - 2.0) compared to single (10 
threaded) CPUs

• GPU or FPGA clusters as a service for 
deep learning training or inference has been 
explored by a number of groups

• Krupa et al, Duarte et al, Rankin et al, Wang 
et al 
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Rovere at al

uniformly over the layers.When clustering with CLUE, the bin size
is set to 5 cm comparable with the width of the clusters, and the
algorithm parameters are set to dc ! 3 cm, !o ! !c ! 5 cm, "c ! 8.
To test CLUE’s linear scaling, the number of points on each layer is
incremented from 1,000 to 10,000 in 10 equaling steps. A total of
100 layers are input to CLUE simultaneously, which simulates the
proposed CMS HGCAL design (The Phase-2 Upgrade of the CMS
Endcap Calorimeter, 2017). Therefore, the total number of points
in the test ranges from 105 to 106. The linear scaling of execution
time is validated in Figure 5.

The single-threaded version of the CLUE algorithm on CPU
has been implemented in C++, while the one on GPU has been
implemented in C with CUDA (Nvidia Corporation, 2010). The
multi-threaded version of CLUE on CPU uses the Threading
Building Blocks (TBB) library (Reinders, 2007) and has been
implemented using the Abstraction Library for Parallel Kernel
Acceleration (Alpaka) (Zenker et al., 2016). The test of the
execution time is performed on an Intel Xeon Silver 4114
CPU and NVIDIA Tesla V100 GPU connected by PCIe Gen-3
link. The time of each GPU kernel and CUDA API call is
measured using the NVIDIA pro!ler. The total execution time

is averaged over 200 identical events (10,000 identical events if
GPU). Since CLUE is performed event-by-event and it is not
necessary to repeat memory allocation and release for each event
when running on GPU, we perform a one-time allocation of
enough GPU memory before processing events and a one-time
GPU memory deallocation after !nishing all events. Therefore,
the one-time cudaMalloc and cudaFree are not included in the
average execution time. Such exclusion is legit because the
number of events is extremely massive in high-energy physics
experiments and the execution time of the one-time cudaMalloc
and cudaFree reused by each individual event is negligible.

In Figure 5 (upper), the scaling of CLUE is linear, consistent
with the expectation. The execution time on the single-threaded
CPU, multi-threaded CPU with TBB, and GPU increases linearly
with the total number of points. The stacked bars represent the
decomposition of execution time. In the decomposition, unique
to the GPU implementation is the latency of data transfer
between host and device, which is accounted for in the grey
narrower bar, while common to all the three implementations are
the !ve CLUE steps. Comparing with the single-threaded CPU,
when building spatial index and deciding seeds, shown as red and

FIGURE 5 | (Upper) Execution time of CLUE on the single-threaded CPU, multi-threaded CPU with TBB, and GPU scale linearly with number of input points,
ranging from 105 to 106 in total. Execution time on single-threaded CPU is shown as blue circle dots and on 10 multi-threaded CPU with TBB is shown as blue square
dots, while the time on GPU is shown as green circle dots, scaled up by a factor 50 to !t the same vertical scale. The stacked bars represent the decomposition of
execution time. The gray narrower bars are latency for data traf!c and memory management; wider bars represent time of essential CLUE steps (Lower)
Comparing with the single-threaded CPU, the speed-up factors of the GPU range from 48 to 112, while the speed-up factors of the multi-threaded CPU with TBB range
from 1.2 to 2.0, which is less than the number of concurrent threads on CPU because of atomic pushing to the data containers discussed in Section 3. Table 1 shows
the details of the decomposition of the execution time in the case of 104 points per layer.

Frontiers in Big Data | www.frontiersin.org November 2020 | Volume 3 | Article 5913156

Rovere et al. CLUE: A Fast Parallel Clustering Algorithm

Krupa et al

GPU coprocessors as a service for deep learning inference in high energy physics 13

Figure 3. The distribution of the total time (including median and whiskers)
to run the high level trigger with the HCAL reconstruction performed with
FACILE as a service (upper). Servers with 1 and 4 GPUs are shown as red
and blue violins. The average time taken to process the same events using the
nominal HCAL reconstruction is shown as a dotted black line. High level trigger
throughput running FACILE for servers with 1 and 4 GPUs in red and blue
markers, respectively (lower). Data between 100-300 simultaneous processes are
omitted for the 4 GPU server.

See talks by M. Kortelainen, T. Calvet, A. Alicke, L. Cristella, D. Di Croce, S. Qasim

https://arxiv.org/abs/2007.10359
https://arxiv.org/abs/1904.08986
https://arxiv.org/abs/2010.08556
https://arxiv.org/abs/2009.04509
https://arxiv.org/abs/2009.04509
https://www.frontiersin.org/articles/10.3389/fdata.2020.591315/full
https://arxiv.org/abs/2007.10359
https://indico.cern.ch/event/948465/contributions/4324117/
https://indico.cern.ch/event/948465/contributions/4323748/
https://indico.cern.ch/event/948465/contributions/4323906/
https://indico.cern.ch/event/948465/contributions/4324124/
https://indico.cern.ch/event/948465/contributions/4324141/
https://indico.cern.ch/event/948465/contributions/4324136/


Reconstruction with ML
• Extensive (and exclusive) use for flavor tagging
• DUNE obtains superior performance for convolutional neural networks 

(CNNs) for energy and direction reconstruction
• Improved performance CMS-like detector with particle flow 

reconstruction with Graph Neural Networks (GNNs)

• Belle II full event interpretation with multivariate classifiers
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Figure 3: Neural network architectures for direction regression.

mean absolute percentage error loss for up to 100 epochs with early stopping. The 2-D models were
trained using Keras [24] with Tensorflow backend [25].

The direction regression is heavily dependent on the 3-D geometry in the data, thus we designed a
3-D CNN to exploit the structure in the data. The model is built on a series of “residual blocks” [26]
and a linear layer to output 3-D direction vectors (Figure 3a). Each “residual block” includes two
convolutional layers with {64, 128, 256, 512} number of filters respectively, which are both followed
by a batch normalization layer (Figure 3b). The input and the output within and between the “residual
blocks” are connected by the “shortcut connection”. All activation units except the output use
Rectified Linear Units (ReLU) [27]. The model is optimized using Adam with learning rate 0.01 with
learning rate decay for 200 epochs and mini-batch size 32 in Keras [24]. A cosine distance metric was
used during the training while a relaxed cosine distance was used for validation and testing. Using
regular cosine distance can avoid ambiguity during optimization. It distinguishes between exactly
opposite directions, though we can easily infer which hemisphere directions are located in from prior
knowledge. Thus we defined relaxed cosine distance loss for better performance as:

Ldir =
1

n

nX

i=1

min

0

@1 +
~di
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Reco���~di
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���
���~di

Reco

���
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~di
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Reco���~di
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���
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���
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A (1)

3 Results

Figures 4a and 4b show the distribution of relaxed angular resolutions (3-D angle between recon-
structed and true directions) from the CNN and the traditional method for prong-only ⌫e and ⌫µ CC
events. The angular resolutions are used instead of cosine distances for visualization purposes. The
CNN model produced 13.3� and 4.8� angular resolution compared with 37.6� and 9.5� from the
traditional method, an improvement of 65% and 50% for electron and muon respectively. Figures
4c and 4d show the energy dependence of the RMS of the angular resolutions. The 3-D regression
CNN produced a more precise reconstruction for the whole neutrino energy range for both ⌫e and ⌫µ.
These results show the 3-D CNN can extract spatial information better than the traditional clustering
and fitting method.
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Figure 4: Direction reconstruction performance as angular resolution for ⌫e and ⌫µ CC. The 3-D
regression CNN produced more precise direction reconstruction than the traditional method.
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Fig. 11 Average runtime of the MLPF GNN model with a varying
input event size (upper) and the relative inference time when varying
the number of events evaluated simultaneously, i.e. batch size (lower),
normalized to batch size 1. For a simulated event equivalent to 200 PU
collisions, we see a runtime of around 50 ms, which scales approx-
imately linearly with respect to the input event size. We see a weak
dependence on batch size, with batching having a minor positive effect
for low-pileup events. The runtime for each event size is averaged over
100 randomly generated events over three independent runs. The tim-
ing tests were done using an Nvidia RTX 2060S GPU and an Intel
i7-10700@2.9GHz CPU. We assume a linear scaling between PU and
the number of detector elements

ical simulation. In this set of results, we apply no weighting
on the events or particles in the event.

In Fig. 7, we see that the !-dependent charged hadron effi-
ciency (true positive rate) for the MLPF model is somewhat
higher than for the rule-based PF baseline, while the fake
rate (false positive rate) is equivalently zero, as the delphes
simulation includes no fake tracks. From Fig. 8, we observe
a similar result for the energy-dependent efficiency and fake
rate of neutral hadrons. Both algorithms exhibit a turn-on
at low energies and show a constant behaviour at high ener-
gies, with MLPF being comparable or slightly better than the
rule-based PF baseline.

Furthermore, we see on Figs. 9 and 10 that the energy,
energy (pT) and angular resolution of the MLPF algorithm

are generally comparable to the baseline for neutral (charged)
hadrons.

Overall, these results demonstrate that formulating PF
reconstruction as a multi-task ML problem of simultane-
ously identifying charged and neutral hadrons in a high-PU
environment and predicting their momentum may offer com-
parable or improved physics performance over hand-written
algorithms in the presence of sufficient simulation samples
and careful optimization. The performance characteristics for
the baseline and the proposed MLPF model are summarized
in Table 1.

We also characterize the computational performance of
the GNN-based MLPF algorithm. In Fig. 11, we see that
the average inference time scales roughly linearly with the
input size, which is necessary for scalable reconstruction at
high PU. We also note that the GNN-based MLPF algo-
rithm runs natively on a GPU, with the current runtime at
around 50 ms/event on a consumer-grade GPU for a full
200 PU event. The algorithm is simple to port to comput-
ing architectures that support common ML frameworks like
TensorFlow without significant investment. This includes
GPUs and potentially even field-programmable gate arrays
(FPGAs) or ML-specific processors such as the GraphCore
intelligence processing units (IPUs) [67] through specialized
ML compilers [68–70]. These coprocessing accelerators can
be integrated into existing CPU-based experimental software
frameworks as a scalable service that grows to meet the tran-
sient demand [71–73].

5 Discussion and outlook

We have developed a ML algorithm for PF reconstruction in a
high-pileup environment for a general-purpose multilayered
particle detector based on transforming input sets of detec-
tor elements to the output set of reconstructed particles. The
MLPF implementation with GNNs is based on graph build-
ing with a LSH approximation for kNN, dubbed LSH+kNN,
and message passing using graph convolutions. Based on
benchmark particle-level tt and QCD multijet datasets gen-
erated using pythia 8 and delphes 3, the MLPF GNN
reconstruction offers comparable performance to the base-
line rule-based PF algorithm in delphes, demonstrating that
a purely parametric ML-based PF reconstruction can reach
or exceed the physics performance of existing reconstruc-
tion algorithms, while allowing for greater portability across
various computing architectures at a possibly reduced cost.
The inference time empirically scales approximately linearly
with the input size, which is useful for efficient evaluation
in the high-luminosity phase of the LHC. In addition, the
ML-based reconstruction model may offer useful features
for downstream physics analysis like per-particle probabil-
ities for different reconstruction interpretations, uncertainty
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Fig. 7 The efficiency of reconstructing charged hadron candidates as
a function of the generator particle pseudorapidity ! in simulated QCD
multijet events with PU. Since the simulation does not contain fake
tracks, the charged hadron reconstruction is driven entirely by tracking
efficiency and is the same for MLPF and the rule-based PF

on tt, we observe a slight underprediction at high transverse
momentum for photons and neutral hadrons, which could
arise from the much greater numbers of low-pT particles rel-
ative to high-pT particles in this unweighted sample. Further
work is needed to improve the performance in the high-pT
tail of the distribution. We find that the model generalizes
well to the QCD sample that was not used in the training,
demonstrating that the MLPF-based reconstruction is trans-
ferable across different physics samples.

For the following results, we focus on the charged and neu-
tral hadron performance in QCD events, as hadrons make
up the bulk of the energy content of the jets and thus are
the primary target for PF reconstruction. We do not report
detailed performance characteristics for photons, electrons,
and muons at this time because of the limitations of the
delphes dataset and the rule-based PF algorithm. A real-
istic study of photon and electron disambiguation, in par-
ticular, requires a more detailed dataset that includes addi-
tional physics effects, as discussed in Sect. 2. In Fig. 5, we
present the charged and neutral hadron multiplicities from
both the baseline rule-based PF and MLPF algorithms as a
function of the target multiplicities. The particle multiplici-
ties from the MLPF model correlate better with the generator-
level target than the rule-based PF algorithm, demonstrat-
ing that the multi-classification model successfully recon-
structs variable-multiplicity events. In general, we do not
observe significant differences in the physics performance
of the MLPF algorithm between the QCD and tt samples in
the phase space where we have validated it.

In Fig. 6, we compare the per-particle multi-classification
confusion matrix for both reconstruction methods. We

Fig. 8 The efficiency (upper) and fake rate (lower) of reconstructing
neutral hadron candidates as a function of the generator particle energy
in simulated QCD multijet events with PU. The MLPF model shows
comparable performance to the delphesPF benchmark, with a some-
what lower fake rate at a similar efficiency

see overall a similar classification performance for both
approaches. The charged hadron identification performance
is driven by track efficiency and is the same for MLPF and the
rule-based PF. The neutral hadron identification efficiency
is slightly higher for MLPF (0.91 vs 0.88), since hadron
calorimeter cluster energies that are not matched to tracks
must be determined algorithmically for neutral hadron recon-
struction. The electron–photon misidentification is driven
by the parametrized tracking efficiency, as electromagnetic
calorimeter clusters without an associated track are recon-
structed as photons. Electron and muon identification per-
formance is shown simply for completeness, as it is driven
by the use of generator-level PID values for those tracks.
Improved Monte Carlo generation, subsampling, or weight-
ing may further improve reconstruction performance for par-
ticles or kinematic configurations that occur rarely in a phys-
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CMS-like linear timing 
scaling

DUNE electron direction 
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Analysis
• Primary challenge is disk

• Analysis models commonly used in Run 1 and 
2 expect users to have direct access to the 
low-level reconstructed objects

• Often run under significant time pressure
• Extensive use of machine learning
• Not covering distributed analysis tools 

• Can be used to trade tape for disk
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Analysis Models
• Many competing factors keep 

analysis models fluid
• Flexibility and ease of analysis vs 

computing needs

• Tiny formats for specific analyses 
vs shared formats for multiple 
analyses

• Framework readable vs laptop 
readable

• High-level physics analysis objects 
vs innovative techniques

• Stability and consistency (e.g. 
reanalyse old datasets)

• Analysis precision vs disk space 
(including detailed systematics)
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Analysis Models
• Lossy compression (how 

accurately do we need to know each 
number)

• Centralized analysis production

• e.g. analysis trains (D0/ATLAS/
ALICE) or DIRAC (LHCb) 
transformation system

• Paradigm shifts include

• Python ecosystem and data 
science tools for analysis

• SciKit-HEP, columnar analysis

• Declarative programming, e.g. 
Belle II,  ALICE,  coffea
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User’s responsibility

Data Processing Layer translates the 

implicit workflow(s) defined by 

physicists to an actual FairMQ 

topology of devices, injecting 

readers and merger devices, 

completing the topology and taking 

care of parallelism / rate limiting.

Hidden topology

P.  Hristov
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And now for something complete different
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Quantum Computing for HEP?
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Christian Bauer
Quantum algorithms for High Energy Physics Simulations

Figure 1: The normalized differential cross section for log ✓max (a,c) and the number of emissions

(b,d). Interference effects are turned on (g12 = 1) and off (g12 = 0), where the classical simu-

lations/calculations are expected to agree with the quantum simulations and measurements. The

top plots (a,b) show results for the case where � ! ff̄ is excluded as this can be run on current

quantum hardware. The bottom plots (c,d) include the � ! ff̄ with fewer steps to reduce the

computational complexity. The ratio plots compare the g12 = 0 and g12 = 1 simulation. Over 105

events contribute to each line and the statistical uncertainties are therefore negligible. Quantum

measurements are corrected for readout errors, as described in the Methods section.
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Quantum-Classical Computation of Schwinger Model Dynamics using Quantum
Computers
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We present a quantum-classical algorithm to study the dynamics of the two-spatial-site Schwinger
model on IBM’s quantum computers. Using rotational symmetries, total charge, and parity,
the number of qubits needed to perform computation is reduced by a factor of ⇠ 5, removing
exponentially-large unphysical sectors from the Hilbert space. Our work opens an avenue for ex-
ploration of other lattice quantum field theories, such as quantum chromodynamics, where classical
computation is used to find symmetry sectors in which the quantum computer evaluates the dy-
namics of quantum fluctuations.

I. INTRODUCTION

Quantum field theories (QFTs), and in particular
gauge field theories, provide the mathematical framework
to describe three of the four fundamental forces of nature.
In quantum chromodynamics (QCD), the gauge theory
describing the strong interactions [1–3], the invariance of
the laws of nature under SU(3)c transformations neces-
sitate the existence of eight gluon fields that transmit
the forces between the quarks. When calculating QCD
phenomena in the high energy (short distance) limit, per-
turbative techniques, such as Feynman diagram expan-
sions, is e�cacious. However, di�culties arise in apply-
ing such approaches to low-energy processes, in which
color confinement and the spontaneous breaking of ap-
proximate chiral symmetries dominate structure and dy-
namics. This regime requires the use of low-energy ef-
fective field theories, such as chiral perturbation theory
(�PT) [4], and numerical solutions using Lattice QCD
(LQCD) [5]. Exascale classical computing will address
Grand Challenge problems [6] in nuclear and high-energy
physics by enabling high-precision LQCD calculations
of many properties of hadrons and light nuclei as well
as low-energy scattering processes. However, these re-
sources are likely insu�cient to address other questions
and problems of importance, such as the structure, prop-
erties and dynamics of finite-density systems (due to the
presence of sign problems in the algorithms used on con-
ventional computers) or the fragmentation of high energy
quarks and gluons into hadrons. Quantum computers
may o↵er potential solutions in these systems that are

⇤ email: klcon@uw.edu
† email: lougovskip@ornl.gov
‡ email: mjs5@uw.edu

inaccessible with conventional computing [7–23].
Existing and near-term quantum hardware is imper-

fect, with a small number of qubits, sparse qubit con-
nectivity, and noisy quantum gates—all hallmarks of
quantum computers in the NISQ (Noisy Intermediate-
Scale Quantum) era [24]. These technical imperfections
constrain the circuit depth and dimensionality of prob-
lems that can be solved on available quantum computers.
Nonetheless, recent advances in developing [11, 17, 20,
23, 25–28] and implementing [13–16, 19, 21, 29] quantum
algorithms for QFT calculations have improved our un-
derstanding of the algorithmic complexity of the prob-
lem. On the other hand, rapid progress in quantum
simulations of many-body systems, such as molecules
and spin chains [30–33], has mapped out potential ways
to reduce complexity through combinations of classical
and quantum computation methods, with variational ap-
proaches [34, 35] at the forefront of new developments.
In this work, we develop a hybrid quantum-classical

computation strategy for a prototypical lattice gauge
QFT—the Schwinger 1+1 dimensional model [36, 37] on
the lattice. Using this strategy, we study the ground state
properties as well as the real-time dynamics of particle
and electric field energy density. In contrast to previ-
ous works [29, 38], we employ periodic boundary con-
ditions (PBCs) endowing the lattice with discrete rota-
tional symmetries and reflection symmetries. Projections
into symmetry sectors lead to a refined classification of
states in the Hilbert space by their momentum, charge
and parity (projections used in LQCD calculations). This
leads to a significant reduction of the Hilbert space of
the system, confining calculations to physically allowed
states. The task of determining the physical sectors of the
Hilbert space is outsourced to classical computers. The
dynamics of the model within each symmetry sector are
evaluated using a digital quantum computer by applying
unitary operators and implementing them as a sequence
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FIG. 2. The H
⇤̃=3
k=0,+ ground state energy and chiral conden-

sate (purple, blue extrapolated to -1.000(65) and -0.296(13),
respectively) expectation values as a function of r, the noise
parameter. r � 1 is the number of additional CNOT gates
inserted at each location of a CNOT gate in the original VQE
circuit. (1200 IBM allocation units and ⇠ 6.4 QPU·s)

k = 0 and ⇤̃ = 1, 2, 3 spaces as hHi = �0.91(1) MeV,
�1.01(4) MeV, and �1.01(2) MeV respectively (see Ap-
pendix E, H, and I)1. To manage inherent noise on the
chip, we have performed computations with a large num-
ber of measurement shots (8192 shots for ibmqx2 [52]
and ibmqx5 [53]). For these variational calculations, the
systematic measurement errors have been corrected via
the readout-error mitigation strategy [33, 54]. Further,
a zero-noise extrapolation error mitigation technique in-
spired by Refs. [55, 56] has been implemented. Examples
of this zero-noise extrapolation technique are shown in
Fig. 2, where the noise parameter r controls the accrual
of systematic errors by inserting r� 1 additional 2-qubit
gates (CNOT2) at every instance of a CNOT gate. In
the limit of zero noise, this modifies CNOT simply by an
identity.

For the results obtained on IBM quantum hardware,
an estimate of the length of time the quantum processing
unit (QPU) spent executing instructions based upon IBM
benchmarking is provided [52, 53, 57]. This VQE calcu-
lation required 6.4 QPU-seconds and 2.4 CPU-seconds
with a total run time of 4 hours. Clearly, a majority of
the time was spent in communications.

IV. DYNAMICAL PROPERTIES

Time evolving quantum systems is a key capabil-
ity of quantum computers. Working with the k = 0
P = +1 sector, we evolve the unoccupied state |�1ik=0,+

1 Example code snippets for calculation on IBM hardware and ta-
bles of data appearing in figures can be found in the supplemental
material [51]

FIG. 3. The probability of finding an e
+
e
� pair (blue,

lower line) and the expectation value of the energy of the elec-
tric field (purple, upper line) in the two-spatial-site Schwinger
model following time evolution with U(✓i(t)) from the initial
empty state. The solid curves are exact results while the the
data points are quadratic extrapolations obtained with the
ibmqx2 quantum computer using a circuit involving 3 CNOT
gates [60]. (1000 IBM allocation units and ⇠ 12.3 QPU·s)

(see Fig. 1 and Appendix A) forward in time with two
techniques. The first is through SU(4) parameteriza-
tion of the evolution operator and the second is us-
ing a Trotter discretization of time. The former uses
a classical computer to determine the 9 angles describ-
ing the time evolution over an arbitrary time inter-
val, which is induced by the symmetric SU(4) matrix
U(✓i(t)) = e�iHt, leading to the state |�ik=0,+(t) =
U(✓i; t)|�1ik=0,+ (see Appendix C). The most gen-
eral form of the symmetric SU(4) matrix through its
Cartan decomposition is U = KTCK where C =
e�i�x⌦�x✓7/2e�i�y⌦�y✓8/2e�i�z⌦�z✓9/2 is generated by the
Cartan subalgebra and K is a SU(2) ⌦ SU(2) transfor-
mation defined by the 6 angles, ✓1,..6 [58, 59]. Fig. 3
shows the “zero-noise” extrapolated pair probability and
expectation value of the energy in the electric field as a
function of time calculated on ibmqx2 with the Cartan
subalgebra circuit of Ref. [60].
The time evolution of this system has also been stud-

ied using a Trotterized operator (see Appendix D).
It is discretized such that e�iHt

! UT (t, �t) =

lim
N!1

 
Q
j

e�iHj�t

!N

, where �t = t

N
and the Hamilto-

nian decomposition H =
P
j

Hj (for the k = 0 P = +1

⇤̃ = 3 sector) is given by,

H =
x
p
2
�x ⌦ �x +

x
p
2
�y ⌦ �y � µ �z ⌦ �z

+ x

✓
1 +

1
p
2

◆
I ⌦ �x �

1

2
I ⌦ �z

� (1 + µ) �z ⌦ I + x

✓
1�

1
p
2

◆
�z ⌦ �x .(5)

chain to the largest coupling in the Hamiltonian to equal
a factor of 3. We find that this prevents chains from
breaking (via noise from thermal excitations and domain
walls) while still allowing qubits to flip to ensure that
the transverse field Hamiltonian drives the dynamics [44].
For each annealing run, we re-embed the problem 10 times
with randomized cross-term signs (gauges) to average out
noise on local fields and couplers [45]. For each gauge,
we perform 10, 000 annealing runs before selecting the
lowest-energy solution from all the outputs. Note that as
the inherent noise in the annealing hardware improves in
the future, fewer runs and gauges would be necessary. To
test the effect of the annealing time (which in principle
must be optimized in order to extract the true time to
solution [8, 38]), we compare runs from 5 to 800 µs.

3.6 Benchmark studies

To evaluate the performance of the annealing algorithm,
we benchmark against random edge selection after pre-
processing. Random edge selection simply randomly se-
lects edges as true according to the expected fraction
of true edge segments in the pre-processed data. Since
the edge selection by annealing occurs after our heuris-
tic edge selection with the Gaussian KDE and disjoint
sub-graph search, comparison to random edge selection
demonstrates that the patterns of hits are not found dur-
ing pre-processing, but rather by solving the QUBO.

4 Results

After measuring the overall tracking performance of
our methodology, we present results on the scalability of
our algorithm for both SA and QA to evaluate the pos-
sibility of a quantum speedup. We report error bars rep-
resenting the 1 standard deviation (�) spread of sector-
by-sector purity and efficiency for TrackML events, indi-
cating the robustness of the methodology. Particle mul-
tiplicity and pileup are linearly dependent, where 2,000
particles per event corresponds to an average of 40 pileup.

4.1 Tracking efficiency and purity

To compare the QA and SA performance in terms of par-
ticle multiplicity (see figure 11) and particle momentum
(see figure 12), we use two metrics:

Purity =
Number of true tracks reconstructed

Number of tracks reconstructed
,

Efficiency =
Number of true tracks reconstructed

Number of true tracks
.

Due to the limited size of the D-Wave machine (33 fully
connected logical qubits), we can only fit up to 500 tracks

on the quantum annealer. However, to show that the per-
formance of the algorithm does not significantly deterio-
rate at higher multiplicity, we include further results from
SA.

Figure 11: QA and SA benchmarked against random an-
nealing after pre-processing heuristics. All values are re-
ported with 1� error bars for tracks with at least 3 hits
indicating the spread of event sectors. Additionally, the
pre-processing places an upper bound of around 93% ef-
ficiency (indicated by the dashed line).

As particle multiplicity increases, the random edge se-
lection track efficiency and purity approach zero, while
the SA and QA reconstructions maintain their perfor-
mance. This suggests that the majority of tracking is
completed in solving the QUBO rather than in our heuris-
tic pre-processing methods. Although quantum annealing
on D-Wave hardware does not outperform SA, it consis-
tently obtains a solution of similar quality. The SA algo-
rithm’s slightly better performance may be attributable
to a lack of noise in embedding the Hamiltonian as well as
the ability to fully encode the problem without chains of
qubits that cause additional error in the readout process.

We present the performance in terms of track effi-
ciency and purity across several physical variables (see
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a signal efficiency !S we use the strong classifier sampled from the 
annealer with the maximum background rejection rB. We construct 
such compound classifiers for simulated and quantum annealing using 
excited states within a fraction f of the ground-state energy Eg—that is, 
all {si} such that H({si}) <  (1 !  f)Eg (note that Eg <  0). Simulated anneal-
ing is used as a natural comparison to quantum annealing on these fully 
connected problems.

In our experiments, quantum annealing struggles to find the true 
minimum of the objective function. This is probably a consequence 
of the fact that the current generation of D-Wave quantum annealers 
suffers from non-negligible noise on the programmed Hamiltonian. 
The problem of noise is compounded by the relatively sparse graph, 
which requires a chain of qubits to embed the fully connected  logical 
Hamiltonian. In our case, 12 qubits are ferromagnetically coupled 

to act as a single logical qubit. We therefore study and interrogate 
 current-generation quantum annealers and interpret their performance 
as a lower bound for the performance of future systems with lower 
noise and denser hardware graphs.

In Fig. 3 we plot the ROC curves illustrating the ability to discrimi-
nate between signal and background for each algorithm, with f =  0.05 
and training datasets with 100 or 20,000 events. We observe a clear 
separation between the annealing-based classifiers and the binary- 
decision-tree-based XGB and DNN classifiers, with the advantage of 
the annealers appearing for small training datasets, but  disappearing 
for the larger datasets. In Fig. 4 we plot the area under the ROC 
curve for each algorithm, for training datasets of various sizes and 
f =  0.05 (the largest value we used). An ideal classifier would have 
an area of 1. We find that quantum and simulated annealing have 
comparable performance, implying high robustness to approximate 
solutions of the training problem. This feature appears to general-
ize across the domain of QAML applications (Li, R. et al., submitted  
manuscript). Here the asymptotic performance of the QAML model is 
achieved with just 1,000 training events, and thereafter the algorithm 
does not benefit from additional data. This is not true for the DNN or 
XGB. A notable finding of our work is that QAML has an advantage 
over both the DNN and XGB when training datasets are small. This is 
shown in Fig. 5 in terms of the integral of the true negative differences 
over signal efficiency for various ROCs. In the same regime of small 
training datasets, quantum annealing develops a small advantage over 
simulated annealing as the fraction of excited states f used increases, 
saturating at f =  0.05. However, the uncertainties are too large to draw 
definitive conclusions in this regard. In the regime of large training 
datasets, simulated annealing has a small advantage over quantum 
annealing, to a significance of approximately 2".

In our study we have explored QAML, a simple method inspired by 
the prospect of using quantum annealing as an optimization technique 
for constructing classifiers, and applied the technique to the  detection 
of Higgs decays. The training data are represented in a compact 
 representation of O(N2) couplers and local biases in the Hamiltonian 
for N weak classifiers. The resulting strong classifiers perform compa-
rably to the state-of-the-art standard methods that are currently used in 
high-energy physics, and have an advantage when the training datasets 
are small. The role of quantum annealing is that of a subroutine for 
sampling the Ising problem that may in the future have advantages 
over classical samplers, either when used directly or as a way of seeding 
classical solvers with high-quality initial states.

QAML is resistant to overfitting because it involves an explicit 
linearization of correlations. It is also less sensitive to errors in the 
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Figure 4 | Area under the ROC curve (AUROC) for the annealer-trained 
networks with f = 0.05, the DNN and XGB. Results shown are for the 
36-variable networks at # =  0.05. As in Fig. 3, the solid lines correspond 
to quantum (green) or simulated (blue) annealing, and dotted lines to the 
DNN (red) or XGB (cyan). The vertical lines denote 1" error bars, defined 
by the variation over the training sets (grey) plus statistical error (green); 
see Supplementary Information section 6 for details of the uncertainty 
analysis. Whereas the DNN and XGB have an advantage for large training 
datasets, we find that the annealer-trained networks perform better for 
small training datasets. The overall performance of QAML and its features, 
including the advantage at small training-dataset sizes and saturation of 
the AUROC at approximately 0.64, are stable across a range of values of 
#. An extended version of this plot, for various values of #, is shown in 
Supplementary Fig. 2.
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Figure 5 | Difference between the AUROCs for different algorithms.  
a, Quantum annealing versus the DNN (QA !  DNN). b, Quantum 
annealing versus XGB (QA !  XGB). c, Quantum versus simulated 
annealing (QA !  SA). In all cases, the difference is shown as a function of 
training-dataset size and fraction f above the minimum energy returned 

(the same values of f are used for quantum and simulated annealing in c). 
Formally, we plot ! ! ! !"r r[ ( ) ( )]di

0
1

B
QA

S B S S, where rB is the maximum 
background rejection, i!" !{DNN,!XGB,!SA} and !S is the signal efficiency. 
The vertical lines denote 1" error bars. The large error bars are due to 
noise on the programmed Hamiltonian.
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(a)

(b)

Figure 3. ROC curves of various classifiers using the tt̄H

analysis datasets of 20000 events and 15 input variables. Each
curve represents results averaged over 60 statistically indepen-
dent datasets. (a) overlays the results of the QSVM-Kernel
algorithm (on the qsim Simulator from the Google Tensor-
Flow Quantum framework), the classical SVM algorithm and
the classical BDT algorithm. (b) overlays the QSVM-Kernel
results on the qsim Simulator from the Google TensorFlow
Quantum framework, the StatevectorSimulator from the IBM
Quantum framework and the Local Simulator from the Ama-
zon Braket framework. Here the QSVM-Kernel classifiers em-
ploy 15 qubits on the quantum simulators.

study. In Figure 5 (a), we compare the results of the
QSVM-Kernel (from the Google framework) with the
classical SVM and classical BDT using the same input
variables. In Figure 5 (b), we further display the di↵er-
ence between the QSVM-Kernel results and the classical
machine learning results. In Figure 5 (c), again, we com-
pare the Google framework, IBM framework and Amazon
framework for the QSVM-Kernel results. We find that,
the QSVM-Kernel result with 15 qubits is better than
10 qubits and similar to 20 qubits. For 10 to 20 qubits
and 20000 events, the performance of the QSVM-Kernel
algorithm is slightly better than the classical SVM algo-
rithm. Again, the three quantum computer simulators
(Google, IBM and Amazon) yield the same classification
power.

B. Results from Quantum Computer Hardware

(a)

(b)

(c)

Figure 4. The AUC for various classifiers as a function of the
tt̄H analysis dataset size (10000 to 50000 events). (a) shows
the results of the QSVM-Kernel (on the qsim Simulator from
the Google TensorFlow Quantum framework), the classical
SVM and the classical BDT. (b) further shows the di↵er-
ence between the QSVM-Kernel algorithm and the classical
algorithms. (c) shows the QSVM-Kernel results on the qsim

Simulator from the Google TensorFlow Quantum framework,
the StatevectorSimulator from the IBM Quantum framework
and the Local Simulator from the Amazon Braket framework.
Here all the classifiers use the same 15 variables and the
QSVM-Kernel classifiers employ 15 qubits on the quantum
simulators. The quoted AUCs are averaged over 60 statis-
tically independent datasets and the quoted errors are the
standard deviations for the AUCs of the 60 datasets.

After the studies using simulation of the ideal quan-
tum computers, it is now of great interest to assess
the quantum machine learning performances on today’s
noisy quantum computer hardware. For the tt̄H physics
analysis, we employ the QSVM-Kernel algorithm on
the IBM “ibmq paris” quantum computer hardware.
“ibmq paris” is a 27-qubit quantum processor based
on superconducting electronic circuits. The qubit map
of the “ibmq paris” quantum system [34] is shown in
Figure 6. Due to limited access time available to us,
we performed six runs using 15 qubits on “ibmq paris”.
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(a)

(b)

(c)

Figure 5. AUCs of the QSVM-Kernel algorithm as a func-
tion of the number of qubits (10 to 20 qubits). The num-
ber of qubits is equal to the number of input variables. The
60 statistically independent tt̄H analysis datasets of 20000
events are used in this study. In (a), we compare the re-
sults of the QSVM-Kernel classifier (on the qsim Simulator

from the Google TensorFlow Quantum framework) with the
results of the classical SVM and classical BDT classifiers us-
ing the same input variables. In (b), we further display the
di↵erence between the QSVM-Kernel results and the classical
machine learning results. In (c), we compare the qsim Simu-

lator from the Google TensorFlow Quantum framework, the
StatevectorSimulator from the IBM Quantum framework and
the Local Simulator from the Amazon Braket framework for
the QSVM-Kernel results.

Each run processes a statistically independent dataset
of 100 events. For these six runs, the average running
time on the quantum hardware is approximately 680
minutes. The quantum circuit of the hardware runs is
kept the same as for the simulator runs, while the SVM
regularization hyperparameter is separately optimized
for hardware and simulator runs. To reduce statistical
uncertainties in evaluating kernel entries on quantum
hardware, we use 8192 measurement shots for every
kernel entry.

Figure 6. The qubit map of the “ibmq paris” quantum sys-
tem [34]. The colors indicate readout error rates of the qubits
and CNOT error rates of the connections. Our study uses
qubits 3, 5, 8, 11, 14, 16, 19, 22, 25, 24, 23, 21, 18, 15 and 12.

Figure 7. ROC curve of the QSVM-Kernel classifier with
the “ibmq paris” quantum computer hardware using the tt̄H

analysis datasets of 100 events. For comparison, we overlay
the ROC curve with the StatevectorSimulator from the IBM
Quantum framework using the same datasets. The results are
averaged over the six hardware runs. All the QSVM-Kernel
classifiers use 15 qubits and the same 15 variables.

In Figure 7, we present the ROC curve of the QSVM-
Kernel classifier with the “ibmq paris” quantum com-
puter hardware using the tt̄H analysis datasets of 100
events. For comparison, we overlay the ROC curve with
the StatevectorSimulator from the IBM Quantum frame-
work using the same datasets. The results are averaged
over the six hardware runs. All the QSVM-Kernel clas-
sifiers use 15 qubits and the same 15 variables. In Fig-
ure 8, we compare the ROC curve with the “ibmq paris”
quantum computer hardware and the ROC curve with
the StatevectorSimulator for each of the six hardware
runs. With small training samples of 100 events, the
performance achieved by the “ibmq paris” quantum com-
puter hardware is promising and approaching the noise-
less quantum computer simulator. The di↵erence be-
tween the hardware performance and the simulator per-
formance is likely due to the e↵ect of quantum hardware
noise and fluctuates among our hardware runs.

Material courtesy of S.L. Wu, 
publication coming soon
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Fig. 5 ROC curves obtained from the test sample for the
BDT, DNN and QCL algorithms with Nvar = 7 and Ntrain

event =
10, 000. The error bands correspond to the standard devia-
tions of the values obtained by repeating the calculation over
the training and test samples.

4 Results

4.1 Qulacs Simulator

First, the classification performance of the QCL algo-
rithm evaluated using the Qulacs simulator is compared
with those of the BDT and DNN. Due to a significant
increase of the computational resources with Nvar for
the QCL (discussed in Sect. 5.4), the Nvar is considered
only up to 7.

Figure 5 shows ROC curves in the testing for the
three algorithms with Nvar = 7 and N

train
event = 10, 000,

and Figure 6 shows the comparisons of the AUC val-
ues as a function of N

train
event for Nvar = 3, 5 and 7.

For each algorithm, a single AUC value is obtained
from a test sample after each training, and the calcu-
lation is repeated 100 (30) times at N

train
event  10, 000

(50, 000  N
train
event  500, 000). The center and the width

of each curve in Fig. 5 correspond to the average value
and the standard deviation of the true/false positive
rates obtained from the repeated calculations over the
training and test samples. Shown in Fig. 6 is the aver-
age of the resulting AUC values and the standard devi-
ations of the average. As expected, it is apparent from
the BDT and DNN curves that the performance of these
two algorithms improves rapidly with increasing N

train
event

and then flattens out. The BDT works well over the en-
tire N

train
event range while the DNN performance appears

to improve faster at very small N train
event and exceed BDT

at N train
event beyond ⇠ 1, 000. In the case of Nvar = 7 and

N
train
event = 500, 000, the AUC values are 0.8729± 0.0003

Fig. 6 Average AUC values (calculated from the test sam-
ples) as a function of the training sample size for the
BDT, DNN and QCL algorithms with Nvar = 3 (circles),
5 (squares) and 7 (triangles). For the BDT and DNN, the av-
erage AUC values for the training sample of 2,000,000 events
and 18 variables are also shown with the plus markers. The
error bars represent the standard deviations of the average
AUC values. The BDT and DNN points are slightly shifted
horizontally from the nominal Ntrain

event values to avoid over-
lapping.

for the DNN and 0.8696 ± 0.0006 for the BDT. When
using all the 18 variables with 2,000,000 events for the
training and testing each, the average AUC value from
only five trials is 0.8772± 0.0004 (0.8750± 0.0004) for
the DNN (BDT).

The performance of the QCL algorithm is charac-
terized by the relatively flat AUC values regardless of
N

train
event. Increasing the Nvar appears to degrade the per-

formance if the N
train
event is fixed, and the same behav-

ior is also seen for the DNN with N
train
event  500 (not

clearly visible for the BDT). Further studies show that
the QCL performance of the flat AUC value and the
degradation with increasingNvar is related to the choice
of the variables: the Nvar = 3 variables used have su�-
cient information for the QCL algorithm to discriminate
the signal from background, and no positive impact is
seen on the performance by adding more variables or
more events. However, it is seen that the performance
improves by adding them if di↵erent combinations of
the variables are selected. The DNN algorithm over-
comes the degradation and eventually improves the per-
formance with increasing Nvar by using more data. In-
vestigating how the QCL algorithm behaves with more
data is a future subject. Nevertheless, for the Nvar and
N

train
event ( 10,000) ranges considered all the three al-

gorithms have a comparable discriminating power with
the AUC values of 0.80–0.85.
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Table 4 Number of trainable parameters used in the DNN
model of Table 1.

Ntrain
event Npar

Nvar = 3 Nvar = 5 Nvar = 7

100 353 385 417
500 625 657 689
1,000 4,481 4,609 4,737
5,000 12,801 12,929 13,057
10,000 12,801 12,929 13,057
50,000 50,117 50,433 50,689
100,000 50,117 50,433 50,689
200,000 330,241 330,753 331,265
500,000 330,241 330,753 331,265

U�(x) from FOE to SOE at fixed N
depth
in and N

depth
var .

On the other hand, no improvement is observed when
testing the SOE with a real quantum computer. More-
over, the standard deviation of the AUC values becomes
significantly larger for the SOE with quantum com-
puter. These could be qualitatively understood to be
due to increased errors from hardware noise because
the number of single- and two-qubit gate operations in-
creases by 60% when switching from the FOE to SOE
at Ndepth

in = N
depth
var = 1, therefore the VQC circuit with

SOE su↵ers more from the gate errors.

5.3 Comparison with DNN model with less number of
parameters

A characteristic di↵erence between the QCL and DNN
algorithms is on the number of trainable parameters
(Npar). As in Sect. 2.1, the Npar is fixed to 27 (45, 63)
for the QCL with 3 (5, 7) variable case. For the DNN
model in Table 1, the Npar varies with N

train
event as given

in Table 4. Typically the Npar of the DNN model is
about 6-13 times more than that of the QCL model
at N train

event = 100, and the ratio increases to 75-165 (200-
470) at N train

event = 1, 000 (10,000). Comparing the two al-
gorithms with a similar number of trainable parameters
could give more insight into the QCL performance and
reveal a potential advantage of the variational quantum
approach over the classical method. A new DNN model
is thus constructed to contain only one hidden layer
with 5 (6, 7) nodes for 3 (5, 7) variable case, resulting
in the Npar of 26 (43, 64). The rest of the model param-
eters is identical to that in Table 1. Shown in Fig. 11 is
the comparison of the AUC values for the new DNN and
QCL models at N

train
event  10, 000. It is indicated from

the figure that the QCL can learn more e�ciently than
the simple feed-forward network with the similar num-
ber of parameters when the sample size is below 1,000.
Exploiting this feature in the application to HEP data
analysis would be an interesting future subject.

Fig. 11 Average AUC values (calculated from the test sam-
ples) as a function of the training sample size up to Ntrain

event =
10, 000 for the new DNN and QCL models with Nvar = 3
(circles), 5 (squares) and 7 (triangles). The error bars repre-
sent the standard deviations of the average AUC values. The
DNN points are slightly shifted horizontally from the nominal
Ntrain

event values to avoid overlapping.

5.4 CPU/memory usages for QCL implementation

The QCL algorithm runs on the Qulacs simulator with
cloud Linux servers, as described in Sect. 3.2. Under
this condition, we examine how the computational re-
sources scale with the problem size. For the creation of
input quantum states with Uin(x), both CPU time and
memory usage grow approximately linearly withNvar or
N

train
event. The creation of the variational quantum states

with U(✓) shows an exponential increase in CPU time
and memory usage with Nvar (i.e, number of qubits) up
to Nvar = 12, roughly a factor 8 (4) increase in CPU
time (memory) by incrementing the Nvar by one. The
overall CPU time is by far dominated by the minimiza-
tion process with COBYLA. It increases linearly with
N

train
event but grows exponentially with Nvar, making it

impractical to run the algorithm a su�cient number of
times for Nvar ⇠ 10 or more. The memory usage stays
constant over Nvar during the COBYLA minimization
process.

6 Conclusion

In this paper, we present studies of quantum machine
learning for the event classification, commonly used as
the application of conventional machine learning tech-
niques to high-energy physics. The studies focus on the
application of variational quantum algorithms using the
implementations in QCL and VQC, and evaluate the
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Conclusion
• HEP Software may be facing a 

rapidly changing world
• Due to both internal and 

external factors

• However this can also be viewed as 
an opportunity

• I’ve only touched on some 
aspects of exciting areas of R&D 
trying to address these problems

• For the rest, I invite you to attend 
the many exciting talks during 
the rest of this conference
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Table 2: Overview of GPU usage for real-time analysis in various HEP experiments.

Experiment
Main task

processed on
GPU

Event / data rate
Number of

GPUs
Types of GPUs

tested
Date for

employment
References

NA62
RICH ring

pattern
reconstruction

10 MHz /
2.5 Gbit/s

1
Nvidia K20c,

P100

Tested in 2017 &
2018, planned for

2021
[7, 8]

Mu3e

Track- & vertex
reconstruction in
the pixel tracker,

data selection

20 MHz /
32 Gbit/s

O (10)
Nvidia GTX980,

GTX1080,
RTX1080Ti

2021 [9]

CMS

Decoding of raw
data, clustering,

pattern
recognition in the

pixel detector

100 kHz / -
Nvidia RTX2080,

K20
Planned for 2021 [10, 11]

ALICE
Track

reconstruction in
the TPC

< 500 Hz Pb-Pb
or < 2 kHz p-p /

< 100 Gbit/s
64 Nvidia GTX480 2010-2013 [12]

ALICE
Track

reconstruction in
the TPC

< 1 kHz Pb-Pb or
< 2 kHz p-p /
< 384 Gbit/s

180 AMD S9000 2015-2018 [12]

ALICE

Track
reconstruction in

three
sub-detectors

50 kHz Pb-Pb or
<5 MHz p-p /

30 Tbit/s
O (2000) 2021 [13, 14]

LHCb

Decoding of raw
data, clustering,

track
reconstruction in

three
sub-detectors,

vertex
reconstruction,

muon
identification,

inclusive
selections

30 MHz /
40 Tbit/s

O (500)
Nvidia

RTX2080Ti,
RTX6000, V100

Possibly in 2021 [15]

–
7

–

D. VonBruch

https://arxiv.org/pdf/2003.11491.pdf


SciKit-HEP
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Software Institutes: IRIS-HEP
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Image courtesy of G. Watts

Institute for Research and Innovation in Software for High Energy Physics
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Run1 + Run2 trigger

• Hardware trigger: based on muon detectors and calorimeters 
Run 2 
• Data buffered in between two software trigger stages 
• Allows for real-time alignment and calibration Offline-quality 

reconstruction within the trigger 
CNAF Seminar, Feb 23rd 2021 C. Bozzi, LHCb Software and Computing 11
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Data Volume vs LHCb Turbo
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As described in Ref. [1], the LHCb Upgrade will run at an instantaneous luminosity which is
a factor five larger than that of the present experiment. The removal of the first level hardware
trigger (L0 trigger) will increase by a factor two the trigger e�ciency for most of the physics
programme [1,2].2 An overall increase of a factor ten in the signal yield per unit time is therefore
expected for the Upgrade. At the Upgrade luminosity, the pileup will increase roughly by a
factor six. However, the collisions which produce a bb or cc pair contribute more to the event
multiplicity than the average minimum bias proton-proton collisions. Therefore the size of data
in the FULL stream will be roughly a factor three larger due to the presence of extra pileup
interactions, as estimated from LHCb Upgrade simulation taking into account that: (i) the
size of data events is larger than that of simulated events, and (ii) that the Upgrade trigger
is likely to select preferentially higher occupancy events. Assuming that the Upgrade trigger
will maintain the same signal purity despite the increased pileup, and that instead the Upgrade
Turbo stream will not increase in size with increasing pileup, it is straightforward to conclude
that the Run 2 selected data rates will scale in proportion to the signal yield, that an Upgrade
Turbo event will be 16.7% of a FULL stream event, and that the extrapolated overall output
bandwidth would be 17.5 GB/s in Upgrade conditions.3 This is shown in Fig. 4.1, where the
output bandwidth is plotted as a function of the fraction of the LHCb physics programme which
can be performed using Turbo. Without Turbo, maintaining the LHCb physics programme in
the Upgrade would require an output bandwidth of almost 24 GB/s.

Figure 4.1: HLT output bandwidth (in GB/s) as function of the fractional rate of events recorded using
the Turbo stream.

4.2 Output bandwidth scenarios

The trigger output bandwidth can be optimised on the basis of physics, operational and resource
cost considerations. Such an optimization is performed by varying the relative fraction of events
processed in the Turbo and FULL streams, under the following assumptions. First of all, since
the trigger performs the full event reconstruction, the data in the FULL stream can be saved in

2
The detailed gain depends on the specific decay modes: the factor two is a rough estimation based on the

LHCb balance of hardware and software trigger e�ciencies.
3
The events in the TurCal stream are assumed to scale like those in the FULL stream.

12



Belle II Computing Needs
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2.  The Belle II Computing Model and Resource Estimation 
The Belle II computing system is expected to manage the process of massive raw data, production of 
copious simulation as well as many concurrent user analysis jobs. The estimation of the resource 
requirements shows a similar yearly profile to the pledged resources for the LHC experiments as 
shown in figure 1. Eventually, we have to handle several tens of Peta bytes of beam data per year. 

 

 
Figure 1. Required resources for the CPU power (a), disk (b) and tape (c) storage space. The real 
resource capacity and usage can be different. Also the resource pledge summary of LHC experiments 
(ATLAS, CMS, ALICE, LHCb), based on the published information [6], is superimposed as line 
graphs with different colors.  

 
Here, the Belle II is a worldwide collaboration of about 600 scientists working in 23 countries and 

region. It is natural to adopt a distributed computing model based on existing technologies. We chose 
DIRAC[7] as a workload and data management system and AMGA[8] as a metadata service. For the 
file replica catalog, we use LFC (LCG File Catalog)[9]. In particular, DIRAC provides us an 
interoperability of heterogeneous computing systems such as grids with different middleware, 
academic/commercial clouds [10,11] and local computing clusters as shown in figure 2. 

2

Hara

https://iopscience.iop.org/article/10.1088/1742-6596/664/1/012002/pdf


41


