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Motivation

• Most programs nowadays are memory-bound
• Efficiency comes from maximizing data throughput, improved locality, layouts for 

better parallel access, etc.

• Hardware is heterogeneous
• Memory access must respect hardware structure like caches, latencies, bandwidths, 

physical architecture (DDR, HBM, SCM, banks), etc.

• Portable, performant, single-source code is hard to achieve
• We can only optimize for one target hardware architecture

• Multiple targets -> multiple program versions

-> We need full control over the data layout, independently of the program
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Goals

• Express a generic data structure independently of how it is stored

• Generic facilities to map the data structure into a memory layout

• Augment these mappings with information on hardware properties 
and a program’s memory access pattern

• Efficient, high throughput copying between different data layouts of 
the same data structure

• Target CPU, GPU, and FPGA
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From the technical perspective

• Program representation of data is tied to physical memory layout
• When we define a data structure

struct AoS { float x;    float y; } p[8];
struct SoA { float x[8]; float y[8]; } p;
struct AoSoA { float x[2]; float y[2]; } p[4];

• When we access the data
p[i].x = 3.14f; func(p[i]);
p.x[i] = 3.14f; func(p.x[i], p.y[i]);
p[i].x[j] = 3.14f; func(p[i].x[j], p[i].y[j]);

• Same program needs to be written multiple times for different data layouts
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LLAMA

• Low Level Abstraction of Memory Access

• Header only, portable, C++17 library

• Supports g++, clang, icpc, icpx, MSVC, nvcc >= 11

• Designed to integrate with alpaka, CUDA, …, but orthogonal

• Currently still relies on compiler’s auto-vectorizer

• LGPL3+
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Concept
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Example – N-body simulation

• Timestep simulation of particles with mass moving in space and 
attracting each other

For n timesteps:
Update: For each particle p1:

For each particle p2:
Update velocity of p1 based on the influence of p2, given a timestep t

Move: For each particle p
Updated position of p depending on its velocity
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Examples – N-body simulation

• AoS: https://godbolt.org/z/9nfzbhbzc

• SoA: https://godbolt.org/z/PEjo7Mvon

• AoSoA (Vc): https://godbolt.org/z/P839ofGhs

• LLAMA: https://godbolt.org/z/KdosGnxfW

• Compile time: ~1.5s AoS/SoA, ~6.1s AoSoA, ~4.5s LLAMA
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Overview
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Record Dimension

• A tree of
• Record

• Field

• Fields
• Use tag types as names

• Leaf elements carry final type 
used for computation

• Forms the compile time 
dimension of the index space
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struct Pos{}; struct Vel{};
struct X{}; struct Y{}; struct Z{};
struct Mass{}; struct Flags{};

using Vec = llama::Record<
llama::Field<X, float>,
llama::Field<Y, float>,
llama::Field<Z, float>

>;
using Particle = llama::Record<

llama::Field<Pos, Vec>,
llama::Field<Vel, Vec>,
llama::Field<Mass, float>,
llama::Field<Flags, bool[4]

>;



Array Dimensions

• Compile-time dimensionality of the data

• Runtime size of the data

• Additional runtime dimensions to the record dimensions

using ArrayDims = llama::ArrayDims<2>;
ArrayDims arrayDims{size1, size2};
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Mapping
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Mapping

• Maps array/record dimensions indices into a blob number and offset
• Partially evaluated at compile and runtime

• Depends on record and array dimensions (compile + runtime info)

• Decides how many blobs with which size are needed

• LLAMA provides some mappings
• AlignedAoS, PackedAoS, SingleBlobSoA, MultiBlobSoA, 
AoSoA<Lanes>, One, Split<…>, Tree<…>, Trace, Heatmap, …

llama::mapping::AoS<ArrayDims, Particle>
mapping{arrayDims};
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AoS mapping
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SoA mapping (one blob)
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SoA mapping (multiple blobs)
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AoSoA mapping with 8 Lanes
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AoSoA mapping with 32 Lanes
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Allocating views

• Reserve memory using blob allocator (default: Vector)

• Create view from mapping and allocated blobs

auto view = llama::allocView(mapping);
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Blob [allocator]

• Blobs provide storage underneath a view
• Contiguous and byte-wise addressable
• std::shared_ptr<byte[]>, std::vector<byte>, byte[N], byte*
• Determines semantic of copying/moving a view

• Blob allocators are callables creating blobs of requested sizes
• Mapping determines how many blobs of which size are needed

auto view = llama::allocView(mapping,
llama::bloballoc::SharedPtr<>{});

auto view = llama::allocView(mapping,
[](std::size_t size) { // TODO: cudaFree
std::byte* p; cudaMalloc(&p, size); return p; });
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Using existing storage for a View (alpaka)

auto buffer = alpaka::allocBuf<
std::byte, std::size_t>(dev, mapping.blobSize(0));

std::byte* ptr = alpaka::getPtrNative(buffer);

llama::View view{mapping, llama::Array{ptr}};

auto& smem = alpaka::declareSharedVar<

std::byte[SIZE], __COUNTER__>(acc);

llama::View view{mapping, llama::Array{&smem[0]}};
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View

• Holds blobs containing data

• Rich interface for accessing records

const ArrayDims pos{0, 0};

auto p = view[pos];

auto p = view(pos);

auto p = view(0, 0);

float& x = p(Pos{}, X{});
float& x = p(Pos{})(X{});
float& x = p(llama::RecordCoord<0>{})(llama::RecordCoord<0>{});
float& x = p(llama::RecordCoord<0, 0>{});
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VirtualRecord

• Every non-terminal access on a view returns a VirtualRecord

• Supports further access

• Supports many operators (fun!)

llama::VirtualRecord<decltype(view)> datum = view(pos);

llama::VirtualRecord<decltype(view),
llama::RecordCoord<0>> pos = datum(Pos{});

float& x = pos(X{});
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VirtualRecord operators

• Most arithmetic/logical operators are supported

• Applied on the subtree a VirtualRecord represents

llama::One<Particle> datum;

datum = 2; // broadcast to all elements

datum(Pos{}) = 1; // broadcast to Pos/[X|Y|Z]

bool b = datum(Pos{}) > 0; // conjunction of > applied on all elements

datum *= 2; // doubles every element

datum(Pos{}) += datum(Vel{});

// applies Pos/[X|Z] += Vel/[X|Z], Pos/Y is unmodified
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using Particle = llama::Record<

llama::Field<Pos, llama::Record<

llama::Field<X, float>,

llama::Field<Y, float>,

llama::Field<Z, float>>>,

llama::Field<Vel, llama::Record<

llama::Field<Z, double>,

llama::Field<X, double>>>,

llama::Field<Weight, int>,

llama::Field<Flags, bool[4]>>;
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One record

• Sometimes we just want a single record instance
• On the stack, like a local variable

llama::One<Particle> p;

p(Pos{}, X{}) = 14.0f;

p(Pos{}, Y{}) = 15.0f;

p(Pos{}, Z{}) = 16.0f;

p(Vel{}) = 0;

p(Mass{}) = 500.0f;

p(Flags{}) = false;

p(Flags{})(llama::RecordCoord<2>{}) = true;

view(3, 7) = p;
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VirtualRecord C++ integration

struct MyParticle { ... };
std::tuple_size<MyParticle>{...};
std::tuple_element<MyParticle, I>{...};
auto get<I>(MyParticle) { ... }

auto p = view(1, 2, 3);

std::tuple<std::tuple<float&, float&, float&>, ...> = p.asTuple();
std::tuple<float&, float&, float&, float&, ...> = p.asFlatTuple();

auto [pos, vel, mass, flags] = p; // pos, vel, flags are VirtualRecords
// mass is a float&

auto [x, y, z] = vel; // x, y, z are float&

MyParticle p1 = p.load(); // constructs MyParticle via p.asTuple()
p1.mass = 4.0;
record.store(p1); // tuple-element-wise assignment from p1 to p.asFlatTuple()
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View C++ integration

llama::ArrayDimsIndexRange range{llama::ArrayDims<2>{3, 3}};
std::for_each(range.begin(), range.end(), [](llama::ArrayDims<2> coord) {

// coord is {0, 0}, {0, 1}, {0, 2}, {1, 0}, ..., {2, 2}
});

llama::forEachLeaf<RecordDim>( [&](auto coord) {
// coord is RecordCoord<0, 0>{}, ..., RecordCoord<3, 3>{}
auto fieldValue = view(1, 2, 3)(coord);

});

for (auto p : view) p(Mass{}) = 1.0f;

auto view2 = llama::allocView(...); // different layout and Vec as RecordDim
std::transform(view.begin(), view.end(), view2.end(),
[](auto p) { return p(Vel{}) * 2; });

auto [xsum, ysum, zsum] = std::reduce(view2.begin(), view2.end(), llama::One<Vec>{});
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LLAMA mapping requirements

• Given a mapping m of type M:
• M::ArrayDims Array dimensions of the mapping

• M::RecordDim Record dimension of the mapping

• M::blobCount number of blobs mapped to

• m.blobSize(i) is the size of the i-th blob

• m.blobNrAndOffset<RecordCoords...>(arrayCoords)
blob number and offset mapped to

282021-05-12



Example AoS

template <typename T_ArrayDims, typename T_RecordDim, bool AlignAndPad = false,
typename LinearizeArrayDimsFunctor = LinearizeArrayDimsCpp>

struct AoS {
using ArrayDims = T_ArrayDims;
using RecordDim = T_RecordDim;
static constexpr std::size_t blobCount = 1;

constexpr AoS() = default;

LLAMA_FN_HOST_ACC_INLINE constexpr AoS(ArrayDims size, RecordDim = {}) : arrayDimsSize(size) {}

LLAMA_FN_HOST_ACC_INLINE constexpr auto blobSize(std::size_t) const -> std::size_t {
return LinearizeArrayDimsFunctor{}.size(arrayDimsSize) * sizeOf<RecordDim, AlignAndPad>;

}

template <std::size_t... RecordCoords>
LLAMA_FN_HOST_ACC_INLINE constexpr auto blobNrAndOffset(ArrayDims coord) const -> NrAndOffset{

const auto offset = LinearizeArrayDimsFunctor{}(coord, arrayDimsSize)
* sizeOf<RecordDim, AlignAndPad> + offsetOf<RecordDim, RecordCoord<RecordCoords...>, AlignAndPad>;

return {0, offset};
}

private:
ArrayDims arrayDimsSize;

};
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PackedAoS mapping
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using Particle = llama::Record<
llama::Field<Id, std::uint16_t>,
llama::Field<Pos, llama::Record<
llama::Field<X, float>,
llama::Field<Y, float>

>>,
llama::Field<Mass, double>,
llama::Field<Flags, bool[3]>

>;



AlignedAoS mapping
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using Particle = llama::Record<
llama::Field<Id, std::uint16_t>,
llama::Field<Pos, llama::Record<
llama::Field<X, float>,
llama::Field<Y, float>

>>,
llama::Field<Mass, double>,
llama::Field<Flags, bool[3]>

>;



AlignedAoS mapping with
permutation (prototype)
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using Particle = llama::Record<
llama::Field<Id, std::uint16_t>,
llama::Field<Pos, llama::Record<
llama::Field<X, float>,
llama::Field<Y, float>

>>,
llama::Field<Mass, double>,
llama::Field<Flags, bool[3]>

>;



Trace mapping

• Before each memory access via a mapping m:
• m.blobNrAndOffset<RCs…>(arrayCoords) is called

• we could record this!

• A mapping wrapping another mapping

auto tmapping = llama::mapping::Trace{mapping}; 
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Trace mapping output

Trace mapping, number of accesses:

Mass: 83890176

Vel.Z: 83910656

Vel.Y: 83910656

Vel.X: 83910656

Pos.Z: 167796736

Pos.Y: 167796736

Pos.X: 167796736
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Heatmap mapping

• Like Trace mapping, but record access on byte level
auto particles = llama::allocView(llama::mapping::Heatmap{mapping});

... // 1 n-body update/move timestep with 100 particles

std::ofstream{"file.dat"} << particles.mapping.toGnuplotDatFile(); 
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You can build this in half a day



Split mapping

• Map different parts of the domain differently

• Map all datum indices in 𝑆 using 𝑚1, all others using 𝑚2:

𝑚Split 𝒂, 𝑑 = ቊ
𝑚1 𝒂, 𝑑 , 𝑑 ∈ 𝑆

𝑚2 𝒂, 𝑑 , 𝑑 ∉ 𝑆

auto mapping = llama::mapping::Split<
ArrayDims, Particle, llama::RecordCoord<0>,
Mapping1, Mapping2> {arrayDims};
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Split mapping
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llama::mapping::Split<
ArrayDims, Particle, llama::RecordCoord<1>,
llama::mapping::SoA, llama::mapping::PackedAoS>



Split mapping
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llama::mapping::Split<
ArrayDims, Particle, llama::RecordCoord<1>,
llama::mapping::SoA, llama::mapping::PackedAoS, true>



Split mapping
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llama::mapping::Split<

ArrayDims, Particle, llama::RecordCoord<1>,

llama::mapping::PreconfiguredAoSoA<8>::type,

llama::mapping::PreconfiguredSplit<llama::RecordCoord<1>,

llama::mapping::One, llama::mapping::PackedAoS, true>::type,

true>



Split mapping
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llama::mapping::Split<

ArrayDims, Particle, llama::RecordCoord<1>,

llama::mapping::PreconfiguredAoSoA<8>::type,

llama::mapping::PreconfiguredSplit<llama::RecordCoord<1>,

llama::mapping::One, llama::mapping::PreconfiguredSplit<llama::RecordCoord<0>,

llama::mapping::PackedAoS, llama::mapping::SoA, true>::type,

true>::type,

true>



Benchmarks

2021-05-12 41

Runtime of 1 n-body update in seconds



What happens with LLAMA AoSoA?

• LLAMA’s interface uses 1 induction variable for iterating
for (std::size_t i = 0; i < PROBLEM_SIZE; ++i)

auto p = particles(i); // particles == llama::View<...>

• But AoSoA has 2 levels (blocks and lanes)

• LLAMA therefore maps the index spaces

𝑖 ↦ (
𝑖

𝐿𝑎𝑛𝑒𝑠
, 𝑖 mod 𝐿𝑎𝑛𝑒𝑠)

• That confuses the compiler
and it fails to vectorize

• LLAMA would need a nested iteration
mechanism aware of the mapping index space
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Related work

• SoA container libraries, many research prototypes, Intel SDLT
• Only SoA, no ND arrays

• ND array libraries, Kokkos/RAJA Views, std::mdspan/std::mdarray
• No structured data types, flexible array layout, no SoA/AoSoA, fixed blobs

• Vc and simdize<T>
• Only AoVS (Array of Vectorized Structs) = AoSoA

• Many domain specific libraries
• Boost Graph Library
• Boost Generic Image Library
• Linear Algebra Libraries with various matrix representations, e.g. MTL4
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Future work on LLAMA

• Computed fields

• More explicit vectorization

• Automatic choice of mapping

• Theoretical approach to mappings

• Efficient layout changing copying

• Dynamic subarrays aka. jagged/awkward arrays

• Compressed blobs

• FPGAs
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Try LLAMA!

• Source: https://github.com/alpaka-group/llama

• Read The Docs: https://llama-doc.rtfd.io

• Doxygen: https://alpaka-group.github.io/llama/

• Compiler explorer:
#include 
<https://gist.githubusercontent.com/bernhardmgruber/bdbeae6f6d8eb710637cff61bb
369947/raw/f63886289f3d66ad1a3988ef27b2a4495411b5cb/llama.hpp>

This work has been sponsored by the Wolfgang Gentner Programme of the 
German Federal Ministry of Education and Research (grant no. 05E18CHA)
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