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Object Detection
● Object detection: a computer vision problem; classification and localization.

● Applications to e.g. image annotation, face recognition, pedestrian detection.

● Algorithms are extendable to auxiliary tasks, e.g. age estimation.

Credit: 1506.01497Credit: 1506.02640
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Single Shot Detection
● One stage detectors: simultaneous execution of tasks.

● Single Shot Multibox Detector (SSD) [1512.02325], a one-stage detector:

○ simple, base network and extra layers (feature pyramid) use convolutional blocks,
○ localization, classification (and auxiliary tasks) in one forward pass,
○ pre-defined default regions, aspect ratios and scales,
○ the output adjusts each anchor boxes with offsets (cx, cy, w, h),
○ remove duplicates at inference (non-max suppression).

Credit: 1512.02325

Credit: 1512.02325
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Motivation
● Looking for novel physics phenomena at the Large Hadron Collider (LHC) requires a lot of data O(100 TB/s).

● Sizable filtering (fast and accurate) is necessary, i.e. the trigger system. 

At the Compact Muon Solenoid (CMS) experiment:

○ L1: from 40 MHz to 100 kHz, processing time O(1 μs), hosted on FPGAs, ASICs.;
○ HLT: from 100 kHz to 1 kHz, processing time O(100 ms), hosted on CPUs.

● The LHC will increase number of collisions per event from 40 to 200, i.e. HL-LHC.

● Traditional reconstruction algorithms may have scaling issues.

Can we simultaneously execute several tasks?
Can we run it under latency constraints?

Can we run it within target hardware memory constraints?

● PF-Jet-SSD, an extension of Jet-SSD: 2105.05785.

https://arxiv.org/abs/2105.05785
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Dataset
● 13 TeV proton-proton collision events; RS gravitons decay to qq, bb¯, HH, WW, ZZ or tt¯ final states.

● Events generated with Pythia [0710.3820], the CMS detector effects are emulated using the Delphes [1307.6346].

● Added pileup collisions (sampled from a Poisson distribution), overlapping minimum bias events.

● Based on jet images (e.g. 1407.5675): projecting Particle Flow output into an image (340×360px).

● Input based on calorimeter (CMS ECAL and HCAL) and tracker measurements: 3 input channels.

● Input limited to barrel and endcap, i.e. |η| ≤ 3.0.

● No preprocessing, just maximum scaling.

● Label: tag (HH, VV or tt¯), localization and pT.

● Available on Zenodo.

https://zenodo.org/record/4883651#.YOV0UvaxVe4
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Dataset c.d.
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Model, Implementation and Training
● SSD model modifications due to the limitation of chosen hardware:

○ MobileNet [1704.04861] as base network with 3x3 and 1x1 kernels exclusively with no bias no dilated convolution;
○ added batch normalization, PReLU activations;
○ decreased number of channels and removed extra layers;
○ one aspect ratio, one size, two regression outputs (cx, cy offsets) for anchor boxes.

● Implemented and trained in PyTorch, mixed-precision on 3 GPUs (90k/30k events for training/validation).

● 8G FLOPS at inference.

● Code available on GitHub. Input

Average Pool

Output

DW_Conv+BN+PReLU

https://github.com/AdrianAlan/jet-ssd/blob/master/ssd/net.py
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Results: Classification and Localization
● PPV vs TPR for PF-Jet-SSD and the Baseline (90k events).

Bett
er



Lightweight Jet Reconstruction as an Object Detection Task 9

Ternary Weight Network
● Unoptimized models often need considerable storage and computational power.

● Efficient inference: pruning, compact design, knowledge distillation, low-rank factorisation, quantization.

● Quantization: reduce precision of operations.

● Ternary Weight Network (TWN) [1605.04711]: 

○ reduce 32-floating point weights to {-1, 0, 1} with quantization aware training,
○ scaling factor minimizes the Euclidean distance between full precision and quantized weights.

0.9532 0.7358 0.1979

0.3920 -0.1125 0.0901

0.0901 -0.6211 -0.2071

1 1 0

1 0 0

1 -1 0

0.6251 0.6251 0

0.6251 0 0

0.6251 -0.6251 0

Full precision weights ED: 11.04 ED: 8.68

Threshold Scale



Lightweight Jet Reconstruction as an Object Detection Task 10

Results: Classification and Localization
● Remarkable agreement (within 3%) between TWN and full precision network (FPN).

● TWN achieves 50% sparsity.

Bett
er
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Inference on GPU: Throughput
● Inference throughput events per second (eps) with TensorRT on Tesla V100.1

1 only feed-forward pass, no copying to / reading from / post-processing is included
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Results: Localization and pT Regression
● FPN/TWN localization and pT regression are very close to the baseline.
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Results: Prediction Quality in ϕ, η.
● PF-Jet-SSD PPV at TPR=0.3 as a function of η and ϕ.
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TWN: 3x3 Filters
● Most recurring filters show that TWN learns common operations: edge detection, corner detection.
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Conclusions and Future Work
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● This work is a joint collaboration with CEVA DSP.

● PF-Jet-SSD can simultaneously tag, locate and regress pT of jets.

● Compressed model with ternary weights1 retains most of the accuracy of full precision equivalent.

● TensorRT TWN/FP16 model runs 103 EPS rate on Nvidia V100 GPU.

WIP:

● Testing latency of PF-Jet-SSD in homogenous int8 precision (with TensorRT).

● Testing latency of PF-Jet-SSD on dedicated ASIC (from CEVA DSP).

● DNAS [1812.00090], HAWQ [1911.03852],  [1905.11452] for heterogeneous quantization (with activations).

1 weights constrained to discrete {-1, 0, 1} set.


