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Where we left off…

● Particle detectors use different types of instruments to gather information 
about the particles produced in collisions

● Thousands of signals collected (millions of “channels”) at 40 MHz
● Filtering is crucial to keep only the interesting events…

We need to:

● Reconstruct the track
● Measure the energy deposited in the calorimeters
● Calibrate the detector

Taking the example of the LHCb Vertex Locator (VeLo)
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LHCb Velo: clustering: grouping pixels into clusters

Charged particles cause one or more pixels to activate
The VP takes a 41 MPixel picture every 25ns !
⇒ First, we need to assemble individual pixels into “clusters”

(E.g. using flood fill algorithms) 
(Now done in FPGA on the detector itself)

Transversal  view of the Velo
(The beam travels on the Z axis)

Cluster example 3

View of one side of the LHCb vertex locator

Collision point



Finding tracks

The particles left “hits” in our detectors, we need to group together the hits 
caused by the same particle ⇒ “Pattern recognition” algorithms, with different 
approaches:

● Global methods: include all measurements (clusters) in a formulation of the 
problem where solutions match to tracks 

● Local methods: iterative methods where a seed is found first and is there 
forwarded to other sensors 
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A local method: Search by triplet in the LHCb VeLo

The next step is to group the clusters from 
different sensors in tracks that crossed the 
detector

We can make hypotheses to simplify the 
problem: our tracks come from the beams 
interaction point, this means that they stay at 
constant phi angle

The tracks are straight in the LHCb Velo as 
there is no magnetic field there

Back view of the Velo
(The beam travels on the Z axis)
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A local method: Search by triplet in the LHCb VeLo
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Finding the primary collisions: Vertexing
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Matching tracks between the detectors

There are 3 different tracking 
detectors at LHCb

● The vertex locator
● The Upstream tracker 
● The SciFi

⇒ Need to assemble “tracklets” 
together, into “long-tracks”
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 A global method: the Hough transform

Map each point to a line in the space of parameters (a and b are the parameters defining the line), 
and look for accumulation points in the transformed space.
Can be Computationally expensive, but can be optimized and is useful in LHCb to forward Velo 
tracks downstream.
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Forwarding tracks in LHCb



Identifying the parameters of the tracks: Track fitting

10P.Laycock https://indico.cern.ch/event/1132558/



Real detector effects: calibration

11P.Laycock https://indico.cern.ch/event/1132558/



Accuracy and Precision

To be able to use the output of the reconstruction for scientific purposes, it is necessary to know the accuracy and the precision of 
the reconstructed tracks and hits ! Alignment and Calibration of the detectors is critical to good results

LHCb uses a Kalman filter to minimize the global Ꭓ2 of the tracks, from which the systematic error can also be derived

Very well known particles/decays are used to verify the quality of the data  (see below)

12How can we check for (systematic) biases introduced by the Detector⇒ simulation



Calorimeters

Jets in a section of the ATLAS detector 13



Jet reconstruction

Quarks and gluons “hadronize” and create sprays of hadrons in the detector: jets

The original particle can be deduced from the jet characteristics (total energy, transversal 
and longitudinal size etc)

Machine learning is a useful tool to analyze jets
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Plus…

● Checking if tracks are “ghosts” or “clone”
● Reconstruction of the photons in the RICH detectors
● Identifying hits in the muon chambers
● Using the Rich and Muon information to identify the particles
● Find neutral particles (i.e. in calorimeters but not corresponding to tracks)

….

Reconstructing events means running complicated sequences of algorithms!

Machine learning algorithms are more and more common:

● Decision trees have been used for many years
● A lot of interest in Deep Learning 
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Why do we have to simulate the detectors ?

Complicated machines: difficult to understand all 
biases introduced by the hardware and software 
⇒ we simulate the decays and the particles in the 
detector

We therefore use Monte Carlo methods to 
understand the detector and the biases from the 
software

We establish a probabilistic model of the behaviour 
of the particles though the detector and run trials
⇒ computing intensive
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Simulating the collisions

Event Generation and Detector Simulation 
software are common to all experiments

Requires detailed modelling, input from 
theory and validation with experiments

Use of the Geant4 software for simulation of the 
particles traversing the detector

In practice more than 90% of the CPU usage 
for LHCb is done on simulation
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Computing requirements
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High Throughput Computing (HTC)

● Need to filter ~40 Tbit/s
● Complicated sequence of varied algorithms

⇒ Need for 1000s of server to process
⇒ And the network to transport them

How can we make best use of the hardware ?
However:

● The processing of the events is inherently parallel
● The latency in the processing does not matter

19
Plan for the LHCb baseline DAQ 

before 2020



Processor evolution
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The number of 
transistors keeps 
increasing, modern 
processors have more 
and more cores and 
wider vector registers

Intel Core i7 layout



Single Instruction Multiple Data (SIMD) instructions

Vector registers for Single Instruction Multiple Data (SIMD) already developed during the 60s 
and the 70s. But great improvements on last few generations of Intel, AMD and ARM CPUs

E.g. see Intel MMX, SSE(2/3/4), AVX, AVX2, AVX512

Compilers propose “auto-vectorization” which is not always effective. In that case using 
“compiler intrinsics” may be necessary. So algorithms have to be rewritten and data structures 
refactored (Structure of Arrays instead of Array of Structure)
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Width of some of the Intel SIMD registers



Memory considerations 
● Memory access is crucial to software performance: 

waiting for data to be read from main memory can block a 
processor for ~200 cycles !

● Layout of data in memory is important to make sure 
that data can be copied directly from memory to vector 
registers → c.f. AoS vs SoA layout
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Typical memory hierarchy
Source: 

https://cs.brown.edu/courses/csci1310/2020/assign/labs/lab4.html

https://cs.brown.edu/courses/csci1310/2020/assign/labs/lab4.html?spm=a2c65.11461447.0.0.11147f65Xs0xIv


Consequences on the software

Speedup = 1 / (S + P/N)
S: sequential fraction of 
program
P: parallel fraction  of program
N: number of processors
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Need to be able to use all the cores on the host: use multiple processes and/or multithreading ? 
We are limited by Amdahl’s law, so inherently parallel algorithms have to be found !



The LHCb software stack

Languages used in LHCb software:

● C++ for the physics data processing framework and some analysis software
● Python for the analysis and scripting/configuration

But other languages too: C/C++ used for interfacing with electronics, VHDL for FPGA 
etc…

More than 5 million lines of code, development started in the early 2000s. Covers the 
code to integrate with the DAQ, data analysis, event display….

Uses CERN frameworks to process the events (Gaudi, ROOT)

Using many external tools and libraries when needed: e.g. BOOST for C++, BLAS, 
Eigen for linear algebra, Tensorflow, Catboost for ML…  
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Software Engineering

LHC experiments deal with millions of line of code, with strict requirements:

● Reproducibility of the results (we need to re-run old versions of the software)
● Tracking the provenance of the data is crucial !

The software engineering process is critical to keep the software running, when ~100s of 
developers potentially modify the code

● Adequate unit and integration tests are necessary
● Use of version control software (Git)
● Continuous integration (Gitlab CI, Jenkins…)
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Improving the LHCb first level trigger

Improving performance meant:

● Reviewing the algorithms
● Introducing vector operations
● Reviewing data layout 

Successfully improved the existing code to deal 

At the same time investigations were going on to 
run the HLT1 on GPGPUs
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Graphics Processing Units

Circuits dedicated to graphics processing have been around 
since the 1970s

3D graphics acceleration was available in the 1990s with the 
3dfx Voodoo3 3500 and Nvidia RIVA TNT2 Ultra, consumer card 
really started with the NVidia GeForce 256 in 1999, the GeForce 
3 (2001) was the 1st generation with fully programmable shaders

Key features:  User defined “Shaders” (c.f. OpenGL) are run in 
parallel on the card, thus relieving the CPU of graphical 
computations…

Those shaders can be used for all sorts of computations: 
General Purpose computations on Graphics Processing 
Units (GPGPU)
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GPGPU Programming

GPU makers (NVidia, ATI…) realized the huge potential of GPU 
for computing applications, provided tools were developed: 

E.g. Nvidia proposed CUDA as from 2006/2007

● Extensions to C/C++ or fortran, with instructions to define 
“kernels” and run code on the host or device.

● Continuously improved since then (c.f. Unified memory)

There are GPUs dedicated to Scientific computing 

BUT

● Different programming paradigm: 
need to program for data parallelism

● Latency in transfer between the host and the GPU

CUDA is not the only way, see for example OpenCL
28

Nvidia performance evolution
(taken from CUDA manual)



GPU architecture
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CPU or GPU ?

In the LHCb case, we had 
the opportunity to process 
data directly on host 
connected to the detector, 
(thus limiting the network 
bandwidth needs (and 
associated cost)

30

But we had to be able to process the whole event on the GPU as the 
event builder CPUs are already busy !



LHCb HLT1 trigger on GPU: The Allen project
Full HLT1 running on GPU → needed to rewrite the whole first level filter to limit transfers to the GPU
Initially developed on CUDA, then ported to AMD cards
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Off-line data processing
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Recorded data

● Particle physicist talk of 
“luminosity”

○ Measure of the rate at which the 
collisions happen

● “Integrated luminosity”
○ sum over time to allow physicist to 

know the number of event in the 
data set for physics processes

Data recorded by LHCb 2010/2018
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For LHCb, as of november 2022, we have:

- On disk: ~36.5 PB in ~50.5 106 files
- On tape: ~65.3 PB in ~30 106 files



LHCb Data Processing Workflow in 2023
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International collaborations

LHC experiments are 
international collaborations of 
many institutes: e.g. for LHCb 
1400 scientists, engineers and 
technicians representing 86 
different universities (including 
AGH) and laboratories from 18 
countries are involved in the 
project (January 2021).

How can we share resources ?
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Worldwide LHC Computing Grid

Collaborating institutes 
federated in a Grid, with a 
layered structure:

● CERN: Tier-0 data 
taking and with a 
copy of a data

● Tier-1s: ~15 sites 
with storage and 
another backup of 
the data 
(distributed)

● Tier-2s: 160 sites in 
participating 
universities 36



LHC computing grid
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Building a computing grid including several 
“virtual organizations” entails:

● authentication / authorization services
● Job management
● Data management
● Software distribution 

Middleware had to be developed to deal with 
this task (e.g. DIRAC for LHCb, PandDA for 
ATLAS )

Distribution of software using CVMFS

https://dirac.readthedocs.io/en/latest/
https://panda-wms.readthedocs.io/en/latest/index.html


Distributing the data

Aggregated 
transfers of 
262 GB/s 
for 2 million 
tasks a day
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Conclusion
Using the techniques mentioned (and many more…), physicists in LHCb have used the recorded data 
to publish more than 600 papers! ATLAS and CMS published more than 1000 papers each.

Software and computing are key to the success of the experiments !

Hadrons discovered at the LHC

39
P.Higgs and F.Englert when ATLAS and CMS collaborations 
presented evidence in the LHC data for a particle consistent 
with a Higgs boson

Lepton Flavour Universality measurements


